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ABSTRACT

The objective of this research is to improve the efficiency, effectiveness, and flexibility of Nuclear Regulatory
Commission (NRC) licensing reviews of highest-criticality Digital Instrumentation & Control (DI&C) systems
(such as reactor protection systems for large light-water operating reactors) developed using a correct-by-
construction approach. This document provides the technical basis to enable the consistent evaluation of
performance-based (outcome-oriented) safety analysis organized as a Safety Assurance Case (SAC) provided
in licensing applications, license amendment requests, and design certification applications. To test and
demonstrate the claimed satisfaction of the safety objective, the SAC framework provides a basis for
structuring an assurance case in terms of claims, arguments and evidence using a defined vocabulary and
ontology to improve precision and avoid ambiguity. An important aspect of the framework is the inclusion of
challenge by identifying potential claim defeaters. The depiction of defeaters to the claims allows clear
traceability of the impact of the defeater on the top-level claim (i.e., no uncontrolled hazards can be found in the
system design). Iteratively, the identification of defeaters and corrective actions to remove them or negate their
effects leads to an evidence-supported, logically sound SAC. The use of the SAC framework is illustrated using
a simple reactor protection system example, covering the three main use cases of a SAC framework:
development, update/maintenance/ evolution through its lifecycle, and evaluation.
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1 INTRODUCTION

This introduction provides the objective of this research, summarizes the organization of this report, and
identifies the intended audience.

1.1 Objective

The objective of this research is to improve the efficiency (e.g., reduced cost and time delay in the regulatory
approval process), effectiveness, and enable greater flexibility (e.g., designs without diversity) of technical
reviews for the licensing of highest-criticality Digital Instrumentation & Control (DI&C) systems (such as reactor
protection systems). This objective is enabled through a performance-based (outcome-oriented) approach,
facilitated by an organization of the safety analysis as a Safety Assurance Case (SAC). The safety analysis
may be for a licensing application, a license amendment request, or a design certification application. This
approach will help identify gaps and understand their effects on the safety goal more efficiently. Thus, it is
expected to reduce the cycles of requests for additional information (RAI) and requests for confirmatory
information (RCI) and speed up the remaining RAI and RCI cycles. This approach is also expected to facilitate
self-assessment by the applicant and its suppliers during their respective development processes.

This document provides the technical basis to enable consistent evaluation of an applicant’s safety analysis
organized as an SAC. The technical criteria are focused on highest-criticality digital safety systems, e.g.,
reactor protection systems in Nuclear Power Plants (NPPs).

To demonstrate this approach, the output of this study also includes a framework to support the construction,
maintenance, and evaluation of SACs specific to the domain of highest-criticality digital safety systems for
NPPs and an example illustrating the use of this framework.

1.2 Structure of this report

The main body of this report provides the technical basis for the SAC framework, and the appendices provide a
detailed description of the approach and how to use the SAC framework.

The main body—

defines the scope of this research

introduces the main concepts and underlying principles of the SAC approach

provides criteria to evaluate a SAC for systems in the scope of this research

describes how the framework developed in this research assists SAC developers and reviewers in
applying these criteria

explains how the initial SAC framework can be extended, e.g., to create SACs for other kinds of
reactor protection systems

6) explains how performance-based safety assurance and evaluation can be more effective and efficient
than current practice, including leveraging libraries and tools

A OWN -
—_———

(9}
-

The appendices elaborate the SAC approach and illustrate the application of this technical framework to a
reactor trip system (building on the results of NRC'’s earlier case study known as HARDENS [1]).

Appendix A contains a library of Building Blocks that can be used for sound SAC construction.

Appendix B describes how ontologies within a SAC can be utilized to ensure that precise and meaningful terms
are used. A glossary of NPP-relevant common terms is provided in Appendix G as further context to the work.

Appendix C contains a Defeater library that can be used for systematic challenge of the SAC.

Appendix D provides guidance that illustrates the application of the SAC framework using examples from the
HARDENS case study [1]. This guidance covers the three main use cases of a SAC framework: development,
update/maintenance/ evolution of a SAC through its lifecycle, and evaluation (e.g., by the NRC or an
independent third party).
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Appendix E explains how the initial framework (ontology; library of building blocks; library of defeaters) can be
extended to include other kinds of reactor protection systems.

Appendix F provides an overview of the various notations and corresponding tools that could support SAC

construction and evaluation.

1.3 Intended audience

The report is intended for NRC'’s regulatory staff and stakeholders that are interested in performance-based
assurance of highest-criticality digital safety systems, e.g., reactor protection systems. Stakeholders include
(but are not limited to) applicants for license amendment requests or new licenses or design certification, their

suppliers and technical service providers, third-party verification and validation agents, and interested members
of the general public. The appendices are intended for use by practitioners.

The content is premised on the different categories of anticipated readers having the competence outlined in

Table 1.

Table 1: Audience categories

Category of anticipated reader

Requisite competence

Relevant parts of
the report

DI&C project managers

Basic general knowledge on SACs.

Section 4 including

licensee’s safety engineers; IV&V
agent; regulator)

including the notations used; ability to use the
associated tools for review.

organizing SAC development and supporting
submission references.
DI&C SAC developers (SAC Extensive, advanced knowledge to construct Whole report.
practitioners) and evaluate a SAC, including the notations

used, and the associated tools.
DI&C system developers who Knowledge of logical propositions and their Whole report.
provide evidence to be logical integration in a SAC.
incorporated in the SAC
DI&C SAC reviewers (e.g., Extensive, advanced knowledge of SACs, Whole report.

Regulatory managers organizing
SAC reviews

Basic general knowledge of SACs.

Section 4 including
supporting
references.

Readers with no previous experience with SACs should first read Section 4 of this report and the Declare
guidance on CAE [2], then read Section 5.

Aspiring SAC developers or reviewers with little prior experience should read the whole report, after the

readings recommended above.

Readers who are knowledgeable about SACs and would like to learn about their application to the assurance of
high-criticality DI&C systems should read Section 5 and the Appendices.

2 OVERALL CONCEPT AND CONTEXT

Section 2.1 explains the meaning of the performance-based paradigm and its scope-defining role for this
research. Section 2.2 explains how the SAC paradigm enables and supports a performance-based
organization of a safety analysis submittal.

23 July, 2025
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2.1 Performance-based engineering

“Performance-based” and “prescriptive” engineering differ in the degree of choice (flexibility or freedom) that an
applicant has in approaches and methods for assuring safety.

Prescriptive requirements focus on the means rather than the end (e.g., how, not what), and thus regulatory
practice reduces to assessment of conformance with prescriptions (i.e., the “how”). For example, in current
practice, industry consensus standards are used in this manner. Under a “performance-based” paradigm, an
applicant is free to choose the means (i.e., the “how”) to ensure and demonstrate the goal is achieved (e.g.,
safety of a facility - i.e., the “what”); these demonstrations should be evaluated based on the adequacy of the
engineering (i.e., safety is an engineered feature). Simplistically, in engineering, the term “requirement” is used
to refer to what must be done, and the term “design” is used to refer to how it is done. In short, the essence of a
performance-based approach to engineering safety consists of—

1) establishing or clarifying the safety goal

2) identifying the design objectives to achieve the goal, e.g., the principal design criteria for a facility

3) describing what must be done to achieve the objectives and explaining why it achieves the objectives
4) describing how it is done and explaining why it works

5) ensuring the structures, systems, and components satisfy the design objectives with adequate margin

Then, if an industry consensus standard is a reference for compliance, then the performance-based approach
would explain the science and logic to demonstrate how compliance with the standard satisfies the safety
objective. One way to demonstrate safety in a performance-based engineering paradigm is to create a Safety
Analysis Report (SAR) reflecting the 5-point approach outlined above — describing what the system is claiming
to do (the requirements it is claiming to satisfy), how its design satisfies the claims, and explaining the
reasoning. This needs to be done in a manner that satisfies current regulatory requirements, terminology, and
concepts. Some key facility-level claims of a performance-based SAR would include the following:

1) Principal Design Criteria (PDC) for the facility establish the necessary design, fabrication, construction,
testing, and performance requirements for Structures, Systems, and Components (SSCs) important to
safety; that is, SSCs which provide reasonable assurance that the facility can be operated with
extremely low probability of radiological harm

2) The safety analysis demonstrates that the Design Bases of the Facility (DBf) achieve the PDCs for the
facility

3) The SSCs will perform as needed and will not introduce new (or uncontrolled) hazards

The degree of flexibility that a performance-based approach affords an applicant brings clear benefit to the
applicant since there is a wider range of ways in which the safety property can be demonstrated. However, this
degree of flexibility can also present a challenge, as the responsibility is explicitly on the applicant to
demonstrate comprehensively that the claims they are making about their system are fully supported with
sound logic and evidence. Less experienced applicants may find creating a safety assurance case to be
challenging; worse yet, improper creation and review of a safety assurance case may lead to hidden
deficiencies (e.g., through use of invalid reasoning or implicit and unidentified assumptions) that remain
undetected through the developer’s verification, validation, and safety review processes.

2.2 How the SAC approach supports performance-based evaluation

The SAC approach developed in this research is intended to afford the applicant the flexibility of performance-
based safety assurance and evaluation. The included SAC framework is intended to make the creation and
review of safety assurance cases significantly more efficient and effective than in current practice. The SAC
framework is intended to facilitate the creation and evaluation of an SAC to demonstrate that the system of
interest is safe — i.e., it will perform its safety function(s) when demanded, and that no hazardous' conditions
can be identified in the design. The top-level requirements are derived from this objective.

1 In the context of evaluating the safety of a safety-related system, a hazard is a condition that prevents or degrades the performance of its
safety function.
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The SAC then needs to provide the logical basis to demonstrate that the top-level requirements are met. As this
demonstration is not feasible in a single logical step, a number of reasoning steps must combine necessary
items of evidence in a variety of ways to confirm that the top-level requirements are met. This is achieved by
constructing a logically sound network of argument steps.

Logical decomposition of the top-level claim into layers of sub-claims, down to the level that is directly
supported by evidence, is challenging. If working without a framework and without experience in safety
assurance cases, logically invalid arguments or implicit assumptions can unknowingly creep in and remain
undetected in subsequent engineering activities.

The SAC framework incorporates a library of “building blocks” that assist in the construction of a safety
assurance case. A building block is a small argument structure consisting of a claim node, a side-claim, and
one or more sub-claims (or one or more evidence nodes) integrated logically through an argument.

A building block in the library is an argument block, that needs to be instantiated in a particular context. These
building blocks can be used by SAC developers to make a single logical step from one claim to one (or more)
sub-claims. More blocks can then be used for these sub-claims, breaking down each claim into smaller and
more specific sub-claims. Eventually, the sub-claim of a block should be so specific that it can be supported by
evidence directly.

Evidence to support claims in the SAC may include validation and verification (V&V) information about—

requirements and their flow-down (i.e.: decomposition; derivation; allocation)

architectural Design, e.g.: analytical evidence such as theorem proving

detailed design and source code, e.g.: analytical evidence such as model checking; simulation
implementation (such as coding), e.g.: testing

prior Operating Experience (OPE)

A WN -~
—_—— — — —

These types of evidence can apply at different levels of integration from the overall system, down to
subsystems and components, including software.

Review and challenge of a SAC is an integral part of the performance-based approach to safety demonstration.
The goal of a systematic challenge of the SAC is to identify potential weaknesses (e.g.: sources of uncertainty
in the evidence; logical fallacies) within it; it is reasonable to expect doubts in safety cases, particularly in a
high-criticality DI&C system.

When the applicant has conducted a systematic search for doubts and has resolved such doubts, the applicant
improves system safety and the SAC presented to the regulator.

Defeaters are the means by which this framework equips SAC developers and reviewers with the capability to
systematically challenge and improve the SAC.

From the regulatory perspective, a review, supported with a defeater library, can identify evidentiary gaps or
uncertainties and logical fallacies more efficiently and help formulate a RAI or RCI, explaining why the
information is needed to support the top-level claim.

3 SCOPE

3.1 Safety systems to be evaluated

This research addresses safety assurance and evaluation of highest-criticality DI&C systems (such as reactor
protection systems for large light-water operating reactors) developed using a correct-by-construction approach
aiming to prevent or avoid causes of systematic failure.

3.2 SAC research assumptions

The research has been performed under the following assumptions:

23 July, 2025 Page 13/152



1) The overall engineering process (including safety engineering) for the nuclear facility described in
Section 2 has been performed, yielding a correct, complete, consistent, unambiguous, verifiable set of
requirements for the DI&C safety systems from the NPP perspective.

2) The individual items of evidence have been evaluated, and their soundness has been confirmed,
before starting the construction of the SAC for the whole system. Examples: Evidence from V&V of the
components of the system; confirmation that each functional requirement has been satisfied.

3) The SAC has been developed and reviewed within disciplined engineering processes.

3.3 Other scope-bounding factors
The technical criteria (Section 5) focus on the SAC (the work product) rather than the process.

The illustrative example (Appendix D) is based on a portion of the HARDENS case [1] focused on the
functional requirement in the normal operational mode. The ontology (Appendix B), building blocks library
(Appendix A), and the Defeaters library (Appendix C) suffice to support the illustrative example. The extension
guidance (Section 6 and Appendix F) is focused on extending the initial ontology, building blocks library, and
defeaters library to organize and integrate evidence of the correct-by-construction kind for other types of
highest-criticality reactor protection systems.

The specification of timing constraints on the functions of systems in scope and confirmation of their
satisfaction are an essential part of system safety assurance, although are not shown in the illustrative
example.

Although not addressed in this report, the SAC also needs to show that the system requirements include
provisions for usability, maintainability and sustainability, e.g.: system updates (including security updates);
bypasses; surveillance testing. System owners may have other requirements influencing system design, such
as portability and economy of resource-utilization. The implementation of all these quality (non-functional)
requirements may affect the safety property of the system. The safety analysis (and thus, the SAC) must be
extended accordingly to demonstrate that the safety property is not compromised.

4 ASSURANCE CASE CONCEPTS

The SAC framework in this TLR is based on the “Assurance 2.0” approach [3][4][5][6], which makes use of the
Claims, Arguments, Evidence (CAE) notation. It does not preclude the use of other notations — see Appendix
Section F.1 for details of other notations.

The key elements used to construct a SAC using CAE are identified below with their definitions either provided
in Section 8.1 or included below:

Claim. A SAC for a DI&C system or subsystem needs a specific top-level claim that it meets its safety goal
(introduced in Section 2.1).

Argument. An argument may have many forms, termed building blocks, that can be used to justify the claim.

Evidence. Evidence serves as the ground and starting point for safety arguments, from which the validity of
claims can be established, contextualized, and challenged. One or more sources of evidence (such as formal
proof, other forms of analysis, testing, or OPE) can be used to compose an argument.

Sub-claim. A sub-claim is a term used contextually to compose a claim.

Side-claim. A side-claim provides additional information supporting the argument justifying how a top-level
claim is deduced from its sub-claims.

Context. In an SAC, it identifies the DI&C system or subsystem to which that a claim refers, together with any
operational dependencies — known as its context of use and, more generally, its environment.

In addition, the approach includes the following important supporting concepts.

Ontology. Defines the “grammar” for the claims made in the SAC.
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Building blocks. These provide different options for structuring claims, arguments and subclaims/evidence.
Five generic types of building blocks are identified in Assurance 2.0 (see Appendix A). The building blocks
library in this SAC framework is derived from these five generic types of blocks, aided with side claims.

Defeaters. Both case developers and evaluators can use defeaters to assess and improve the validity of the
SAC. As the defeaters are addressed, the means of resolution and subsequently incorporated into the structure
of the case.

Assurance 2.0 also includes a graphical notation as a means of showing the overall structure of the SAC as
illustrated in Figure 1, where the arrows are a visual representation of the relationships between the claims,
arguments, and evidence. Additionally, explanatory notes can be associated with any element of the SAC. The
use of a graphical notation is not mandatory; the important part is that there is a coherent logical structure in
the SAC based on these concepts.

Top-level claim Context
OTHER
Argument Side-claim
SIDE-CLAIM

Addressed
Defeater

DEFEATER

Defeater

Evidence Evidence Defeater

DEFEATER EVIDENCE EVIDENCE

DEFEATER

Figure 1: Assurance case notation — illustrative example

5 TECHNICAL CRITERIA TO EVALUATE A SAC

Section 5.1 provides an overview of the approach used to formulate the technical criteria to evaluate an SAC
submitted for regulatory review. Section 5.2 provides the technical evaluation criteria grouped into four primary
criteria — each decomposed hierarchically.

5.1 Approach to formulate the SAC evaluation criteria

The end goal of the SAC is to demonstrate and communicate that the DI&C design is safe in a manner that can
serve as a formal record suitable for regulatory review and evaluation.
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This goal is addressed through the following considerations:

1) The implementation of the required safety functions to the required quality.

2) Not introducing any new hazards by, for example, inadvertently introducing hazardous behaviors or
interactions.

3) Provisions for maintaining safety function performance over the planned DI&C lifetime.

The criteria are formulated as statements in terms of requisite properties of the SAC and organized in an
abstraction-concretion hierarchy, i.e., from an abstract level for the SAC as a whole (in Section 5.2) to a series
of concretion levels (in Sections 5.2.1 to 5.2.4).

In this hierarchy, each criterion is given a unique identifier.
5.2 SAC evaluation criteria
A SAC has—

1) precise and meaningful claims

2) logically sound argument steps

3) evidence that is relevant, sufficient, complete and accurate
4) undergone systematic challenge

These generic SAC criteria are elaborated below in the context of DI&C systems in the scope of this research.
5.2.1 Criterion 1: Precise and meaningful claims

(1) Claims are precise and meaningful
(a) The claims are expressed using precisely defined terms, for example, based on

(i) terms defined in applicable guidance and standards referenced therein

(i) terms relating to nuclear plant states and hazards relevant to safety systems

(iii) terms specific to the DI&C system and its functions, including its composition, intermediate work
products of its development (e.g., requirements, architecture, detailed design, implementation),
and information from their respective V&V

(b) These defined terms are used to make claims that are necessary within the nuclear plant and DI&C
system context, including:

(i) claims that the requirements specified for the DI&C system are correct, complete, consistent,
unambiguous, and verifiable, i.e., requirements specified for its allocated top-level functions to
protect against specified NPP design basis hazards without disrupting safe plant operation, and
any associated requirements for the quality attributes (e.g., timing constraints) necessary to
confirm the safety property of the system

(i) claims that the DI&C system meets its specified requirements, i.e.,

(1) requirements on the system correctly flow down to constituent subsystems and components
(2) each subsystem and component satisfies its allocated requirements, i.e., correctly performs
its allocated functions

(iii) claims that there is no uncontrolled hazard in the design, i.e. that—

(1) All hazards have been identified (within the system and its operating environment); e.g.,
hazards from—
(a) unnecessary or unspecified platform features or functions
(b) unnecessary or unspecified communication with other systems
(c) emergent behavior from interactions
(d) “backdoors” permitting access by external systems
(e) incorrect or unsafe use of application software while servicing or during maintenance
(2) All hazards are controlled (e.g., avoided, prevented, or otherwise precluded), i.e.:
)

(a) Corresponding constraints on the system are specified
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5.2.2 Criterion 2: Logically sound argument steps

(2) Argument steps are logically sound?
(a) The top-level claim is a logically sound composition of
(i) claim 1).b).i)
(ii) claim 1).b).ii)
(iii) claim 1).b).iii)
(iv) sub-claims, pertaining to the interactions of the DI&C system with its environment and
(v) sub-claims pertaining to the constituent subsystems and components of the system (see criteria
1.b).i) )
(vi) Evidence (in case there is no further decomposition into sub-claims)
(vii) Side-claims (if any)
(viii)For each next level claim in the composition hierarchy, criterion 1.a) applies recursively, where “top
level” is replaced with the subsystem or component at that level in the composition hierarchy

5.2.3 Criterion 3: Evidence is relevant, sufficient, complete and accurate

3) Evidence is relevant, sufficient, complete and accurate
a) The evidence is relevant
i) The evidence applies to the version used in the deployed system, e.g., the version of the software
or hardware used
ii) For evidence concerning OPE, it is demonstrated that prior experience is applicable to the
deployed system

(1) The OPE data apply to the same system, including its components

(2) Any use of experience from different versions is demonstrated to be valid (e.g., the
successive versions primarily satisfy the same requirements, successively eliminate
hazard-contributing conditions discovered in the design, and do not add new hazard-
contributing conditions)

(3) Analyses of prior malfunctions, subsequent engineering changes, and subsequent V&V and
performance-tracking confirm that the current version does not have similar hazard-
contributing conditions and does not add new hazard-contributing conditions

(4) The operating environment in the experience envelopes the conditions for which the system
has been validated

(5) All information affecting the validity of OPE data has been under configuration control at the
level of granularity necessary for analyzing causes of failure and determining corrective
action

b) The evidence is sufficient
i) Evidence to support 1).b).i)
i) Evidence to support 1).b).ii)
iii) The evidence covers—

(1) all anticipated operating conditions.

(2) the response to abnormal conditions (e.g., invalid inputs)

(3) for OPE, the extent of prior evidence (e.g., evidence to fill gaps in coverage provided by
V&YV) is sufficient to support the claim

c) The evidence is accurate and complete
i)  All sources of evidence and information are under configuration management and version control,
e.g.:

(1) For the suite of tools that the evidence depends upon, the versions of the tools and their
configurations are under configuration management

(2) The versions of DI&C components under verification and validation are under configuration
management

2 The premise is true and the logic is valid, i.e., there is no fallacy in the logic.
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(3) The results of verification and validation activities are under configuration management at
the level of granularity necessary
ii) The versions of all sources of evidence and information are consistent
iii) The suite of tools used to generate any evidence is qualified as fit for the allocated purpose
iv) For OPE, it is demonstrated that:
(1) Data on all malfunctions (i.e., failures, faults, anomalies) of similar systems and
components are recorded with fidelity and consistency, including—
identification of the system or component and its version
its mode of usage
date and time of the event
the environment of the system or component and its state
other information about the context on which the system or component depends
analysis of the root cause
corrective actions
V&YV to confirm that the cause has been eliminated
V&YV to confirm that no new hazard-contributing condition has been introduced
(2) The records are complete and include the operating history of the system or component
(3) Data from systems or components are aggregated only when the systems or components
and their operating environments are the same
(4) The system or component, and its environment, to which the results of the OPE analysis
are applied, are—
(a) the same as those from which the OPE data is acquired
(b) If not, the analysis demonstrates that the OPE-based evidence is scientifically sound

~_— — — — —
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5.2.4 Criterion 4: Systematic challenge

4) The SAC has undergone systematic challenge
a) The developer and Independent V&V (IV&V) agent has confirmed compliance with the criteria for
claims, arguments and evidence in Sections 5.2.1 t0 5.2.3
b) The developer and IV&V agent have performed a systematic search for “what can go wrong”
(defeaters) in the SAC, searching for doubts including, for example:
i) Invalid context associated with a claim, e.g., about:
(1) the system design
(2) component design
(3) operating environment
i) Invalid argument, e.g.:
(1) use of the wrong Building Block (see Appendix A)
(2) an argument without a needed side-claim
iii) Invalid side-claim
iv) Use of a Building Block without showing that the warrant is applicable in the specific claim context
v) Use of evidence that is not applicable in the claim context (see also Section 5.2.3)
vi) Unsupported claims (i.e., those which should be identified explicitly as assumptions)
vii) Implicit assumptions
viii) Inconsistent use of terminology
ix) Faulty application of techniques or methods
x) Logical fallacies
b) The SAC demonstrates how potential defeaters have been addressed, e.g., by—
i) extensions to the SAC, with claims, arguments and evidence
i) reference to documentary evidence that rebuts the defeater

6 FRAMEWORK EXTENSION

This research has developed a domain-specific framework for the construction and evaluation of safety
assurance cases for high-criticality DI&C systems in US nuclear power plants. However, the concepts upon
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which the domain-specific nature of the framework is built are applicable to any assurance case, enabling it to
be extensible.

The framework will require extension for applying it to a new or extended application context. In particular:

1) The ontology would need to be extended to include the additional relevant terms.

2) The Building Block library would require addition of new building blocks needed for the extended
domain.

3) New defeaters will be needed for new technical areas.

Appendix E provides further guidance on how the framework can be extended to other domains.

7 TOOL SUPPORT

The SAC framework is intended to be technology-neutral, but the process of SAC construction and evaluation
can both be aided by the use of tools to—

1) construct and maintain a SAC
2) assist SAC review and commentary by evaluators, especially the identification, tracking and resolution
of potential defeaters

Information on existing tools can be found in Appendix F.
8 GLOSSARY

8.1 Definition of terms

This section includes a table of definitions of key terms needed for this framework. Further terms that are not

part of this project but provide a broader context of the project are included in Appendix G.

Table 2: Definition of terms

Term Description Source

Assurance case Reasoned, auditable artifact created that supports the ISO/IEC/IEEE 15026-1
contention that its top-level claim (or set of claims) is [7]
satisfied, including systematic argumentation and its
underlying evidence and explicit assumptions that support
the claims.

Argument The reasoning for justifying the claim by some combination Developments of this
of evidence and subclaims. research

Attribute Inherent property or characteristic of an entity that can be ISO/IEC/IEEE 15026-1
distinguished quantitatively or qualitatively by human or [7]
automated means.

Building Block A structure of nodes within the SAC consisting of a top-level | Developments of this
claim node, an argument node, a side claim, and one or research
more sub-claims (or one or more evidence nodes).

Channel An arrangement of components and modules as required to | IEEE603 [8]
generate a single protective action signal when required by
a generating station condition. A channel loses its identity
where single protective action signals are combined.

Claim A true/false statement about a property of a particular Developments of this
object. research

23 July, 2025

Page 19/152




Term

Description

Source

Code

A set of written instructions in a programming language that
implements system functionality.

ISO/IEC/IEEE 15288 [9]

Common cause

Loss of function to multiple structures, systems, or

IEEE603 [8]

architecture.

failure components due to a shared root cause component.
Components Distinct parts or modules that together form the system’s ISO/IEC/IEEE 15288 [9]

Context of use

Users, tasks, equipment (HW, SW, and materials), and the
physical and social environments in which a product is used.

Adapted from ISO and
IEC,
ISO/IEC 25010:2011

Defeater

Potential flaws in the safety assurance case. See
Appendix C.

Developments of this
research

Defense in depth

An approach to designing and operating nuclear facilities
that prevents and mitigates accidents that release radiation
or hazardous materials. The key is creating multiple
independent and redundant layers of defense to
compensate for potential human and mechanical failures so
that no single layer, no matter how robust, is exclusively
relied upon. Defense in depth includes the use of access
controls, physical barriers, redundant and diverse key safety
functions, and emergency response measures.

NRC Glossary [10]

Dependability
attributes

Attributes such as reliability, availability, maintainability, and
safety that indicate a system’s dependability.

ISO/IEC/IEEE 15288 [9]

Derived
requirements

Requirements that emerge from the decomposition of
higher-level requirements, reflecting design decisions or
implementation details.

ISO/IEC/IEEE 15288 [9]

timing

delay between the stimulus and response has a guaranteed
specified maximum and minimum value.

Design-basis A postulated accident that a nuclear facility must be NRC Glossary [10]
accident designed and built to withstand without loss to the systems,

structures, and components necessary to ensure public

health and safety.
Design-basis Postulated events used in the design to establish the IEEEGO03 [8]
events acceptable performance requirements for the structures,

systems, and components.
Deterministic Characteristic of a system or component, such that any IEEE603 [8]
behavior given input sequence that is within the specifications of the

item always produces the same outputs.
Deterministic Characteristic of a system or component, such that the time | IEEE603 [8]
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Term

Description

Source

Diversity

A principle in instrumentation systems of sensing different
parameters, using different technologies, using different
logic or algorithms, or using different actuation means to
provide several ways of detecting and responding to a
significant event. Diversity is complementary to the principle
of defense-in-depth and increases the chances that
defenses at a particular level or depth will be actuated when
needed.

IEEE603 [8]

Division

The designation applied to a given system or set of
components that enables the establishment and
maintenance of physical, electrical, and functional
independence from other redundant sets of components.
NOTE—A division can have one or more_channels.

IEEE603 [8]

Environment

Context determining the setting and circumstances of all
influences upon a system.

That is everything (including every condition) that supports
or affects the performance of a system or a function of the
system.

§3.1421 in
ISO/IEC/IEEE 24765
(1]

Evidence An artifact that establishes facts that lead directly to a claim. | Developments of this
research
Hazard Potential source of harm or adverse effect that could impact | ISO/IEC/IEEE 15288 [9]
system operation.
Integrity The quality of being whole, undiminished, and accurate, ISO/IEC/IEEE 15288 [9]

ensuring that evidence remains unaltered.

Maintenance
bypass

Removal of the capability of a channel, component, or piece
of equipment to perform a protective action due to a
requirement for replacement, repair, test, or calibration.
NOTE—A maintenance bypass is not the same as an
operating bypass. A maintenance bypass may reduce the
degree of redundancy of equipment, but it does not result in
the loss of a safety function.

IEEE603 [8]

Meets

Satisfies or complies with the stipulated requirements to
achieve intended functionality.

ISO/IEC/IEEE 15288 [9]

Module

Any assembly of interconnected components that
constitutes an identifiable device, instrument, or piece of
equipment. A module can be disconnected, removed as a
unit, and replaced with a spare. It has definable
performance characteristics that permit it to be tested as a
unit. A module could be a card, a drawout circuit breaker, or
other subassembly of a larger device, provided it meets the
requirements of this definition.

IEEE603 [8]

Node

An individual atomic element in a safety assurance case
diagram.

Developments of this
research
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Term

Description

Source

Object

Physical entity or artifact about which a_property can be
claimed.

Developments of this
research

Ontology

A shared conceptualization (of the “objects, concepts, and
other entities that are assumed to exist” in a particular
domain) that is formally specified. In this definition—

“explicit” refers to the manner in which a developer carefully
enumerates the types of concepts used and the constraints
on their uses;

“conceptualization” refers to an abstract view of the world
consisting of the relevant concepts and the relationships
among them that exist within a specific domain; a concept is
an abstract idea that represents a class of objects or events;

“formal” refers to specifications that are machine readable
and have well-defined semantics;

“shared” refers to the conceptualization being agreed on
and accepted by those working in a discipline.

Note: An ontology can incorporate logical relationships, such
as causality, when they are part of the specification of terms.

Gruber TR. [12]

Operating
bypass

Inhibition of the capability to accomplish a safety function
that could otherwise occur in response to a particular set of
generating conditions. NOTE—An operating bypass is not
the same as a maintenance bypass. Different modes of
plant operation may necessitate an automatic or manual
bypass of a safety function. Operating bypasses are used to
permit mode changes (e.g., prevention of initiation of
emergency core cooling during the cold shutdown mode).

IEEE603 [8]

Property

Characteristic, feature, or attribute of an object.

Developments of this
research

Quality attributes

Non-functional characteristics of a system—such as
performance, reliability, and usability—that affect its
operation, as defined in ISO/IEC/IEEE 15288.

ISO/IEC/IEEE 15288 [9]

Reliability

The probability that a system will perform its intended
function without failure over a specified period.

ISO/IEC/IEEE 15288 [9]

Requirements

Conditions or capabilities that must be met by a system to
satisfy stakeholder needs.

ISO/IEC/IEEE 15288 [9]

Safe shutdown

Bringing the nuclear generating station to controlled stable
shutdown conditions specified in licensing basis
documentation.

IEEE603 [8]
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Term

Description

Source

safety-related
structures,
systems and
components

those structures, systems and components that are relied
upon to remain functional during and following design basis
events to assure:

(1) The integrity of the reactor coolant pressure boundary

(2) The capability to shut down the reactor and maintain it in
a safe shutdown condition; or

(3) The capability to prevent or mitigate the consequences
of accidents which could result in potential offsite exposures
comparable to the applicable guideline exposures set forth
in § 50.34(a)(1) or § 100.11 of 10 CFR 50.2 as applicable.

NRC 10 CFR 50.2 [13]

safety system

A system that is relied upon to remain functional during and
following design basis events to assure one of the following:
a) The integrity of the reactor coolant pressure boundary b)
The capability to shut down the reactor and maintain it in a
safe shutdown condition ¢) The capability to prevent or
mitigate the consequences of accidents that could result in
potential offsite exposures comparable to regulatory
guidelines.

IEEE603 [8]

satisfaction of
requirements

The degree to which a system fulfills its specified
requirements.

ISO/IEC/IEEE 15288 [9]

sensor The portion of a channel that responds to changes in a plant | IEEE603 [8]
variable or condition and converts the measured process
variable into a signal suitable for use in the remainder of the
channel.

Side-claim A claim outlining the reasoning and/or assumptions (i.e., the | Developments of this
‘warrant’) of an argument. A side-claim captures why a top- research
level claim can be deduced from its sub-claims.

Sub-claim A claim which supports, on its own or along with other sub- Developments of this
claims, an upper-level claim. research

System An organized set of interrelated components working ISO/IEC/IEEE 15288 [9]
together to achieve defined objectives.

Tests Systematic procedures used to evaluate whether a system ISO/IEC/IEEE 15288 [9]

meets its specified requirements.

Transliterates

Transforms or maps functional requirements into an
equivalent implementation in code, ensuring fidelity to the
original specification.

ISO/IEC/IEEE 15288 [9]

Traces The relationships linking system requirements to their ISO/IEC/IEEE 15288 [9]
corresponding design, implementation, and testing artifacts.
Valid Being correct, complete, and unambiguous—so that ISO/IEC/IEEE 15288 [9]

requirements are well-founded.
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Term Description Source

Warrant A general term for the reasoning or assumption that is Toulmin [14]
required to infer a_claim from a set of inputs (either sub-
claim(s) or evidence, with an argument).

8.2 Acronyms

CCF Common Cause Failure
DBf Design Bases of the Facility
DI&C Digital Instrumentation and Control
EMI Electromagnetic Interference
1&C Instrumentation and Control
V&V Independent Verification and Validation
NPP Nuclear Power Plant
OPE Operating Experience
PDC Principal Design Criteria
RAI Request for Additional Information
RCI Request for Confirmatory Information
RTS Reactor Trip System
SAC Safety Assurance Case
SAR Safety Analysis Report
SSCs Structures, Systems, and Components
V&V Verification and Validation
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APPENDIX A
CAE BUILDING BLOCKS LIBRARY

A.1  Introduction
The Building Blocks library has been developed as follows:

1) Initial scope of Blocks from understanding application domain and NRC use case scenarios.

2) ldentification of SAC Building Blocks and theories — as illustrative examples — building on the
HARDENS case study performed in Clarissa [A1] to identify the key Blocks needed (e.g. for correct by
construction approach, semantic bridges between notations, verification blocks using both test and
proof).

3) Implementation of Building Block Library, and rules of composition.

The examples are intended to illustrate efficient construction of an SAC for a reactor trip system (RTS) by
composing the SAC from pre-certifiable building blocks for the RTS domain. In this illustrative example, the
SAC for an RTS would be composed from a combination of building blocks in this library and basic CAE
building blocks tailored for this example. The library building blocks in this example are not pre-certified.

A.2  The concept and definition of Assurance Case Building Blocks

The basic scheme of a generic assurance case building block structure is shown in Figure 2 below. It shows n
sub-claims supporting an argument that supports a higher level claim, with some of the key properties of the
argument expressed via a warrant represented by the side-claim.

Argument Side-claim

Figure 2: Generic assurance case building block structure

Note that the term ‘sub-claim’ is relative; sub-claims are simply claims, and the term ‘sub-claim’ is used to
specifically identify the said claim as part of a structure supporting another claim, as in Figure 2.

An assurance case building block refers to a structure, represented in this project using CAE, that represents a
single step of logic from a claim to its supporting claim(s) or evidence. Such a block needs to consist of a claim
node that is to be supported; an argument node supporting the claim; supporting sub-claim(s) or evidence; and
a side-claim that represents the warrant [A2] (a general term for the reasoning or assumption that is required to
infer a claim from a set of inputs).
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This definition of a building block is centered on the use of an argument; a block represents the use of an
argument in its immediate context (i.e., the claim it supports, the sub-claim(s) or evidence it relies upon, and
the side-claim that justifies its use).

The building blocks in this framework are derived from five generic building blocks, which are discussed in
Section A.3. These basic blocks serve as templates for deriving the domain-specific building blocks.

The warrant supports improving the validity of an argument, and is represented in Figure 2 by the side-claim. A
side-claim may represent an inference rule that can be reused in many different arguments.

Side-claims that are unsupported are assumptions, and should be identified as such.

Side-claims will vary considerably in the amount of reasoning entailed.

A.3  Basic Building Blocks
There are 5 basic CAE building blocks:

Decomposition. This block is concerned with structure. Decompositions are about partitioning some aspect of
the claim, for example, according to the functions of the system, the architecture, the properties being
considered, or with respect to some sequence such as lifecycle phases or modes of operation. The basic idea
is very simple: for example, in order to make a claim about a property of an object, we need to investigate
whether the object has this property by evaluating its components. To do this, the user needs to be clear about
what the property is.

Substitution. Another common type of claim expansion involves transforming a claim about an object into a
claim about an equivalent object, which can be viewed as a form of substitution. For example, we might claim
that the evaluated system has a certain property, and therefore the production system has this property too,
providing that the production system is equivalent in some clearly defined way to the evaluated one.

Evidence incorporation. This block is used at the end of a chain of claims and arguments to incorporate the
evidence elements to support the reasoning. The block demonstrates that a sub-claim is directly satisfied by its
supporting evidence.

Concretion. This block is used when some aspect of the claim needs to be given a more precise definition or
interpretation. For example, a claim about a system attribute might be expressed in more measurable, less
abstract terms. We call this transformation from something abstract to something more precise “concretion”.
Although this kind of block is necessary, it needs to be clearly identified and explained via its side-claim (which
is likely to be system-specific). Sometimes concretion is used when stating a design meets a particular
requirement (or refining a design into a detailed design); since there may be more than one design that meets a
particular requirement, the side-claim should explain why the design meets the requirement and implicitly
include an analysis of potential defeaters (to ensure there are none that are not addressed).

Calculation. This block is used to claim that the value of a property of a system can be computed from the
values of related properties of other objects (e.g., its sub-systems). A calculation block need only be used when
a specific calculation is forming part of the reasoning of the case; calculation results from evidence-generating
activities that provide one single piece of information as evidence need not be represented by a calculation
block. An example application of the block is to provide a quantitative argument when the value of one property
can be calculated from the values of other specific properties. Note that “calculation” can be any analytic
process where the result can be derived from the inputs according to a pre-defined set of rules, e.g., formal
proof that software meets a specification is also a “calculation” that yields a value TRUE or FALSE.

A.4  Deriving Building Blocks — examples

The building block library for this framework is derived from the five generic types shown in Section A.2. They
are organized by the type of basic building block they correspond to (e.g., decomposition), and then further
organized into more specific uses of that block (e.g., object decomposition), and then into thematic categories
(e.g., requirements).
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Figure 3 shows the structure of the building block library.

Object Block 3 —

decomposition Evidence
Block 1 — incorporation

Decomposition
Property

. Block 4 —
decomposition

Concretion

Object

substitution Block 5 —

Calculation

Block 2 - Property
Substitution substitution

Environment
substitution

Figure 3: Overall structure of the Building Blocks library

Each of the different types of building blocks included in the library is explained in more detail in its respective
section in this appendix. A summary table of all blocks, designed to be used as a reference table, is included at
the end of this appendix in Table 18.

A.5 Building Block Library definitions

This section defines the Blocks in terms of their inputs and outputs. The claims are expressed in terms of
properties and objects, in line with the rest of the framework.

The Blocks provide rules that define how collections of sub-claims support an upper-level claim. There is
industry guidance on how to formulate claims [A3], the use of long- and short-form claims, and other guidance
on communication and shared assumptions. The classic claim structure used in the Block definition is “X has
property P”. written in a shortened form as P(X). The property might include an artefact or object, such as “X
meets the requirements”. In this case, P becomes “meets requirements”. The full claim then reads “X” has
property “meets requirements”.

A.5.1 B1 - Decomposition

This block is used to represent that a conclusion about the whole object, process, property or function is a
logical composition of the claims or facts about constituent parts. The generic decomposition is shown below in
Figure 4.
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Side claim depends on its

o Decomposition
application

Figure 4: Generic decomposition block

The Block has a number of subclaims about objects X1-Xn with properties P1...Pn, and these are combined to

justify the top claim of a property P about another object. Sometimes the claims can entail properties of two

objects such as when we might claim correctness of code with respect to a specification.

The basic idea of partitioning or decomposition is very simple: typically, in order to make a claim about a

property of an object (e.g., a DI&C system), we need to investigate whether the device has this property by

evaluating its components. However, we also need constraints to ensure that their composition does not create
hazardous side effects (emergent behavior). Some desired properties (e.g., safety and timing constraints)
depend upon interaction across components and, thus, are not easily decomposable. Therefore, the
decomposition must be examined carefully for such emergent behaviors.

A.5.1.1 Object decomposition

Table 3: Object decomposition block definition

Name

Object decomposition

Summary

This block is used to show that a claim about a property of an object can be deduced from
the claims or facts about the same property of its constituent sub-objects.

Technical
definition

Show that property P(X) of object, function or process X can be demonstrated by
composition of the properties P(X; ), P(X,), ... P(X,, ) of its sub-objects X,,X,, ..., X,.

P(X; )AP(X,)A ... AP(X,,) = P(X)
where:
P is a property that holds for X, X;, X,, ..., X,,
P(X) can be inferred from P(X; )AP(X,) ... AP(X,,)

In decomposing into sub-objects it is important not to forget any interactions between the -
sub-objects when they combine together.
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Name

Object decomposition

Diagram

The CAE for a generic object decomposition is shown below.
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P distributes over
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Figure 5: Generic object decomposition
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The generic side claim would need to capture the warrant that the claim P(X) can be inferred
from the subclaims. If a less general decomposition is used then more powerful side-claims
can be defined as shown above, e.g., that a property distributes over a composition operator.

An example of object decomposition is the commonly used architectural decomposition in which there is a
claim that if a property holds for each sub-system of a system in a given environment and configuration, the
property holds for the system as a whole in that environment and configuration. However, this is incomplete in
its consideration of the possible emergent behavior of a system. Emergent behavior is addressed through the
side-claim (or explicitly as one of the objects over which the decomposition is being performed).

In this example it is also necessary to show that the system only consists of these subsystems, i.e., the object
decomposition is complete. This would be addressed by the side-claim by, for example, providing reference to
the system architecture.

In general, when decomposing the architecture into sub-systems, it is important not to forget the architectural
mechanisms that combine the results from the sub-systems e.g., the voter, communication links, etc.

Table 4 contains object decomposition blocks that are in the building block.

Table 4: Object decomposition blocks

attributes (aka non-
functional), e.g.:
safety; timing
constraints

quality attributes

ID Instantiated Block P X X1 ... Xn Side claim
(example) example
B1.1.1 Requirements into system requirements functional All requirements
functional implements requirements categorized as
requirements and satisfies, and associated functional
associated quality meets requirements or

quality attributes
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ID Instantiated Block P X X1...Xn Side claim
(example) example

B1.1.2 Functional system functional requirements Requirements
requirements into implements | requirements directly either directly
directly decomposed from a | decomposed
decomposed functional from functional
requirements and requirement requirement or
derived ones derived are derived

requirements

B1.1.3 Functional system functional function 1... n Functional
requirements into implements | requirements requirements
constituent functions comprise only

functions 1... n

B1.1.4 Architecture into Is safe, is system Component 1... n System
constituent available, is Component comprises only
components free from interactions components 1...

hazards, n
etc.
(any)

B1.1.5 System into Is safe, is System System hardware (System-
hardware, software, | free from System software specific)
and their hazards,
interactions etc. Hardware/software

interactions
(any)

B1.1.6 Implementation of Free from System Step 1, e.g., Formal
functionality across | flaws implementation | Requirements to verification
transformation formal specification | demonstrates
phases Step 2, e.g., Formal | thateach

specification to C transformation
code phase satisfies

the previous
Step n, etc. phase

B1.1.7 Temporal Is safe, is System System as itis now | Property now
decomposit_ion ofa available, is System in the future and property in
system having a free from future
property now, and hazards, exhaustively
continuing to have it | etc. considers
in the future (any) system’s

property
(generic)

B1.1.8 All modes of (any, e.g., All modes of Mode of operation 1 | All modes of
operation into safety) operation ..n operation and
individual modes transitions

across modes
are addressed
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ID Instantiated Block P X X1 ... Xn Side claim
(example) example
B1.1.9 All configurations (any, e.g., All Configuration 1 ... n | All
into individual safety) configurations configurations
configurations addressed
, | All (any, e.g., All threat / Threat / operational | All
threat/operational safety) operational environment 1...n environments
environments into environments considered
individual
environments

A.5.1.2 Property decomposition

Table 5: Property decomposition block definition

Name Property decomposition
Summary | Show that property of an object can be demonstrated from a different set of sub-properties.
Teth?cal Show that property P(X) of object, function or process X can be demonstrated from its sub-
definition | properties P1(X), P2(X),... Pn(X)

PLX)OAP, (XN ... AB,(X) = P(X)
Diagram | The general diagram is shown below.

Side claim depends on its
application

Decomposition

Figure 6: Property decomposition

With this very general block one can either have a side-claim that defines the block (so the
logic becomes trivial) or application specific side-claims. However, if a less general
decomposition is used then more powerful side-claims can be defined, e.g., that a X
distributes over a property composition operator and that {P1. P2, ... Pn} compose to P.

SAC-specific Blocks from the library are shown in Table 6 below. The object X is given as an example as the
structure of the block is about properties and can be applied to many different objects.
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Table 6: Property decomposition blocks

Block

X
(examples)

P

P1...Pn

B1.2.1

“Meets requirements”, decomposed
into “captured requirements”, and
“implemented requirements”

system

meets
requirements

requirements are
correctly captured

requirements
implemented

B1.2.2

Validity

requirements

valid

complete
correct
consistent
verifiable

B1.2.3

correctly implemented

requirements
specifications
design

correctly
implemented

well defined
verified

B1.2.4

Functionality attributes

System

Required
functionality

Logical correctness
Timeliness
Accuracy

B1.2.5,
B1.2.6

Performance, dependability

system

Dependable

reliable
operable
maintainable
robust
available

B1.2.7

Now and future decomposition

system

Is safe

Is safe now
Is safe in future

B1.2.8

Security into key attributes

system

Is secure

maintains
confidentiality

is correct
is available

Note that “time” can be expressed as property “is safe” in the future and “is safe” now, or time can be seen as

object that gets split into its current and future parts.

A.5.2 B2 — Substitution

This block is used when it is easier to make a claim about a different object or property. In its most general
form, this block is used to argue that if a claim about the property holds for one object, then a claim holds for an
equivalent property and object. The nature of this “equivalence” will vary with the object and property, and will
need to be defined. Complex substitutions are possible, but the most common substitutions are—

1) substituting a different object for the same property (A.5.2.1)

2) substituting a different property for the same object (A.5.2.2)
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3) substituting an environment (A.5.2.3)

A.5.2.1 Object Substitution

Table 7: Object substitution block definition

Name Object substitution

Summary This block can be used to claim that if a property holds for one object, it holds for
another object.

Technical Top claim: a claim P(X).

definition Sub-claims: a claim P(Y).
Side-claim: an equivalence relation P(X) = P(Y) in a particular context

Diagram —

>

A
Xis
Substitution I equivalent
toY
P(Y)

Figure 7: Object substitution

For example, we might claim that because we have shown that a property holds for a particular device, it holds
for another device of the same kind. So, we might have shown that product Y is fit for purpose and can
demonstrate that product X is equivalent with respect to this property as in the example of Figure 8. In practice,
justifying the equivalence between objects is not straightforward, and so making this claim explicit (as the side
claim to the substitution) is one advantage of this block.

Product X is fit for
purpose

i Product X and
Object
substitution product Y are
equivalent

I

Product Y is fit for
purpose

Figure 8: Example of object substitution

Another example is that we might generalize the claim if we know that a whole set of objects satisfies the
equivalence relation, as in Figure 9.
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ﬁevices of type X zh
\\ safe /

All devices of type

Object A
X are equivalent

substitution

Tﬁe device analysed,

being of type X, was )
\\ safe /

Figure 9: Example of object type substitution

However, this example should be used carefully because it is often a source of fallacy to argue from the
specific to the general (inductive reasoning). The side-claim here is system-specific, and will likely be complex,
and so will require elaboration into a substantial supporting assurance case structure or developed narrative. In
the above example it is necessary to show that type X is determinant for the property (safety), not just some
unimportant characteristic of the device.

Another application of the block is when we have demonstrated a property on a design (e.g., does not
deadlock), and we wish to demonstrate that the property will also be true of the implementation. This relies
upon being able to show that the code is equivalent to the design (e.g., is correct). In this example, the side-
claim would be “the code is equivalent to the design”. This is a generic side-claim for this block, but is likely
complex, and would require supporting structure and/or developed narrative.

Table 8: Object substitution blocks
ID Instantiated P (example) X Y Side-claim
Block example
B2.1.1 | Deployed vs Defect Deployed system Evaluated The evaluated
evaluated freeness or system system is identical
any relevant to the deployed
property system
B2.1.2 | All variants Behaviors All components/systems | Evaluated All components of
of a certain class system or the certain class
component have equivalent
behaviors
B2.1.3 | Refinement Correct Code Design Code is equivalent
to design

As noted above, the side claim must provide a justification for the substitution.

A.5.2.2 Property Substitution

Table 9: Property substitution block definition
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Name Property substitution

Summary This block can be used to claim that if an object demonstrates one property, it therefore
demonstrates another property.

Technical Top claim: a claim P(X).

definition Sub-claim: a claim Q(X).
Side-claim: an equivalence relation P(X) = Q(X) in a particular context

Diagram

Pis

Substitution t equivalent

toQ

Figure 10: Property substitution

These first substitutions are useful where the user is thinking about the gap between judgements of fitness for
purpose of a system or component and the digital engineering perspective of the removal of hazardous defects.
This facilitates the formulation of the upper-level claims of a DI&C SAC, helping the breakdown of the top-level
claims discussed in Section 5.2.1.

Table 10: Substitution blocks on absence of hazardous defects

ID Block X (example) P Q Side-claim

B2.2.1 | Substitution hazardous | Software Fitness for | Absence of X is fit for purpose if
defect freeness for component or purpose hazardous it is free from
fitness for purpose system defects hazardous defects

B2.2.2 | Substitution hazardous | Software Safety Absence of Xis safe if it is free
defect freeness for component or hazardous from hazardous
safety system defects defects

The next substitutions deal with worst case analyses.
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Table 11: Substitutions dealing with worst-case analyses

ID Block X P Q Side-claim
(example)

B2.2.3 | Bound on Software Memory usage of Bound on memory Deployed system
memory component | deployed system usage demonstrated will not exceed
usage for or system by analysis memory usage
actual demonstrated by
usage analysis

B2.2.4 | Bound on Software Execution time of Bound on execution Execution time of
worst-case component | deployed time of deployed system/
execution or system system/component system/component component
time for processor processor processor cannot
actual demonstrated by exceed bound
execution analysis demonstrated by
time analysis

B2.2.5 | Bound on Software Actual variability of Bound on variability of | Variability of
variability of | component | control loop period control loop period deployed system
control loop | or system /component
period control loop period

cannot exceed
demonstrated
bound

There might also be some aspects where behavior can be addressed by following part of a standard. As noted,
critical performance-based justifications of digital behavior do not have the luxury of validated standards, but
some other aspects (e.g., EMC), and qualitative requirements such as competency, might.

Table 12: Substitution considering standards

ID Block X (example) P Q

B2.2.6 Substitution of Software Satisfaction of | Compliance
satisfaction of system component or system with a validated
requirements property system requirements standard
with compliance

A.5.2.3 Environment Substitution

The substitution can be generalized to consider other ways of substitution according to the environment, mode
or configuration. Below is an example for environment substitution.

Table 13: Environment substitution

ID Block E(X) E(Y) Side claim

B2.3.1 | Substitution | Actual Design Actual environment threat level is
design environment | basis threat | consistent with design basis threat
basis threat | threat level levels level
for actual
threat level
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ID Block E(X) E(Y) Side claim

B2.3.2 | Test Actual Test Test environment is representative
environment | environment | environment | of actual environment
for actual

environment

B2.3.3

Simulated
operating
environment
with actual
operating
environment

Actual
operating
environment

Simulated
environment

Simulated environment is
representative of actual
environment

Note the need for side-claims to support the substitution. For B2.3.2, for example, the side-claim needs further
justification in order to be supported (and therefore not to be an unjustified assumption). This may be argued by
demonstrating that the test environment is more onerous than the actual environment (e.g., a higher
temperature). This could be represented graphically, or if sufficiently simple in the specific context, it could be
supported entirely by narrative.
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A.5.3 B3 - Evidence Incorporation

Table 14: Evidence incorporation block definition

Name Evidence incorporation

Summary | Aclaim is shown to be directly supported by evidence.

A typical application of this block is at the base of a safety assurance case diagram, (i.e., the
‘bottom’ of the graph — the “leaf nodes™ of the tree diagram). The foundation of the SAC
where claims have been broken down to such a fine-grained level that a claim is able to be
shown to be directly satisfied by its supporting evidence.

Technical There exists R such that P(X) is true
definition -
P(X) is directly supported by the contents of R.
P(X) is known as an evidential claim.
R are accepted facts.

P(X) is a claim.

P(X) can be justified directly from the contents of K.

Diagram | / P(x)\
N

Evidence Side claim justifying
incorporation evidential claim
Result R

Figure 11: Evidence incorporation block diagram

As with other blocks, the use of the argument node is to provide a justification for why the
evidence can directly show the claim (see SAC evaluation criteria 3.a) to 3.c) in

Section 5.2.3). If this is deemed unnecessary due to the closeness of the claim and the
evidence, the side claim could be omitted and the justification provided in the narrative.

The evidence incorporation block is designed to incorporate evidence elements into a safety case. It is used at
the edge (leaf nodes) of the case tree when a subclaim can be directly inferred from its supporting evidence. An
example of an application is shown in Figure 12 where a sufficiently detailed subclaim like “the trip logic code
satisfies its specification” is supported by the evidence node referring to the formal proof. The link between the
subclaim and evidence is direct, and the evidence incorporation block can be used to confirm it is applicable
(e.g., the proof and code both apply to the final system).
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Trip logic code satisfies
specification

Evidence artifact
relevant, sufficient, Evidence incorporation
complete, accurate

Formal proof

Figure 12: Example of evidence incorporation block

This simple example is intended to demonstrate the atomic level to which claims ought to be broken down
before being able to be supported directly by evidence. If supporting some wider claim about a property of an
object being demonstrated by some application of testing, other claims would need to be incorporated into the
structure to consider the correctness and coverage of the test specification, and the suitability of testing
technique, for example.

There is an increasing use of databases to store project results and the use of tools to assemble evidence on
the fly. This is exemplified by the Hardens case, which provides scripts for running the tools to generate up-to-
date evidence, and in the Clarissa [A1] and Arcos [A4] project by the use of semantic web databases to store
disaggregated results: a “documents as data” paradigm [A5]. In these instances, the side claim is important in
providing the reasoning that the assembly of the evidence from the database is done correctly, and that the
assembled information does indeed support whatever the evidential claim is asserting. This will be specific to
the context of the application of the block.

We need evidence that purports to demonstrate a claim, and the validation of that evidence. The properties of
evidence are discussed in Section A.5.1.2 as an example of property decomposition.

Validation may consist of confirmation that—

the information is configuration controlled at the granularity needed to identify dependencies
the method of producing the evidence is fit for its purpose

the method has been executed correctly

the performers of the method have the requisite competence

etc.

A WN -
—_—— = — —

Validation of evidence may be needed in many parts of the case. To the extent that the same argument holds
across all these parts, it may be packaged as a reusable building block.
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A.5.4 B4 — Concretion

Table 15: Concretion block definition

Name Concretion
Summary This block is used when a claim needs to be given a more precise definition or
interpretation.

The top claim is too vague to be demonstrated by a convincing argument that it is valid, so
it is defined more precisely. The concretion can apply to the environment, the system, the
configuration or the property.

Technical The top claim P (X, Cn, £n) can be replaced with a more precise or defined claim P7 (X, Cn,
definition En)

The parameters of the claim are variously a system, component, configuration, and
environment.

Diagram

v P(X N\
A ) .
Concretion P=P1,X=X1
A
P1(X1)

A concretion block is used when a claim about a system attribute might be expressed in more measurable, less
abstract terms. “Concretion” is the transformation from something abstract to something more specific. It can
be seen as defining a claim in terms of something more precise in order to investigate the validity of the claim.

This is most readily understood when considering the construction process of a case, where one may be
expected to start with a top-level claim that needs to be broken down. Concretion can be used to operationalize
the claim and transform it into something that can be shown to be satisfied (i.e., something more concrete).
This is easily interpreted when reading the SAC diagram ‘top-down’, but it should be noted that the support for
the case runs ‘bottom-up’ — the evidence at the leaf node of a case support claims, that support claims, (and so
on), which go on to support the top-level claim.

In the case of a concretion block, this means that the concreted claim must be shown to support the more
abstract claim. This is the purpose of the side-claim in the context of a concretion block. Because of the
difficulty in arguing from the concrete to the abstract, concretion should only be used where other blocks are
not applicable, and a side-claim must always be included and explicitly supported to demonstrate the validity of
the concretion. The validation of the concretion may be eased through conservative approximation, i.e.,
satisfying criteria that are more conservative than the criteria for the abstract level (criteria whose satisfaction is
easier to verify than the criteria for the abstract level).

In practice, this block is often used to show that an un-interpreted object can be substituted with one or more
concrete objects. In this example we choose the object, environment and claim that a property holds for a
system in a particular environment by defining the environment in question. This makes the environment
explicit in the claim being made, providing an interpretation on something that has not been explicitly defined.
For example, we might argue that the property holds “in the system’s operational environment” because the
operational environment is defined to be “inside a locked room” (Figure 13).
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The operational
environment is safe

— ) \‘ The operational
Environment environment is a
concretion J locked room

Alocked room is a safe
operating environment

Figure 13: Example of environment concretion

No blocks of concretion are provided for the building block library, as its use is ultimately system-specific, and

should only be used for the above discussed purposes.
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A.5.5 B5 - Calculation

Table 16: Calculation block definition

Name Calculation

Summary | This block is used to claim that the value of a property of a system in a given environment
and configuration can be computed from the values of related properties of other objects
(e.g., its sub-systems) in that environment and configuration.

For example, we might argue that the average time of data retrieval from a database can be
calculated from the probability that the data is in the cache (a property of one sub-system)
and the time of data retrieval if it is not in the cache (a property of the other sub-system).

Calculation could be seen as a composite block combining a decomposition block in which
the properties have values with a substitution block.

Technical | Top claim: Object X has property Pwith value b
definition
Argument b can be computed from properties of objects Xi-n
Subclaim: each object X;has property P;with value a;

Subclaim: b can be computed from a1-» given the properties Q1-»

As usual objects are parameterized on configuration and environment, either implicitly or
explicitly.

Show that the value b of property P of system X in environment E and configuration C can be
calculated from the values of €1(X1>@1, £,€), 02 (X3, a5, £, C).res 0, (X0, E, C)
Xis an object

E'is an environment

Cis a configuration

There are 7 objects that provide input to the computation X1, X2, ..., Xu in environment E
and configuration C

01, O, ..., On, P are properties of X1, X2, ..., Xu, X'in environment E and configuration
C with values a1 to an

b is a property/value that is computed (deduced/calculated) from the a values using a formula

F.

The value of P(X, E, C) can be deduced from the values of Q1(X1, E, C) to On(Xa, E, C)
using the function or formula F..
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Diagram

o D

Calculation/proof b=F(a1,a2,...,ai)
v\
T \
S A S~
CEICEY I CED

The above diagram shows the structure of the calculation block assuming the environment
and configuration of the system are the same for all claims (defined outside of the block).

The calculation block is needed when the claim is a result of a computation; the claim contains some numerical
or logical value of a property that can be calculated from a set of values of related properties of the system in
the same environment and configuration.

The calculation could also be analytic where the result is either TRUE or FALSE (Boolean). Examples of both
types of calculation are given below.

Table 17: Calculation block examples

ID Type of result (b) Examples

B5.1 | Numeric/Quantitative | Availability, accuracy, response time, jitter

B5.2 | Boolean/Analytic Formal proof, single failure analysis

A.6  Block library index

Table 18 contains an index of all blocks defined in this appendix. It includes hyperlinked references to the
sections and tables in which each block is defined.

This table is designed to be used as a reference index, where SAC developers look through the library to
identify the blocks that may be relevant and useful to build the SAC they need. Then, the user may follow the
hyperlink to the referenced table to get more information on the use of the block.

Table 18: Building block library

ID Type of Block Category Block Reference

B1 Decomposition Section A.5.1
B1.1 Object decomposition Section A.5.1.1
B1.1.1 Requirements Functional / non-functional Table 4

B1.1.2 Direct / derived requirements | Table 4

B1.1.3 Functions / sub functions Table 4

B1.1.4 System Components Table 4
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ID Type of Block Category Block Reference

B1.1.5 Hardware/software Table 4

B1.1.6 Transformation steps Table 4

B1.1.7 Time Table 4

B1.1.8 Mode Table 4

B1.1.9 Configuration Table 4

B1.1.10 Environment Threat Table 4

B1.1.11 Operational Table 4

B1.2 Property decomposition Section A.5.1.2

B1.2.1 Relations Meets Table 6

B1.2.2 Valid Table 6

B1.2.3 Implemented Table 6

B1.2.4 Attributes Functionality Table 6

B1.2.5 Performance Table 6

B1.2.6 Dependability Table 6

B1.2.7 Time Table 6

B1.2.8 Security Table 6

B2 Substitution Section A.5.2

B2.1 Object substitution Section A.5.2.1

B2.1.1 Deployed Table 8

B2.1.2 All variants Table 8

B2.1.3 Refinement Table 8

B2.2 Property substitution Section A.5.2.2

B2.2.1 Fitness for purpose Table 10

B2.2.2 Safety Table 10

B2.2.3 Memory usage Table 11

B2.2.4 Execution time Table 11

B2.2.5 Variability of measurement Table 11

period

B2.2.6 Compliance Table 12

B2.3 Environment substitution Section A.5.2.3
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ID Type of Block Category Block Reference
B2.3.1 Threat Table 13
B2.3.2 Test Table 13
B2.3.3 Operation Table 13

B3 Evidence incorporation Section A.5.3
B4 Concretion Section A.5.4
B5 Calculation Section A.5.5
B5.1 Quantitative Table 17
B5.2 Analytic Table 17

A.7  Building Block Library References

[A1] Varadarajan S. et al. “Clarissa: Foundations, tools and automation for assurance cases”. In 42nd

AIAA/IEEE Digital Avionics Systems Conference, Barcelona, Spain, October 2023.
[A2] Toulmin, S.E., 2003. The uses of argument. Cambridge university press.

[A3] Cinif, “The Cinif Declare Guidance”. claimsargumentsevidence.org

[A4] Traub, S.M., 2025. Automated Rapid Certification of Software-ARCOS. In AIAA SCITECH 2025
Forum (p. 2677)

[A5] International Atomic Energy Agency, “Exploring semantic technologies and their application to nuclear
knowledge management”, IAEA nuclear energy series, ISSN 1995-7807, no. NG-T-6.15, IAEAL 21-
01406, 2021.
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APPENDIX B
ONTOLOGIES

B.1 Introduction

An ontology is a shared explicit conceptualization (of the “objects, concepts, and other entities that are
assumed to exist” in a particular domain) that is formally specified. In this definition—

1) “explicit” refers to the manner in which a developer carefully enumerates the types of concepts used
and the constraints on their uses;

2) “conceptualization” refers to an abstract view of the world consisting of the relevant concepts and the
relationships among them that exist within a specific domain; a concept is an abstract idea that
represents a class of objects or events;

3) “formal” refers to specifications that are machine readable and have well-defined semantics;

4) “shared” refers to the conceptualization being agreed on and accepted by those working in a discipline.

An ontology can incorporate logical relationships, such as causality, when they are part of the specification of
terms.

This appendix contains an ontology developed as part of the framework for the construction, maintenance, and
evaluation of safety assurance cases for digital I1&C systems of the highest criticality. The appendix contains a
list of terms, along with their definitions, that are relevant to the domain of this framework, and originate from
one of the following—

1) directly from specific standards and sources, including IEEE603 [B1], SRM-SECY-98-144 [B2], the
NRC Glossary [B3], 10 CFR 50.2 [B4], ISO/IEC/IEEE 15026-1 [B5], IEC 15288 [B6], the IAEA Nuclear
Security Series Publications [B7]

2) developments of this research, influenced from a number of existing sources and literature

The formalization of domain knowledge, such as in an ontology, provides a shared and unambiguous
vocabulary that supports consistent interpretation of terms, and communication.

In this framework the ontology comprises a library of terms to represent definitions. The Building Blocks (see
Appendix A) define relationships between these terms, and these relationships are represented in the ontology
as RDF triples (see Section B.2).

The ontology is tool-agnostic, as it does not use any specific framework of tools, to ensure it is usable in other
tool environments. It is important to note that the library is not exhaustive, and it is designed to be extensible,
allowing new terms to be incorporated as needed.

B.2 Background

OWL (Web Ontology Language) is a language for defining and instantiating ontologies on the web. OWL is built
on top of Resource Description Framework (RDF) and uses RDF ftriples to represent the ontology elements and
their relationships.

RDF is a standard model for data interchange on the web that allows for the representation of information in a
graph format using triples, which consist of a subject, predicate, and object.

A Knowledge Triple is a specific type of RDF triple that represents a single fact or piece of knowledge. It
consists of a subject, a predicate, and an object, where the subject is the entity that the fact is about, the
predicate is the property or characteristic of the subject, and the object is the value of that property.

B.2.1  Subject, predicate, and object

As its name indicates, a triple is a sequence of three entities that codifies a statement about semantic data in
the form of subject-predicate-object expressions (e.g., “The sky has the color blue”). A semantic triple, or RDF
triple or simply triple, is the atomic data entity in the RDF data model.
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Predicate
Subject > Object

Figure 14: The basic semantic triple model

The components of a triple, such as the statement "The sky has the color blue", consist of a subject ("the sky"),
a predicate ("has the color"), and an object ("blue").

From this basic structure, triples can be composed into more complex models, by using triples as objects or
subjects of other triples. For example, in the sentence “Mike said triples can be objects”, “Mike” is the subject,
“said” is the predicate, and “triples can be objects” is the object, which is another triple itself.

B.2.2 Ontology representation

One way to represent an ontology is by using tools such as Protégé, which is an open-source software tool for
the creation, management and visualization of ontologies. Protégé supports languages such as OWL and RDF
Schema (RDFS). An ontology can also be represented in a logic-based language like Prolog or ErgoAl. This
can offer several technical advantages over using a tool like Protégé. Some reasons why this approach might
be better are listed below:

1) Expressive power: Logic-based languages like Prolog or ErgoAl are often more expressive and flexible
than the languages supported by Protégé (such as OWL and RDFS). They allow for the representation of
more complex relationships and constraints, as well as the ability to perform more advanced reasoning
tasks.

2) Integration with programming: Prolog and ErgoAl are programming languages themselves, which means
that you can easily integrate your ontology and reasoning tasks with other software components or data
processing pipelines. Protégé, on the other hand, is primarily a standalone tool for editing and visualizing
ontologies, and integrating it with other software components may be more challenging.

3) Flexible querying: Logic-based languages typically offer more powerful and flexible querying capabilities
compared to the query languages supported by Protégé (e.g., SPARQL). This allows for more
sophisticated and expressive queries over your ontology and knowledge graphs.

4) Reasoning capabilities: Prolog and ErgoAl support a wide range of reasoning capabilities, including
forward and backward chaining, constraint logic programming, and non-monotonic reasoning. These
capabilities may not be as extensive or as easily accessible in Protégé.

5) Scalability: Depending on the specific use case and the size of your ontology, logic-based languages like
Prolog or ErgoAl might offer better scalability compared to Protégé, which can become slow and unwieldy
when dealing with large ontologies.

However, it's important to note that the choice of representation and tooling will depend on specific
requirements and constraints. In some cases, Protégé might still be a suitable choice, particularly if you value
its graphical user interface, support for standard ontology languages (OWL and RDFS), and integration with
other semantic web tools.

B.2.3 Representation using knowledge triples
As described earlier, knowledge triples can be used for the representation of an ontology.

We can define triples both for the types (or classes) used in the case, and for their instances, as shown in Table
19 below.
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Table 19: Knowledge triple — instances and classes

Identifier | Subject Predicate/verb | Object
Class/types | Kta Specification refines Requirements
Instance Kt1 Component A specification | refines Component A requirements

A class/type is a more generic category of subjects. For example, in Table 19, we have two classes:
“specification” and “requirements”, which then can be instantiated as “Component A specification” and
“Component A requirements”.

In addition to a basic representation of a subject, predicate, object, the phrase associated with the relationship
and an identifier might be included. For definitions, an “isA” relationship could be used, as shown for example
in Table 20.

Table 20: "isA" relationship example

Subject | Predicate/verb | Object

Channel | isA arrangement of components and modules as required to generate a single
protective action signal when required by a generating station condition. A
channel loses its identity where single protective action signals are combined.

The ontology needs to be useful and human-readable. For the purposes of this tool-agnostic research, an
approach is used whereby the ontology is captured as a table of RDF triples. The library of terms are
represented using the above “isA” relationship, with more complex relational structures and logical
dependencies, including relationships defined in the Building Blocks, represented as triples with other
predicates.

Representing the ontology as written triples is intended to make the relationships human-readable, whilst also
able to be reformatted for import into the tools discussed in Section B.2.2.

B.3  Ontologies in Safety Assurance Cases

Ontologies are part of the more general topic of knowledge engineering that includes knowledge representation
and organization. It supports knowledge management — see, for example, the International Atomic Energy
Agency (IAEA) report [B8], which gives an insight into semantic technologies, their use in building knowledge
bases, and the development of knowledge-driven services and applications. There is also prior work by the
VTT Technical Research Centre of Finland on nuclear ontologies [B9] that provides an overview of what a
nuclear engineering ontology might contain.

Overall, ontologies provide a way of defining concepts and relationships. They can help understand the
relationship between claims, and how claims, arguments and evidence relate to their application domain.
Ontologies have a number of roles. Similarly to their use in assurance cases in projects such as Arcos and
Clarissa [B10], their role is to support the following questions:

1) What is the claim about? Claims typically address objects and associated properties. They could be of
the form “the time response of component A is better than X seconds”, or they might include a
relationship such as “the code is correct with respect to the code specification”. As with evidence, an
ontology enables consistent interpretation of a claim and any specialized terms.

2) What evidence is there and what does the evidence/information refer to? In querying an evidence
datastore we need to have understood terms in order to extract the evidence, e.g., “please provide all
failed test cases for module testing of component A” needs a way of making sure the component and
the notion of test and test failure are common between the case and the evidence provider.
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In this framework, ontologies are used to support the formation of clear and precise claims by ensuring that all
terms are well defined, so there is no ambiguity in meaning. It uses general terms relevant to the domain, as
well as more specific terms on DI&C system design and its functionality, stemming from relevant international
standards and guidance.

B.4  Ontology for this framework

This section contains the ontology for this framework.

The ontology comprises a base set of foundational terms defined using the “isA” relationship, as well as
relationships between concepts using other predicates, including those relationships that are defined by
Building Blocks.

B.4.1 Ontology — foundational terms

This section represents the terms defined in the glossary in Section 8.1 as RDF triples, using the “isA”
predicate.

The entries originate from IEEE603 [B1], SRM-SECY-98-144 [B2], the NRC Glossary [B3], 10 CFR 50.2 [B4],
ISO/IEC/IEEE 15026-1 [B5], IEC 15288 [B6], the IAEA Nuclear Security Series Publications [B7], and from
developments in this research. Their source can be found in the glossary in Section 8.1.

Table 21: Ontology — “isA” relationships, based on definitions in the glossary (Section 8.1)

ID Subject Predicate | Object
TOO1 Assurance isA Reasoned, auditable artifact created that supports the contention
case that its top-level claim (or set of claims) is satisfied, including

systematic argumentation and its underlying evidence and explicit
assumptions that support the claims.

T002 Argument isA Rationale for justifying the claim by either referencing evidence or
subclaims.

TO03 Attribute isA Inherent property or characteristic of an entity that can be
distinguished quantitatively or qualitatively by human or automated
means.

TO04 Building isA Structure of nodes within the SAC consists of a top-level claim

Block node, an argument node, a side claim, and one or more sub-claims

(or one or more evidence nodes).

T0O05 Channel isA Arrangement of components and modules as required to generate
a single protective action signal when required by a generating
station condition.

TO06 Claim isA True/false statement about a property of a particular object.

TOO7 Code isA Set of written instructions in a programming language that
implements system functionality.

TO08 Common isA Loss of function to multiple structures, systems, or components due
cause failure to a shared root cause component.

TO09 Correctly isA Requirement realized in a system’s design and code in an accurate
implemented and verifiable manner

requirement
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ID Subject Predicate | Object
TO10 Defense in isA Approach to designing and operating nuclear facilities that prevents
depth and mitigates accidents that release radiation or hazardous
materials.

TO11 Derived isA Requirement that emerges from the decomposition of higher-level

requirement requirements, reflecting design decisions or implementation details.

T012 Design-basis | isA Postulated accident that a nuclear facility must be designed and

accident built to withstand without loss to the systems, structures, and
components necessary to ensure public health and safety.

TO13 Design-basis | isA Postulated event used in the design to establish the acceptable

events performance requirements for the structures, systems, and
components.

TO14 Deterministic | isA Characteristic of a system or component, such that any given input

behavior sequence that is within the specifications of the item always
produces the same outputs.

TO15 Deterministic | isA Characteristic of a system or component, such that the time delay

timing between the stimulus and response has a guaranteed specified
maximum and minimum value.

TO16 Diversity isA Principle in instrumentation systems of sensing different
parameters, using different technologies, using different logic or
algorithms, or using different actuation means to provide several
ways of detecting and responding to a significant event.

TO17 Division isA Designation applied to a given system or set of components that
enables the establishment and maintenance of physical, electrical,
and functional independence from other redundant sets of
components. NOTE—A division can have one or more channels.

TO18 Evidence isA Artifact that establishes facts that can be trusted and lead directly
to a claim.

T019 Fitness for IsA Degree to which a system is appropriate for its intended use—

purpose ensuring stakeholder needs are met.

T020 Formal isA Precisely specified and unambiguously defined function or

requirement behavior—often expressed using formal methods—to avoid
misinterpretation.

T021 Functional isA Statement describing the function or service a system is required to

requirement perform.

T022 Hazard isA Potential source of harm or adverse effect that could impact system
operation.

T023 Integrity isA Quality of being whole, undiminished, and accurate, ensuring that

evidence remains unaltered.
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ID Subject Predicate | Object

T024 Maintenance | isA Removal of the capability of a channel, component, or piece of
bypass equipment to perform a protective action due to a requirement for
replacement, repair, test, or calibration. NOTE—A maintenance
bypass is not the same as an operating bypass. A maintenance
bypass may reduce the degree of redundancy of equipment, but it
does not result in the loss of a safety function.

T025 Meets isA Satisfaction or compliance with the stipulated requirements to
achieve intended functionality.

T026 Model IsA Abstract representation of a system’s behavior or characteristics,
property used for analysis or design
T027 Module isA Assembly of interconnected components that constitutes an

identifiable device, instrument, or piece of equipment. A module
can be disconnected, removed as a unit, and replaced with a
spare. It has definable performance characteristics that permit it to
be tested as a unit.

T028 Node isA Individual atomic element in a safety assurance case diagram.

T029 Ontology isA Shared conceptualization (of the “objects, concepts, and other
entities that are assumed to exist” in a particular domain) that is
formally specified.

T0O30 Operating isA Inhibition of the capability to accomplish a safety function that could
bypass otherwise occur in response to a particular set of generating
conditions.
T031 Quality isA Non-functional characteristic of a system—such as performance,
attribute reliability, and usability—that affect its operation.
T032 Reliability isA Probability that a system will perform its intended function without

failure over a specified period

TO33 Requirement | isA Condition or capability that must be met by a system to satisfy
stakeholder needs.

T034 Safe isA Bringing of the nuclear generating station to controlled stable
shutdown shutdown conditions specified in licensing basis documentation.

T035 safety- isA Structure, system or component that is relied upon to remain
related functional during and following design basis events to assure—
structure, (1) The integrity of the reactor coolant pressure boundary
system or

component (2) The capability to shut down the reactor and maintain it in a safe
shutdown condition; or

(3) The capability to prevent or mitigate the consequences of
accidents which could result in potential offsite exposures
comparable to the applicable guideline exposures set forth in §
50.34(a)(1) or § 100.11 of 10 CFR 50.2 as applicable.
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ID Subject Predicate | Object

TO36 safety isA System that is relied upon to remain functional during and following
system design basis events to assure one of the following: a) The integrity
of the reactor coolant pressure boundary b) The capability to shut
down the reactor and maintain it in a safe shutdown condition c)
The capability to prevent or mitigate the consequences of accidents
that could result in potential offsite exposures comparable to
regulatory guidelines.

TO37 satisfaction isA Degree to which a system fulfills its specified requirements.
of
requirements

T038 sensor isA Component that responds to changes in a plant variable or
condition and converts the measured process variable into a signal
suitable for use in the remainder of the channel.

T039 Side-claim isA Claim outlining the reasoning and/or assumptions (i.e., the
‘warrant’) of an argument. A side-claim captures why a top-level
claim can be deduced from its sub-claims.

T040 Sub-claim isA A claim which supports, on its own or along with other sub-claims,
an upper-level claim.

T041 Substantial isA Loss of safety function to the extent that there is a major reduction
safety in the degree of protection provided to public health and safety for
hazard any facility or activity authorized by the construction permit issued

under this part.

T042 System isA An organized set of interrelated components working together to
achieve defined objectives

T043 Tests isA Systematic procedure used to evaluate whether a system meets its
specified requirements.

T044 Transliterate | isA Action of transforming or mapping functional requirements into an
equivalent implementation in code, ensuring fidelity to the original
specification.

T045 Trace isA Action of linking system requirements to their corresponding
design, implementation, and testing artifacts.

T046 Valid isA Property of being correct, complete, and unambiguous—so that
requirements are well-founded.

T047 Warrant isA General term for the reasoning or assumption that is required to
infer a claim from a set of inputs (either sub-claim(s) or evidence,
with an argument).

B.4.2 Ontology — more complex relationships

This section includes a set of RDF triples that use predicates to define the relationship between objects. The
intent of this section is to demonstrate how relationships between objects relevant for this framework can be
explicitly defined.
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Table 22 contains triples that are (as far as possible) generic to any system or safety assurance case, and

therefore are akin to triples for classes of objects/subjects. Many of these triples define relationships defined by
Building Blocks in the Building Block Library.

Table 22: Ontology - relationships between classes of objects using other predicates

ID Subject Predicate Object
T048 Functional requirements Part of system requirements
T049 Quality attributes Part of system requirements
T050 requirement for function n | Part of functional requirements
T051 system hardware Part of system
T052 system software Part of system
T053 hardware/software Part of system
interactions
T054 Component n Part of system
T055 Sensor Part of Channel
T056 Mode of operation n Part of Modes of operation
T0S57 Configuration n Part of configurations
T058 operational environment n | Part of Operational environments
T059 Threat environment n Part of Threat environments
TO60 Valid specification of Is an attribute of meeting requirements
requirements
T061 Correct implementation Is an attribute of meeting requirements
T062 Completeness Is an attribute of validity
T063 Correctness Is an attribute of validity
TO64 Consistency Is an attribute of validity
T065 Verifiability Is an attribute of validity
T0O66 Reliability Is an attribute of Dependability
TO67 Maintainability Is an attribute of Dependability
T068 Robustness Is an attribute of Dependability
T069 Operability Is an attribute of Dependability
TO70 Availability Is an attribute of Dependability
TO71 Confidentiality Is an attribute of Security
T072 Integrity Is an attribute of Security
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ID Subject Predicate Object

TO73 Availability Is an attribute of Security

TO74 Side claim Type of Claim

TO75 Sub claim Type of Claim

TO76 Top-level claim Type of Claim

TO77 Evaluated system Equivalent to Deployed system

TO78 Code Equivalent to Design

TO79 Absence of hazardous Implies Fitness for purpose
defects

T0O80 Analyzed variability of Is upper bound for Actual variability of control loop period
loop period

T081 Compliance with standard | Implies Satisfaction of system requirements

T082 Design basis threat level Equivalent to Actual environment threat level

T083 Test environment Representative of Operating environment

T084 Simulated environment Representative of Operating environment

Each of these triples using classes of objects can be instantiated into instances. However, the instantiation of

classes into instances must come with justification that the relationship defined by the triple is correct; this may
be trivial for triples describing relationships defined by the decomposition blocks — for example, the
decomposition of a system into its constituent components (Block B1.1.4), and therefore that component X is
part of system Y — but more complex for those defined by substitution blocks, e.g., code X is equivalent to the
design Y (B2.1.3). The relationship in this case only holds if the side-claim instantiated to the use of that block
is sufficiently supported (or assumed).

These two examples of instances of triples are included below in Table 23.

Table 23: Ontology - instances of triples

ID Subject Predicate Object Instantiated
from
T085 Component X Part of System Y T054
T086 Code X Equivalent to Design Y TO78
TO87 Simulated environment X | Representative of Operating environment | T084
Y
B.5 Ontology References
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APPENDIX C
DEFEATERS

This Appendix is the work product of the following activities:

1) Identification of defeaters and hazardous conditions relevant to high-criticality digital safety systems
(the application domain in focus), including searching relevant publications such as documents
suggested by the NRC. This is for the purpose of developing the defeaters library (see 4) in this list).

2) Their analysis and formalization consistent with the domain-specific building blocks library (see
Appendix A).

3) Identification of reasoning support for defeaters in the evaluation of an SAC.

4) Development of a defeaters library relevant to the domain.

5) lllustration of their utility, using the HARDENS example (see Appendix D).

Consistent with the scope of this project, this appendix focuses on defeaters and hazardous conditions from
systematic causes such as engineering deficiencies.

CA1 Introduction

A safety assurance case consists of mostly positive assertions and is therefore vulnerable to confirmation bias
and failures of imagination to identify counter examples. To ensure robustness, a reviewer or regulator must try
to both understand/confirm and refute or falsify the safety assurance case®. The search for defeaters, and the
failure to find any that cannot be addressed, provides the validity of the final safety assurance case.

The appendix contains a defeater library, which is a collection of examples of defeaters relevant to safety
assurance cases for high-criticality digital 1&C systems, where formal methods have been used to generate
significant evidence. This library is not intended to be an exhaustive checklist to review and evaluate a SAC.
Therefore, the appendix also outlines techniques to identify such defeaters in a SAC.

C.1.1 Context of defeaters within the SAC framework

Review and challenge is an integral part of assurance during production and independent review of any safety
assurance case. Defeaters are an aid to systematize the critical examination, and record the gaps found.

A defeater potentially refutes or undermines the line of reasoning in a safety assurance case: it identifies gaps
or fallacies in the claims, arguments or evidence that make up the case. Defeaters of a case are analogous to
hazards of a system*; note that the focus of this appendix is on systematic causes such as engineering
deficiencies.

Defeaters can be identified at any stage of the SAC development process and should be added to the SAC
structure as they are identified. Even at preliminary stages of formulating the top-level claim and argument in
the SAC, defeater nodes can be added to the case and addressed with each iteration of the structure.

Once a SAC author has completed a case and submitted it to the regulator for review, reviewers can then also
harness defeaters to identify issues with the case, or areas where further information is needed.

This approach will help identify gaps and understand their effects on the safety goal more efficiently. Thus, it is
expected to reduce the cycles of requests for additional information (RAI) and requests for confirmatory

3 Falsifiability (or refutability) is a deductive standard of evaluation of scientific theories and hypotheses, introduced by the philosopher of
science Karl Popper in his book The Logic of Scientific Discovery (1934). A theory or hypothesis is falsifiable if it can be logically contradicted
by an empirical test. (Wikipedia June 27, 2025: https://en.wikipedia.org/wiki/Falsifiability)

4 See US NRC RIL-1101 (ML14237A359 - https://www.nrc.gov/docs/ML1423/ML14237A359.pdf). Generally, harms may arise from the
facility itself or form the failure of equipment to perform as needed. Generally, the functions the equipment must perform are derived from the
facility design and the desire to minimize the potential harm. The failure of equipment to perform as needed can arise from engineering
deficiencies, maintenance inadequacies, or inappropriate operation. Defeater analysis of a final application should cover all of these areas.
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information (RCI) and speed up the remaining RAI and RCI cycles. This approach is also expected to facilitate
self-assessment by the applicant and its suppliers during their respective development processes.

C.1.2 Process of application of defeaters

A systematic search for defeaters needs to be applied and documented throughout the development of the
case, and not just at the final stages of development. The aim is to identify and address all the defeaters, so
that the case becomes “indefeasible”. Three stages of defeat can be considered throughout this process:

1) initial doubts — where an area of concern has been identified, e.g., “this argument step might rely on
independence assumptions, and these are hard to justify”

2) exploratory defeater — when the specific issue has been identified, e.g., “the claimed independence is
not justified, and thus, this undermines the “no uncontrolled hazard in the design” claim”

3) addressed or accepted defeater — when a defeater has been dealt with, e.g., “design has been revised
to remove the dependency”

An indefeasible case requires all known defeaters to be resolved. Therefore, the impact of each defeater on the
overall argument of the case needs to be understood and assessed individually.

In the nuclear industry, a SAC usually presents a positive case — for example, that “The DI&C system meets its
relevant safety requirements”. Identified defeaters then attack this positive case and can impact the case
structure in two ways:

1) New claims, arguments, evidence, and narration are added to make sure that the issues raised by the
defeater, if valid, are resolved.

2) Asubcase is developed that supports the defeater by using the Building Blocks to justify the claimed
defeat. Care must be taken if several levels of defeat defeating defeaters are used.

The way that defeaters are used graphically is shown in Appendix F, and examples of their application are
shown in Appendix D. More details on the defeaters background can be found in [C1].

Although not a formalized procedure, the process of searching for and identifying defeaters can be performed
in two stages: an “initial” search while developing the assurance case, followed by a “deeper” search, after the
case is developed and it is at the review stage.

During the initial search for defeaters, it can be expected that the user might identify more SAC specific issues.
For example, graphical notation errors (i.e., omitting a decomposition argument block and attaching subclaims
directly to their parent claim), missing side claims, claims unsupported by evidence, incorrect applications of
blocks, misuse of terminology, etc. The defeaters library can be consulted before or during the development of
the case to give the developer an idea of the types of issues they should be looking for when developing the
case.

An initial search for defeaters comprises a review of the SAC against the criteria described in Section 5.2 (i.e.,
applying the criteria in Section 5.2.4).

A deeper search for defeaters should be done after the case is developed and enters the review stage. During
a deeper defeaters search, it is expected that more domain-specific issues might arise. For example, those
related to the specific architecture of the system, or those related to the use of specific techniques (e.g., formal
verification). The defeaters library can be consulted to check whether any defeaters mentioned in the library are
relevant and applicable to the specific case at hand.

If the application domain of the SAC framework is to be extended, corresponding defeaters could be added to
extend the library.

The distinction between an “initial” and “deeper” defeaters search is not rigid; the distinction recognizes that
some doubts may arise immediately upon review of a SAC, potentially from reviewing only the graphical
structure, or quickly reading the claims and arguments, whereas other doubts may only arise from a detailed

23 July, 2025 Page 58/152



technical review of the argumentation structure. This appendix identifies which techniques are typically used in
each of the initial and deeper search stages; however, they are not mutually exclusive.

The defeaters library can be used for both “initial” and “deeper” stages, depending on how the user finds it
more useful. However, it should be emphasized that the library is not exhaustive, and it should not be treated
as a complete list of potential defeaters. It is aimed to be an evolving list where new defeaters can be added as
needed.

C.2 Defeater identification

This section brings together a number of techniques to support defeater identification and analysis.
C.2.1 Overview

The techniques identified in this framework are as follows:

1) bhazard analysis and brainstorming
a) brainstorming particular topics and harvesting experience with cases and engineering justifications
b) supported by a form of preliminary hazard analysis using a guideword-based, Hazop-type
approach applied to the justification process both generically and for specific cases
2) knowledge of standards and relevant guidance
a) knowledge of standards and guidelines where lack of compliance can be a source of defeat
b) standards and guidance documents that explicitly consider vulnerabilities and things to avoid
which can be directly considered as defeaters
3) the literature on biases and argument fallacies and whether these are present in the case

C.2.1.1 Brainstorming and “defeater analysis”

Brainstorming is a useful technique for identifying defeaters. It can be done on an individual basis or in a group
setting. Generally, it is useful to separate out sentencing and discussion findings from the generation of ideas.

An example brainstorming session or workshop could be as follows. Initially in the brainstorm, ideas flow freely
and defeaters are identified. The defeaters can then be grouped in categories, such as “defeaters from our
experience and literature”, “defeaters important to safety in general”, “defeaters related to the specific systems
being reviewed but less safety relevant”, “defeaters important to safety related specifically to the specific
systems being reviewed”, or whatever categories the attendees see relevant and useful for their analysis.

A more systematic review can be conducted by considering the well-known technique of hazard analysis.
Similar techniques can be applied to the process of safety justification to identify doubts and potential
defeaters, where we see defeaters in a case analogous to hazards of the system. In this context, we refer to
the application of this technique as ‘defeater analysis’.

Following common practice from Hazop workshops, a guideword-based approach can be used to examine
potential weaknesses in the SAC of the system being considered. Table 24 sets out an interpretation of the
Hazop guidewords [C2][C3] in the context of claims, along with the potential defeaters and controls. The user
can make use of this as a form of prompt to articulate possible doubts that arise from the way claims are made
and presented. In many cases, the use of formal CAE logic will help to avoid and identify errors that arise from

claims.
Table 24: Defeater analysis—claims
Ref | Guide Interpretation
word
1 Incomplete | Claim does not adequately cover system or scope.
2 Missing Claim about the system or scope is missing.
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Ref | Guide Interpretation
word
3 Early/Late Claim relates to a different version of the system.
4 Too much Excessively complex claim structure, e.g. claims that mirror every system component
rather than reflecting the overall assurance approach.
5 Inconsistent | Claim is self-contradictory.
6 Inconsistent | Claim is contradictory with respect to other claims.
7 Wrong Wrong context (system or environment).

We apply the same process to arguments and evidence.

Table 25: Defeater analysis—arguments

Ref | Guide word | Interpretation

1 Incomplete | Assumptions not clear, sub-claims incomplete.

2 Missing Assumption/side-claim missing.

3 Early/Late Argument relates to a different version of the system.

4 Too much Argument includes a redundant sub-claim.

5 Inconsistent | Argument rule is self-contradictory.

6 Inconsistent | Argument rule is contradictory with respect to other evidence.

7 Wrong Argument assumption not true (e.g., about operating environment or system)
Table 26: Defeater analysis—evidence

Ref | Guide word | Interpretation

1 Incomplete | Evidence insufficient to support the claim.

2 Missing Extreme form of incomplete.

3 Early/Late Evidence relates to an earlier version of the system.

4 Too much Inappropriate level of detail, irrelevant information.

5 Inconsistent | Evidence is contradictory with respect to other evidence.

6 Wrong Evidence not applicable to the claim (e.g., relates to a different system)

C.2.1.2 Use of guidance and standards

Standards and guidance documents can be used to identify vulnerabilities and properties of the system under
assessment. Non-compliances or gaps with respect to relevant standards are potential defeaters, and part of
an expert review for defeaters would be to assess their relevance and impact on the case. Indeed, the use of a
behavior-based case can provide a principled approach to justifying non-compliances.
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For example, Annex Il of the IAEA guidance [C4] collects together vulnerabilities or weaknesses in nuclear
instrumentation and control systems. It provides an example prompt tree, Figure 15, on the composition
challenges to show that claims about the properties of individual system components are still valid when those
components are combined within a particular context. The prompt tree suggests potential areas of difficulty,
such as competition for resources, concurrency issues such as race conditions, and lack of robustness or
completeness caused by failure to consider all possible modes of operation or ranges of input values.

i load variation
bandwidth stuttering failures

recursion

loops
processing cycles
numerical precisions

divide 0

array bounds
memory

initial values

pointer analysis
deadlock, live lock, \ stack allocation

and starvation
" protocol faults
race conditions
concurrency priority inversion
interrupt handling

resource depletion

functional
initialisation
all modes

considered .
operation

different
configurations

input value ranges

robustness
failure conditions of
connected elements

incomplete
parameters

Figure 15: Example prompt tree from IAEA Guidance [C4]

Reviewing the case, there might be a decomposition into different components. The safety case author or
reviewer would start at the left-hand side of the prompt tree and ask increasingly more detailed questions about
the case. For example, taking the competition for resources prompt, a defeater can be identified if the SAC
structure has not addressed potential resource depletion when the individual components are combined to form
a system.

C.2.1.3 Fallacies

Another source of defeaters is the literature on argument fallacies. Based on research by Greenwell et al. [C5],
the fallacies can be grouped as follows:

Fallacies that are unlikely to occur. The requirement to provide side-claims and supporting arguments for them
if they are not obvious makes it unlikely that they will be relevant.
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Fallacies that are difficult to make. The necessity of presenting the inference in safety cases built from pre-
existing building blocks using a pre-defined set of analytical patterns makes it difficult (assuming proper
application of the patterns) to make fallacies of composition or division.

Fallacies that are unlikely but still possible. The remaining fallacies are also much less likely to appear in
Building Block-based safety cases than in less formal representation of safety cases, but this does not prevent
their appearance completely:

appeal to improper authority
fallacious use of language
inductive generalization

red herring

arguing from ignorance
ignoring the counter-evidence
gambler’s fallacy

arguing in a circle

faulty analogy

10) pseudo-precision

OCOoO~NOOOTS, WN -
—_—— = — = — — —

~

To avoid these fallacies, the review process must address the proper representation of a safety case in Building
Blocks (to mitigate the fallacies from the first two groups) and define questions related to the third group of the
fallacies listed above. As mentioned above, the Building Blocks approach is specifically aimed at preventing
many of these fallacies from occurring (e.g., normal form, blocks and guidance on use of language). Table 27
below contains some of the relevant common fallacies from the third group above, together with an analysis of
how they might inform defeaters and mitigations.

Table 27: Common fallacies and possible defeater indicators

Fallacy

Mitigations

Possible defeater indicators

Appeal to improper authority.

This fallacy occurs when an
argument supports a claim by
referencing an authority that is in
some way inappropriate or
inadequate, such as individuals,
committees or other groups,
standard documents, “best
practices,” and system pedigree.

Making the argument steps
explicit, specifically through the
use of side claims to identify the
inference being made.

Evidence incorporation block
forces author to justify and
articulate rationale for selecting
their evidence. Should help to
reveal issues.

Citing authoritative standards
which are not applicable.

Appealing to research evidence
which may not be relevant in
practice.

Misquoting evidence.

Fallacious use of language.

When language used is ambiguous,
or terms are used in different ways
within a single justification (e.g.

“system is safe”, “all hazards are
identified”).

Concretion Block provides
mechanism for making language
use more precise.

Checks that concretion is
consistent across case.

CAE normal form and claim,
argument, evidence formulation
guidance.

Imprecise or wrongly phrased
claims, e.g., the claim does not
make clear what the object and
property of the claim are.
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Fallacy

Mitigations

Possible defeater indicators

Inductive generalization.

Drawing a conclusion on the basis
of a small / insufficient data set
(e.g., claiming software correctness
based on limited testing, or claiming
true for a product line when only
one prototype device assessed).

Identified by side claims, e.g., in
substitution of claim about a set
of objects from claim of a single
object.

Explicit evidence integration and
use of confirmation theory to
identify weak evidence.

Claim does not distinguish
between an object and a set of
objects.

Inadequate justification for
generalizing, e.g., from a
device tested to one deployed.

Insufficient evidence to support
a claim — evidence
incorporation not justified.

Basis of the argument (the
theory) not defined.

Red herring.

When an argument includes sub-
arguments that are entirely
unrelated to the claim that the
argument is intended to support,
alongside sub-arguments that are
related to the claim.

If a decomposition block is used,
then the semantics are that all
sub-claims are needed to make
the top-level claim true. Detect
by review of the decomposition
and use of guidance.

Unnecessary and confusing
claims.

Too many subclaims (e.g., rule
of thumb that the number of
subclaims should be fewer than
6).

Overly complex case.

Debris left in case from
previous versions of the case.

Arguing from ignorance.

An argument is made based solely
on the lack of counter evidence
(e.g., there have been no accidents
in 10 years, therefore the system is
safe).

Use of confirmation theory to
identify weak evidence.

Evidence incorporation block
forces author to justify and
articulate rationale for selecting
their evidence. Should help to
reveal issues.

False or misleading claims.
Absence of credible evidence.

Strength of evidence not
assessed (e.g., with
confirmation theory).

Ignoring the counter-evidence.

Counter-evidence is ignored and the
argument fails to acknowledge or
consider that evidence, perhaps
giving an impression that the
evidence does not exist.

Evidence incorporation block
forces author to justify and
articulate rationale for selecting
their evidence. Should help to
reveal issues.

Generic indicators that this is
an issue would be insufficient
rigor and challenge.

Lack of explicit counter claims
or use of confirmation theory
that would help identify counter
evidence by exploring support
for counter claims.
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Fallacy

Mitigations

Possible defeater indicators

Confirmation bias.

The tendency to search for,
interpret, favor, and recall
information in a way that confirms
one's pre-existing hypotheses or
beliefs.

Bias is a broad topic and addressed
by mindset, process of review and
challenge and making the
justification accessible to many

Blocks ask for justification of
rationale.

Review and challenge aim to

remove or at least reveal bias.

Generic indicators that this is
an issue would be insufficient
rigor and challenge.

Lack of confirmation theory to
explore likelihood of evidence
when the claim is false can
help probe for bias.

Reuse of large portions of
another case without sufficient
justification of relevance.

different stakeholders.

C.3

Doubts can be identified at any stage of developing the assurance case and should be captured as they arise.
Even during early formulation of top-level claims and arguments, doubts can be introduced to the case. These
can either be added graphically to the assurance case structure, or otherwise managed externally. As the doubt
is considered, reviewed, and confirmed, it can be formalized as a defeater node, which should be added
graphically to the case, linking to the specific claim node to which it relates. Defeater nodes are typically only
linked to claim nodes; in the event that a defeater raises an issue with the use of an argument, the defeater
should link to the argument’s side claim.

Applying defeaters

Ultimately, each defeater should be either addressed through the development of further argumentation or
evidence, or explicitly acknowledged as an accepted limitation of the case.

C.31

This section considers how, once added to a SAC, defeaters can be directly seen to impact the top-level claim
of a case.

Impact of Doubts and Defeaters on Top-Level Claim

There is extensive technical discussion in the Clarissa defeater report [C1] of the impact of defeaters.
Defeaters can rebut a claim, making it false, or can undermine the claim, leaving it unsupported. One aspect is
how the impact of a defeater propagates in a case; a summary of the proposed propagation rules is described
in Table 28. This uses a three-valued logic of true, false, and unsupported.

Table 28: Summary of Assurance 2.0 propagation rules

Summary of Assurance 2.0 propagation rules
Assumptions: assigned true

Unsupported claims (i.e., claims with no subcase): assigned unsupported

External subcases: parent claim inherits whatever the subcase delivers for its top claim, with default
assignment unsupported

Evidence incorporation: if evidence present then (evidentially measured) parent claim is assigned true,
otherwise unsupported (see below for evidentially useful claims)

General assurance Blocks (concretion, substitution, decomposition, and calculation): if all sub-claims and side-
claim true, then parent claim is assigned true, otherwise unsupported
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Special case for substitution Blocks delivering evidentially useful parent claims: Justification should reference
confirmation measures then, provided side-claim and evidential measured sub-claim are true, if
confirmation measure is strongly positive, then parent claim is true; if confirmation measure is neutral,
then parent claim is unsupported; if confirmation measure is strongly negative, then parent claim is false,

otherwise unsupported

Ordinary (non-exact) defeaters (includes doubts): if claim in defeater is false, then rest of the case is
unaffected (defeater is defeated), otherwise affected claim is unsupported

Exact defeaters:

if claim in defeater is false, then parent claim is true
if claim in defeater is true, then parent claim is false
if claim in defeater is unsupported, then parent claim is unsupported

These rules can be used to propagate doubt, which can be represented by color through the graphical part of

the case. A simple graphical example of propagation in Assurance 2.0 is shown in Figure 16, where nodes

highlighted green represent those identified as true, yellow as unsupported, and red as false.

True exact Claim proven
defeater false

Argument

f

True subcase

Assumption

Supported claim

Evidence
incorporation
argument

?

Evidence exists

Figure 16: Logic propagation through CAE in Assurance 2.0

In practice, the SAC practitioner need not explicitly consider the nature of every defeater (i.e., exact vs non-

exact defeaters), however, this may be a useful exercise when wishing to understand the severity of the impact

of an un-addressed defeater on a case.

Such graphical propagation may also be used to succinctly demonstrate the traceability between an identified

defeater that represents a doubt in the case, and its effect on the top-level claim. Such traceability could be

used to justify judgements made by reviewers of cases, and therefore demonstrate the reasoning behind RAls
made by the regulator. This is intended to reduce as far as possible the number of cycles of review a SAC must

undergo, and increase the efficiency of the regulatory process.
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A graphical representation of the impact of a defeater on the top-level claim is shown in Figure 17.
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C.3.2 Disjunctive defeater blocks

Decomposition blocks (Appendix A) are almost always interpreted as being conjunctive, i.e., all sub-claims

Top-level claim

+]

Decomposition
argument

Argument

+]

Argument

Argument

+]
Defeated
argument Defeater

Figure 17: An illustration of traceability in a SAC from a defeater to the top-level claim

must hold simultaneously for the top claim to be true. There are some cases, however, where the

decomposition block can be interpreted as being disjunctive, i.e., any one of the sub-claims is sufficient to
support or refute the top claim being decomposed [C1]. These disjunctive blocks are primarily used in:

e Generic templates of cases with alternative paths. In this situation, the assurance case is a generic

template that may be instantiated in several ways according to specific properties or requirements. If,
for example, there is a claim P that can be ensured either by sub-case Q or sub-case R, depending on

how the system is implemented. In this case a disjunctive decomposition can be used and only the

specific sub-case that is relevant to our system is developed.
¢ Negative cases requiring eliminative argumentation. While assurance cases are usually positive with
the aim to construct and substantiate arguments in favor of the top-level claim, there are sometimes

negative cases where the objective is to refute or challenge a claim rather than support it.
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As defeaters challenge or refute a claim, a defeater disjunctive block can be used to represent multiple
independent conditions or scenarios under which the claim could fail. This approach ensures all potential failure
modes are systematically considered and addressed within the case.

Figure 18 below shows a simple example of using conjunctive and disjunctive decomposition blocks (based on
an example in [C1]) that illustrates how defeaters are used with disjunctive blocks.

Conjunctive
decomposition

Side-claim Some cases were
justifying the missed in
decomposition decomposition

?

Sub-case

Sub-case Sub-case Sub-case

N Switch soon Wiring fails
Bulb has long life wears out
Disjunctive

decomposition Sub-case Sub-case

The bulb is LED

Evidence Evidence
incorporation incorporation

f f

Evidence Evidence

Disjunctive
decomposition

A

Bulb is OK now
but soon wears
out

The bulb has a
life of 10,000
hours

Figure 18: Example of conjunctive decomposition and decompositions with defeaters

The example is about verifying the functionality of a newly installed light. A positive assurance case is
constructed to demonstrate that the light works correctly, with sub-claims addressing the bulb, the switch, and
the wiring. Each of these sub-claims must be validated to ensure the top-level claim is true.

However, a defeater is introduced to challenge the top-level claim (i.e., light is OK’) by raising the possibility
that some cases may have been missed in the decomposition. For example, even if the light works now, it
might fail soon. This defeater is addressed using a disjunctive decomposition, where potential causes of failure
(e.g., the bulb wearing out or being of poor quality) are considered independently. For the claim on bulb
wearing out soon, a defeater is introduced that negates the failure claim. Evidence supporting the long life of
the bulb is then presented, which could include the bulb being an LED or having a warranty guaranteeing its
durability. This disjunctive reasoning allows the defeater to be systematically refuted. The claims on the switch
wearing out, and the wiring failing soon require a sub-case to refute them, and they are, thus, not detailed here.
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C.4

Initial doubts and non-formalized defeaters in a case could be addressed by adding claims, arguments,
evidence, and extending the narration of the case to account for identified gaps, omissions, etc.

Addressing defeaters

To document the addressing of a formalized defeater in the assurance case, a second defeater addressing the

initial defeater should be added. This second defeater is followed by new claims, arguments and evidence

explaining why and how the initial defeater has been addressed, along with the supporting narrative, which may

also be required.

The structure of defeaters within a case can be exploratory or eliminative/exact. An example of an exact
defeater in a real case is given in Figure 19, where the defeater negates the claim and proves it false. In this
example, if the field data were collected in a different operating environment, then their analysis is not

applicable to the intended operating environment.

Device meets the hardware
reliability target of better than
10*-1 probability of failure per

annum in the intended operating

environment

Prior-use field
failure data can Substitution: prior-
estimate device use field failure data
hardware reliability

Prior-use field failure data
analysis meets the hardware
reliability target of better than
107-1 pfa in the intended
operating environment

Decompose over the
reliability target and
the application
environment

The intended
operating
environment is
different from the
field data operating
environment

Prior-use field data
analysis is applicable
to the intended
operating
environment

Prior-use field failure
data analysis hardware
pfa estimation better
than 107-1 reliability
target

Figure 19: Exact/eliminative defeater example

One way to address the defeater is, for example, to provide evidence that the intended operating environment
is more benign than the average operating environment when the field data was collected, and thus the data
analysis is still applicable. This can be expressed graphically by marking the defeater as addressed (see the
check decorator of the defeated node in Figure 20) and attaching a second defeater with evidence that defeats
the initial defeater.
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Figure 20: Addressed defeater
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field data operating
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The intended operating
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benign than the
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Evidence
incorporation

A

Evidence

While the specific methods for addressing defeaters and representing them within CAE structures are still the
subject of ongoing research, the key priority is that defeaters are actively captured, considered, and dealt with

within an assurance case.

C.5 Defeater library

This section presents a library of defeaters that can be considered for application to a SAC.

The defeaters in this library represent instantiated examples of defeaters that may be identified from the
application of any of the techniques described in this appendix.

Three levels are defined for each defeater:

1) Level 1: the category & subcategory of the defeater
2) Level 2: a generic defeater
3) Level 3: a specific defeater example
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Depending on the context of the specific SAC, and the stage at which the library is being considered for
application of defeaters, the user may find the generic defeaters in Level 2 or the more specific example

defeaters in Level 3 the most useful to apply to their case.

It should be noted that this library is not exhaustive, and should not be considered a comprehensive checklist of
defeaters that, once applied to a case, would represent an exhaustive and sufficient active challenge to the

SAC.
Table 29: Defeater library

Level 1 Level 2 Level 3
Defeater category/subcategory Generic defeater Specific defeater example
Use and Inconsistency in SAC building blocks have been | The claim is not phrased as
application of use of SAC incorrectly used. an assertion.
SAC building building blocks ]
blocks The argument used is

phrased as a claim, without a
logical deduction.

A sub-claim is directly
connected to its parent claim
(the argument has been
omitted).

An argument does not have a
necessary side claim.

There is no justification that
the decomposition performed
is correct or valid.

The claim is not supported with
evidence.

The testing upon which this
claim relies has not been
performed.

A side claim is unsupported
and is not explicitly identified
as an assumption.

Inconsistent terminology is

The terminology used is

equivalent, and as such, the
substitution between them is
not valid.

used. inconsistent with its definition
in the ontology’s library of
terms.
Substitution Objects X and Y are not The engineering model used

is not representative of the
true system.

The environment in which the
element is being deployed in
the system is different to the
environment in which it has
been tested.
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Level 1 Level 2 Level 3

Defeater category/subcategory Generic defeater Specific defeater example
Property X is not sufficient to The formal verification
demonstrate property Y given process is not sufficient to
the context of the system. guarantee the absence of all

safety-relevant defects.

Property The decomposed properties are | Consistency of requirements
decomposition not sufficient to demonstrate the | has not been considered.
overall claimed property.

Availability has been omitted
when decomposing the
security property.

Architectural The interactions between The time response of the

decomposition components of the system have | communication links between
been omitted from or incorrectly | subsystems A and B has not
represented in the been considered.
decomposition.

The safety requirements fail
to adequately address the
potential for emergent
behavior arising from the
complex interaction of system
components.

A component of the system has | The I/O module has not been
been omitted from the considered.
decomposition.

Evidence Relevance Artifact does not relate to the The testing was performed on
deployed system. an older version of the
component than the version
to be deployed.

Later updates to the
requirements specification
were not documented.

The operating experience data | The OPE data applies to an

is not applicable to the older version of the system
deployed system than the system to be
deployed.

The OPE data is relevant for
a less onerous operating
environment than the defined
environment for the target

system.
Sufficiency The verification/validation is Functional testing performed
insufficient. has not covered all
anticipated operating
conditions.
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Level 1

Defeater category/subcategory

Level 2
Generic defeater

Level 3
Specific defeater example

Not all branches of the
software functions have been
exercised in testing.

The OPE data is insufficient.

There is not enough OPE
data in order to support the
claim.

The documentation coverage is
insufficient.

Not all requirements have
been documented.

No rationale for design
decisions has been
documented.

Impact analysis of a change
to the design has not been
formally documented.

Completeness &
accuracy

The artifact has not been
properly configuration-managed
or version-controlled.

The documentation version
cannot be uniquely identified.

It is unclear which versions of
which components underwent
testing of the system.

The software version
undergoing verification is not
recorded in the verification
report.

The verification evidence is
inconsistent in which version
of the component has
undergone testing.

The version of the component
was modified during the
course of validation.

The source of information in
the database of evidence is
unclear.

OPE data has not been
properly recorded.

Not all malfunctions of the
component were recorded.

The mode of usage of a
component during its failure
was not recorded.
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Level 1
Defeater category/subcategory

Level 2
Generic defeater

Level 3
Specific defeater example

Tools have been used without
being qualified as fit for their
purpose.

Requirements Completeness

and consistency

The requirements are
incomplete.

The requirements
specification does not clearly
define the system's behavior
in response to unforeseen or
exceptional conditions.

The requirements are
inconsistent or ambiguous.

The requirements
specification does not clearly
define the system's behavior
in response to unforeseen or
exceptional conditions.

Traceability and

A particular requirement is not

An atomic requirement is not

verifiability traceable to a demonstration of | traceable individually.
its satisfaction.
Test cases do not cover
specified requirements.
Formal World view / Dependence on axioms or Trust in domain-specific
verification — requirements logical frameworks that cannot axioms.

abstraction level /
lifecycle phase

be validated in practice.

Assumptions about time
synchronization.

Models simplify real-world
systems excessively, missing
critical complexities.

Ignoring interactions with
human operators.

Assuming static environment
conditions.

Verifying sensor input
interpretation.

Incomplete environmental
modeling.

Misalignment between high-
level system requirements and
formal representations.

There are ambiguities in
requirement transformation.

Loss of operational context in
formalism.

Formal methods focus only on
parts of the system, leaving
others unverified.

Partial modeling of safety-
critical paths.

Missing states in dynamic
scenarios.

Abstract formal model omits
implementation restrictions.

Stack space usage in C
programs not considered.
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Level 1
Defeater category/subcategory

Level 2
Generic defeater

Level 3
Specific defeater example

Application of
formal methods

Miscommunication or
misunderstanding of
requirements during modeling

Overlooked safety-critical
scenarios.

Conflicting interpretations of
high-level requirements.

Missing real-world interactions
or oversimplification of external
systems.

Ignoring human-in-the-loop
scenarios.

Omitting hardware-specific
constraints.

Formal specifications are
incomplete or ambiguous,
leading to gaps in the
verification process.

Undefined edge-case
behaviors.

Missing definitions for corner-
case inputs.

Language or structural
ambiguities create
inconsistencies during
modeling.

Vague system requirements.

Contradictory safety
expectations.

Algorithm/code-
level
implementation

Formal models do not
accurately capture the final
implementation.

Incorrect API translations.

Inconsistencies in code
generation tools.

Formal constraints are violated
during implementation or
maintenance.

Manual edits introducing
errors.

Inconsistent application of
invariants.

Systems fail under small
deviations in input or
configuration.

Narrow verification conditions.

Ignored variations in input
formats.

Verified models are incorrectly
or incompletely transformed
into executable code.

Bugs in transformation tools.

Runtime errors in the
compiled system.

Timing, concurrency and
resource utilization formal
verification challenging unless
specific architectures used.

Race conditions.

Resource depletion.

Instability in outputs.

Instance level /
operational
problems

Verified modules fail due to
runtime environment
constraints.

Buffer overflows in verified
memory handlers.

Race conditions in verified
concurrent algorithms.
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Level 1
Defeater category/subcategory

Level 2
Generic defeater

Level 3
Specific defeater example

Operational errors stemming

from incorrect parameterization.

Misconfigured encryption
keys.

Invalid initialization
sequences.

False theorems derived.

Core type system
inconsistency allowed
derivation of false theorems.

Unsound proofs used.

Contradictory axioms in base
logic led to unsound proofs.

Quantifier instantiation
algorithm implementation error.

Bug in the theorem prover
used leads to implementation
error.

Unsound use of model checker.

Incorrect handling of state
space reduction.

Weakness in the induction
scheme.

Insufficient induction scheme
for recursive functions.

Mismatch in abstraction level.

Abstract proof strategy
missed concrete
implementation details.

Flaws in decomposition of
proof.

Decomposition strategy
missed critical interaction
cases.

Formal Theorem prover
verification — core
formal framework
Proof strategy
Tool

implementation

Incomplete state space
exploration due to resource
constraints.

Missed edge states.

Issues in the implementation of
verification tools.

Memory leaks in SAT solvers.

Incorrect results from buggy
theorem provers.

Tools fail to support specific
requirements of the system
being verified.

Lack of floating-point
arithmetic support.

Approximation of complex
mathematical properties.

Trade-offs in tool design for
performance compromise
completeness.

Large models requiring
approximations lead to
missed interactions in scaled-
down systems
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C.6
[C1]

[C2]
[C3]
[C4]

[C3]
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APPENDIX D
USING THE SAC FRAMEWORK

In this Appendix:

1) Section D.1 summarizes a safety assurance approach used in implementing a safety-related DI&C
system and producing a SAC to demonstrate that it is adequately safe.

2) Sections D.2 to D.4 lllustrate the use of the SAC framework described in this Technical Letter by
applying it to a specific reactor trip system example — HARDENS [D1].

D.1  Background to safety assurance

D.1.1 |&C context

Safety in a nuclear plant is maintained by imposing constraints on its physical behavior (like bounds on physical
temperature and pressure). In an ideal world, a single perfect control system would be sufficient to ensure
these constraints were always satisfied. In practice, all systems are fallible, and a defense in depth approach is
followed where a control system seeks to meet operational demands within those constraints, but there are
protection systems that override normal operation as illustrated in Figure 21 below.

Possible
plant states

UNSAFE

Normal
control
region

Control
Failure

Protection
action
needed

Figure 21: lllustration of Defense-in-Depth

For a given protection system, the plant safety constraints can be maintained if—

e atripis initiated when the protection system is working correctly and a plant constraint is violated
e atrip is initiated when the protection system is not working correctly

In practice, detection of protection system failure due to systematic causes and provision of diverse
redundancy to protect against those causes may also be fallible. Therefore, this example explores assuring
“that there is no uncontrolled hazard in the design” — criterion (1)(b)(iii) in Section 5.2.1.

D.1.2 DI&C system design

The design of a DI&C system must not only implement the required safety-related functions (the functional
requirements, see Table 30) but also address the “working / not working correctly” aspect for maintaining safety
(the non-functional requirements, see Table 31).
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Table 30: Functional attributes

Functional Attributes | Implementation examples

Logical correctness Model Based Engineering (MBE), with automated translation to code or FPGA.

Rigorous Digital Engineering (RDE) using a “correct-by-construction” approach
combined with formal verification of each implementation stage.

Compliance with applicable nuclear standards for software development.

Timeliness A design with predictable time responses to plant input measurements, e.g.,
timing budgets for sensors, computation, and actuation. Cyclic code execution
with minimal interrupts to ensure consistent time response.

Accuracy A design that allows plant measurements to be monitored and calibrated.
Accuracy budgets for sensors, computation, and actuation.

Table 31: Non-functional properties

Properties Implementation examples

Fault tolerance An architecture that works correctly for any single hardware component failure
(the single failure criterion), e.g., using redundant divisions and voting.

Hardware reliability analysis.

Maintainability Mechanisms for detecting and repairing failed components (e.g., via self-tests,
sensor redundancy, cross-comparison)

Fail-safety An architecture that fails safely if the system state violates single failure criterion.
A design that fails safely if response time requirements are not met.

Security A design that limits access to functions that can modify its operational state (e.g.,
trip limits, manual overrides).

Design limitations on the scope of changes (e.g., allowable setpoint ranges,
number of overrides).

Satisfying the non-functional requirements can introduce significant additional complexity, especially at the
system architecture level (which are captured as specific design requirements). These make an essential
contribution to claim that “there is no uncontrolled hazard in the design”. The DI&C designer has to select a
system architecture that meets the non-functional requirements and a method for implementing the functional
logic that is both feasible and justifiable from a SAC perspective, i.e., provide the evidence necessary to show
that the DI&C satisfies its functional and non-functional requirements. Ideally, the SAC should be developed in
parallel with the D&IC design and implementation process to ensure that a convincing SAC can be produced
for the DI&C design.

D.1.3 General approach to SAC construction

The general approach to construct the illustrative example given in D.3 is to align the top-level claims with
those in criterion 1b in Section 5.2.1, namely:

1b(i claims that the DI&C system requirements are valid
1b(ii)  claims that the DI&C system meets its specified requirements

1b(iii)  claims that there is no uncontrolled hazard in the design
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The claims relating to the system requirements have to take account of sub-criteria claims relating to 1b(ii),
meeting specified requirements. Evidence to support claims 1b(iii) for no uncontrolled hazard should be based
primarily on using engineering methods that prevent or preclude conditions contributing to hazards; the
evidence can be strengthened through a falsifiability (or refutability) approach (see Appendix C). Evidence to
support claims 1b(iii)(a)-(c) that no additional, unwanted functionality is introduced should be supported
primarily through engineering methods that prevent or preclude the introduction of unspecified functionality; the
evidence can be strengthened through verification methods to search for unspecified content in the
implementation.

The claims should be decomposed according to the criteria in Section 5.2.2 using appropriate Building Blocks
from Appendix A. Evidence must be available to support each type of claim as illustrated in Table 30 and Table
31. The evidence must satisfy criteria 3(a), 3(b) and 3(c) set out in Section 5.2.3.

A SAC can be represented in many forms, one of which is the graphical notation used in this research.
Graphical notation alone is insufficient to represent all the information required to compose a complete body of
reasoning and supporting evidence to demonstrate support of a top-level claim; the graphical structure requires
further underlying narrative.

A node shown in the graphical structure may be elaborated with an underlying narrative as needed.

Additionally, system information may be required in the SAC, such as models of system objects and properties,
information from the product specification or user documentation.

The SAC should be subject to challenge during development, and this could be an explicit activity undertaken
as part of the IV&V process for a safety-critical system.

D.1.4 Addressing SAC dependencies

It should be noted that a DI&C system is dependent on external services, like power and temperature controls
that are necessary for continued operation. These services could be provided by other high-criticality SSCs
which will also need a SAC.

The most logical approach to structuring the overall safety case is to use a modular safety case approach
where there is a SAC for each SSC important to safety, and a facility-level SAC that links the individual SSC
SACs together, where—

1) the facility-level SAC presumes that the requirements for each SSC will be achieved (via SSC-specific
claims).

2) the SSC-level SACs each demonstrate that requirements assigned from the facility-level SAC have
been met under specified operating conditions.

3) the facility-level SAC demonstrates the DI&C operational constraints are met.

This is known as a “rely-guarantee” contract, where the rely conditions (for the SSC reliance on external
services) might typically include constraints on the SSC operating environment (e.g., temperature, EMI, etc.)
and availability of resources (like power). For example, in Section D.4 of the Appendix D example , the “rely
condition” is represented as an assumption attached to the top-level claim (CO0).

D.2  Application of the SAC Framework to the HARDENS example

The use of the SAC framework is illustrated using a reactor trip system (RTS) example. The example is based
on the system defined in the HARDENS study report (available on the NRC website [D1]).

The primary remit of the HARDENS study was to follow a correct-by-construction approach where logical
correctness of the safety functions is achieved using a Rigorous Digital Engineering (RDE) approach where
each development step is formally proved to satisfy the behavior specified in the previous step.

It should be noted that the specified requirements provided for this study are not complete. For example, there
are no requirements for RTS timing or accuracy tolerances (which would be part of a full functional
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specification). In addition, the RTS architecture is included as an explicit requirement, but in practice, the DI&C
designer is likely to create an architecture that takes account of non-functional goals (like reliability, fail safety
and security).

In this study, the adequacy of the architecture is assessed against criteria in IEEE Std 603-2018 [D2].

Section D.3 provides a summary of the RTS demonstration example, covering system requirements, system
architecture and the “correct-by-construction” implementation approach.

Section D.4 describes the SAC construction process, illustrated with examples of the development of the case
using the SAC framework using the CAE notation described in Section F.1.2, although other SAC notations
could also be used (see Section F.1).

Section D.5 covers the evaluation of the SAC after initial construction — such evaluation covers both review
performed internally by a submitting organization, as well as review by the NRC from a regulatory perspective.

D.3 RTS Demonstration example
D.3.1 Definitions

The acronyms and their meanings used in the HARDENS study [D1][D3] were extracted from requirements and
design documents using advanced text processing and natural language processing (NLP) techniques. Some
of the terms identified were generic (like NRC, DoD, NPP) and should be based on agreed definitions (see
Section 8.1 and Appendix G). The remainder are technology specific. The subset of terms applicable to this
example are listed in Table 32 below.

Table 32: Terms and definitions used in HARDENS

Acronym Definition
ACSL ISO ANSI C Specification Language [D4]
A behavioral specification language for C programs
FRET Formal Requirement Elicitation Tool
FPGA Field Programmable Gate Array
HARDENS High-Assurance Rigorous Digital Engineering for Nuclear Safety
HDL Hardware Description Language
HMAC Hash-based Message Authentication Code
LLVM Low Level Virtual Machine
MBE Model-Based Engineering
MBSE Model-Based Systems Engineering
NERV Naive Educational RISC-V processor
NLP Natural Language Processing
RDE Rigorous Digital Engineering
RISC-V Reduced Instruction Set Computer - Five
RTS Reactor Trip System
SAW Software Analysis Workbench
SMT Satisfiability Modulo Theories
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Acronym Definition

SysML System Modeling Language

ul User Interface

VHSIC Very High Speed Integrated Circuit
VHDL VHSIC Hardware Description Language

D.3.2 RTS requirements
The requirements provided for the HARDENS case study are reproduced below:
D.3.2.1 Base system architecture:

e Four redundant divisions of instrumentation, each containing identical designs:
¢ Two instrumentation channels (Pressure and Temperature)

o Sensor

o Data acquisition and filtering

o Setpoint comparison for trip generation
o Trip output signal generation

e Two trains of actuation logic, each containing identical designs:

o Two-out-of-four coincidence logic of like trip signals
o Logic to actuate a first device based on an OR of two instrumentation coincidence signals
o Logic to actuate a second device based on the remaining instrumentation coincidence signal

D.3.2.2 Functions to be implemented:

. Trip on high pressure (sensor to actuation)

. Trip on high temperature (sensor to actuation)

. Trip on low saturation margin (sensors to actuation)

. Vote on like trips using two-out-of-four coincidence

. Automatically actuate devices

. Manually actuate each device

. Select mutually exclusive maintenance and normal operating modes on a per division basis

. Perform setpoint adjustment in maintenance mode

. Configure the system in maintenance mode to bypass an instrument channel (prevent it from generating
a corresponding active trip output)

10. Configure the system in maintenance mode to force an instrument channel to an active trip output state

11. Display pressure, temperature and saturation margin

12. Display each trip output signal state

13. Display indication of each channel in bypass

14. Periodic continual self-test of safety signal path (e.g., overlapping from sensor input to actuation output)

D.3.2.3 Characteristics to be demonstrated in HARDENS

O©OoO~NOOUOPDWN-=-

(Based on the requirements of IEEE Std 603-2018 [D2]):

1. Completeness and consistency of requirements

2. Independence among the four divisions of instrumentation (inability for the behavior of one division to
interfere or adversely affect the performance of another)

3. Independence among the two instrumentation channels within a division (inability for the behavior of one
channel to interfere or adversely affect the performance of another)

4. Independence among the two trains of actuation logic (inability for the behavior of one train to interfere or
adversely affect the performance of another)
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5. Completion of actuation whenever coincidence logic is satisfied or manual actuation is initiated
6. Independence between periodic self-test functions and trip functions (inability for the behavior of the self-
testing to interfere or adversely affect the trip functions)

D.3.3 RTS system design

The overall system architecture of the RTS is summarized in Figure 22 below.

Temp and
pressure
Sensors #1

Instrumentation
unit
#1

2 out of 4
Actuation unit
#1
~
Manual Actuation
input device #1
J

Figure 22: RTS system architecture

1) Each instrumentation unit has three operating modes: Bypass (no trip), Normal, or Manual (force trip),
and generates trip output signals for the actuation units

2) Each actuation unit combines the trip outputs from all instrumentation units using 2 of 4 logic on the
trip signal outputs. Actuation will be initiated if two like trips occur (temperature, pressure or saturation)
over the four instrumentation channels.

3) The user interface (Ul) is connected to the instrumentation units and can be used to display RTS
status or to perform operation and maintenance functions

The formal SysML specification of the of the RTS system architecture can be found in the HARDENS document
archive [D5].

D.3.4 Development approach

A model-based systems engineering (MBSE) approach was used to both define the reactor trip requirements
and to automate, as far as possible, the production of design artifacts to implement the requirements using a
“correct-by-construction” approach aimed to satisfy the top-level requirements.

The implementation approach is summarized in Figure 23 below. A dashed arrow represents the verification of
a refinement step (e.g., from C back to Cryptol).
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Cryptol
model

(formal)

LANDO SysML_V2 FRET
(formal)

Requirements architecture

Digital twin 1  JEEEs End to

End
testing

Digital twin 2  EEEEEEEEE

Figure 23: HARDENS implementation approach

Further details of the implementation approach are provided below.

1. The initial requirements were specified semi-formally using a defined terminology supported by a tool
(LANDO) that captured the requirements and usage scenarios.

2. SysML_v2 was used to model system-level aspects of the RTS (e.g., the architecture shown in Figure

22). informal/semi-formal LANDO requirements are refined to SysML_v2 by including new details

about the system that were not expressed, or were expressed abstractly, in the LANDO specification.

The requirements were then expressed formally by another tool (FRET).

FRET requirements were refined into a Cryptol model.

The Cryptol model can be verified by generating sample values or formal verification against FRET.

C code was auto-generated from the Cryptol model.

Alternative hand generated C code was created based on the Cryptol model.

Both C code versions were verified against the Crypto model (using diverse tools: Frama-C and the

Galois Software Analysis Workbench (SAW)).

9. The C code was compiled into RISC-V machine code instructions using the CompCert formally verified
compiler.

10. Based on RISC-V semantic definitions, the RISC-V machine code was verified to be consistent with
the C intermediate representation compiler output (LLVM).

11. The RISC-V machine code was incorporated into a FPGA configured to run as a RISC-V processor.
For the deployed RTS, the formally verified Verilog processor design (NERV) was used. Two different
tools were used to create the FPGA implementations (Bluespec SystemVerilog and SystemVerilog)
that included different implementations of the RISC-V instruction set.

12. Adigital twin was created to run on a Linux host — another twin was created that could run as a “bare
metal” emulation.

13. End-to-end tests were performed based on the LANDO event scenarios. These tests were
implemented using a test scripting tool (pexpect). The test scenarios could be run via the Ul on the
actual hardware implementation or a digital twin.

ONoOO AW

In addition, as shown in Figure 24 below:

14. Verilog hardware implementation was auto-generated from the Cryptol model.
15. An equivalent Verilog version was generated by hand from the Cryptol model.
16. The Verilog was verified against the Cryptol model.
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17. The hand-written Verilog was verified as equivalent to the auto-generated code.
18. Hardware based implementations were produced where the RTS functions were implemented at the
hardware logic level (with concurrent execution of separate functions).

4 | Cryptol Verilog 1

model 3 (auto)
(formal)

Verilog 2
(QETe)]

Figure 24: HARDENS FPGA implementations

The Verilog versions of functions were only generated for the key components of the system architecture
defined in Cryptol, i.e., the instrumentation and actuation unit logic. Other elements of the implementation (like
self-testing and the Ul interface) were handwritten in C and were common to all implementations.

The intended RTS architecture had two software based divisions (based on auto-generated and handwritten C
versions of the key instrumentation and actuation logic components) and two hardware based divisions (based
on auto-generated and handwritten Verilog components).

D.4  SAC construction process

This section demonstrates the construction process for a safety assurance case using the SAC framework by
constructing a fragment of a safety case for the RTS example described in Section D.3.

In this style of safety case development, the first few layers of claims in the SAC are essentially system-
independent, so the top-level layers can be viewed as template for any DI&C system. At subsequent levels, it is
necessary to include sub-claims that are DI&C-specific (i.e., RTS in this example).

These claims cannot be directly supported by evidence — they need to be broken down into smaller claims.
Each of these sub-claims to the top-level claim will themselves need to be broken down into further sub-claims,
and so on into finer levels of granularity, until the claim is granular enough to be able to be directly supported by
evidence.

In the RTS SAC construction process, the top-level claims are derived from the criteria set out in Section 5.2,
as shown in Figure 25 below.
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Co
RTS is acceptably safe

AO C0.0
Rely Condition:
decompqse bY SAC — The RTS environment
evaluation criteria

satisfies RTS operational
constraints

C1
RTS requirements are validly
specified

C2
The RTS meets its specified
requirements

C3
There is no uncontrolled
hazard in the RTS design

Figure 25: Top level claims based on TLR criteria

Claims C1, C2, and C3 correspond to the criteria 1.b(i)-(iii) respectively.

CO0.0 is a “rely condition” which must be satisfied for claim CO to apply (a rely-guarantee contract — see Section
D.1.4). Typical rely conditions are power supply requirements, and constraints on temperature, vibration, and
electrical interference. These conditions have to be satisfied at the NPP facility level, e.g., by providing
uninterruptible power, heating and systems.

In the sections below, the claims C1 to C3 based on the SAC evaluation criteria are elaborated into further sub-
claims and supporting evidence using an appropriate set of Building Blocks taken from the Building Block
library in Appendix A. These are based on five types of building blocks, namely: decomposition, substitution,
concretion, calculation, and evidence incorporation.

Note that in all these examples, by convention:

The numbering of sub-claims is based on the parent node (e.g., “C1.17)
Side-claims always have a final suffix “.0” (e.g., “C1.0”).

Defeaters are labelled with a “D” (e.g., “D1.1”).

Counter-defeaters that rebut a defeater are labelled with an “R”, (e.g., “R1.17).

Also, the evidence incorporation node has been omitted to aid readability but is assumed to satisfy evidence
criteria 3(a) to 3(c), i.e., relevant, sufficient, correct and complete.

D.4.1 Claim C1: The RTS requirements are validly specified

Starting with Claim C1, the building block library can be consulted to determine how to break down the claim
into sub-claims. The concretion block B4 (see Section A.5.4) is used to assert that the RFP requirements
satisfy the 1b(i) SAC evaluation criteria in Section 5.2.1, i.e., that the top-level functions will protect against
specified NPP design basis hazards without disrupting safe plant operation.

The is illustrated in Figure 27 below. The side-claim C1.0 is an assumption that the RFP user requirements are
valid in the context of the NPP safety analysis report.
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NNP Safety Analysis
Report (SAR)

C1.0
Assumption
RFP requirements are
valid

C1
RTS requirements are
validly specified

A1

Concretion:
RFP top-level functions protect
against specified NPP design
basis hazards

I

RFP requirements
https://github.com/Galoisinc/HARDENS
/tree/develop/docs/RFP.pdf

Figure 26: Concretion of claim C1: RTS requirements are valid

Note that side claim C1.0 presumes the original RFP requirements in Section D.3.2 are valid — as these are the
basis for the HARDENS RTS specifications. This would normally be the case for requirements derived from the
NPP SAR. Each such assumption must be validated eventually. Until an assumption is validated, it should be

treated as a condition for the affected claim to hold.

D.4.2 Claim C2: The RTS meets its specified requirements

Claim C2 is first decomposed by functional and non-functional requirements using Block B1.1.1 as shown in

Figure 27 below.

c2.1
The RTS meets its specified
functional requirements

Figure 27: Decomposition of C2: the RTS implements its specified requirements

D.4.2.1 Sub-claim C2.1: The RTS implements its specified functional requirements

The next step is a decomposition of C2.1 using block B1.2.1, which is a semantic decomposition of ‘meeting

The RTS meets its specified
requirements

C2

A2
Decomposition by functional
and non-functional
requirements

Cc2.2
RTS system meets its non-
functional requirements

requirements’, which is true when both the requirements are correctly captured in detailed specifications from

the user requirements, and the requirements are demonstrated to be implemented.
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Cc2.1
The RTS meets its specified
functional requirements

A2.1 C2.1.0
Decomposition of 'meets System meets requirements
requirements' across if requirements are correctly
capture and specified, and demonstrated
implementation to be implemented

C2.1.2
The RTS functional
requirements are
implemented by the system

C2.1.1
The RTS functional
requirements are correctly
captured

Figure 28: Decomposition of C2.1: RTS implements its specified functional requirements

Here, ‘captured’ refers to the capture of the RTS user requirements into the detailed specifications for the

system (in whatever form they may take — see below for more on this).

The structure constructed so far is entirely agnostic of any particular system. At this point, the concretion block
(Section A.5.4, Block B4) can be used to instantiate this structure into the RTS example as shown in Figure 29

below.

Concretion blocks are used to make the natural language specification more precise with a formal specification

(in FRET), which can be unambiguously implemented using MBSE methods.
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C2.1.0

System meets requirements

if requirements are correctly

specified, and demonstrated
to be implemented

C2.1.1.0
The use of FRET correctly
captures the RTS functional
requirements in its formal
specification

C2.11
The RTS functional
requirements are correctly
captured

A2.1.1
Concretion of semi-
formal requirements to
FRET

C2.1.11
The RTS functional
requirements are captured in
the FRET formal
specification

The RTS meets its specified
functional requirements

Decomposition of 'meets
requirements' across
capture and
implementation

C2.1.2
The RTS functional
requirements are
implemented by the system

A2.1.2
Concretion specifying use of
FRET requirements for
implementation

C2.1.21
The RTS functional
implementation is consistent
with FRET requirements

Figure 29: Concretion of C2.1: RTS meets its specified functional requirements

As with every argument block, the required side claims must then be considered.

For A2.1.2 in Figure 29, the side claim is trivial — the concretion is only specifying that FRET is being used to
capture the requirements, of which the functional implementation still needs to be demonstrated (which would
be the subject of a continued breakdown of C2.1.2.1 into supporting structure). Therefore, there is no further
required supporting structure or explanatory narrative to support the side claim.

For A2.1.1, however, the side claim is not simple. The concretion between C2.1.1 and C2.1.1.1 only holds
providing that the use of FRET correctly captures the RTS user requirements. Therefore, a side-claim is

included to support the assertion of this condition. This would need an argument to support the C2.1.1.0 side-

claim that covers the initial transformation stages (see Figure 23) from—

e User requirements to a LANDO description
e LANDO description to a SYS/ML description
e a SYS/ML description to a FRET model

The support for the side claim would need to demonstrate that the FRET requirements are valid (See Block

B1.2.2), and that they completely satisfy the user requirements. This support can be provided through detailed
underlying narrative, or through a further SAC structure built to support the side claim.

Claim C2.1.1.1 may then be simply supported by evidence of the FRET requirements, as the attributes that

these requirements must possess are now covered by the side claim C2.1.1.0.
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In this example we will now further develop claim C2.1.2.1 in Figure 30. This elaborates the “correct-by-
construction” approach used in HARDENS.

In this expansion, context is provided in an “Other” node (hexagonal node in Figure 30), which would link to the
HARDENS development approach described in [D1] and summarized in Section D.3.4. In this claim
decomposition, formal verification is used to demonstrate that each refinement step is correct for the following

stages:

e FRET model to Cryptol
e CryptoltoC
e Cto RISC-V machine

The refinement stages can be automated (which reduces the chance of introducing flaws), but the
demonstration that flaws are absent is based on a backward verification to show the refinement step correctly
implements the description given in the previous development step (see steps 5, 8 and 10 of the HARDENS
implementation approach in Figure 23). There is also a final step that generates the bitstream installed in the

FPGA.

C2.1.21
The RTS functional
implementation is consistent
with FRET requirements

HARDENS software
development process

C2.1.21.0
Formal verification demonstrates
that each conversion step
satisfies the previous step

A2.1.21
Decomposition by
transformation stage

C2.1.2.11 C2.1.21.2

C21.214

C21.213

No FRET to No Cryptol to C
Cryptol transrf)(/)?mation No C to RISC-V No RISC-V to FPGA
transformation... flaws conversion flaws conversion flaws

Figure 30: Expansion of C2.1.2.1: Implementation consistent with FRET requirements

The decomposition shown in Figure 30 is an object decomposition where the “object” is the transformation
stage, and a same “zero flaws” property applies to each stage. This is Block B1.1.6, instantiated into the
HARDENS context, where the steps are as written in Figure 30.

These four steps are elaborated below. The first step to consider is that shown in Claim C2.1.2.1.1, from FRET
to Cryptol.
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C2.1.21.1
No FRET to Cryptol
transformation flaws

C2.1.2.1.1.0
Cryptol model correclt A2.1.21.1
implements requirements Decomposition
if the model is well- by attributes

deffined and verified with
respect to FRET

C2.1.2.1.1.1
Cryptol model well
defined

C2.1.21.1.2
Cryptol model
verified wrt FRET

C2.1.21.1.0
Cryptol tool enforces A2.12112 Cryptol properties
correct syntax Substitution equivalent to FRET
¢ properties
Proof that Cryptol
model satisfies
FRET properties

Figure 31:Sub-claim C2.1.2.1.1: No FRET to Cryptol transformation flaws

A decomposition of the type of Block B1.2.3 is used to elaborate that the claim that there are no transformation
flaws is supported if the Cryptol model is well defined, and the model is verified with respect to FRET.

The Cryptol tool enforces an unambiguous and consistent representation of the model, and the formal proof
demonstrates the model is correct and complete with respect to the FRET requirements given that Cryptol and
FRET properties are equivalent.

The next transformation step is from Cryptol to C. The Cryptol model is transliterated to an ACSL model
(structured C comments that make assertions about C functional behavior). The Frama-C tool is used to verify
compliance of the C code with the ACSL assertions appended to the C code.

The claim expansion with supporting evidence is shown in Figure 32. A2.1.2.1.2 is another instance of Block
B1.2.3, this time with the object of focus being the Cryptol to C step.

A2.1.2.1.2.2 used a variant of Block B1.1.6, decomposing the property of correctness across the steps of the
process. It is saying that, if the ACSL assertions are correct with respect to the Cryptol model, and the C code
is correct with respect to the ACSL assertions, then the C code is correct with respect to the Cryptol model.
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C2.1.21.2
No Cryptol to C

transformation
flaws

A2.1.2.1.2
Decomposition by
attributes

C2.1.21.2.2

C2.1.2.1.21
Generated C code

well defined verified with

respect to Cryptol

Frama-C runtime A21.21.22
exception Decomposition
verification

checking report

C2.1.21.2.21
ACSL model
correct wrt
Cryptol model

Generated C code

C2.1.21.2.0
Correctly implemented C if well
defined and verified

defined and refines ACSL,

C2.1.21.222

C2.1.21.2.2.0
If generated code is well

and ACSL spec refines

Cryptol, then RTS code
satisfies the ACSL

specification

Generated C code
correct wrt ACSL

A2.1.2.1.2.21
02'1'2'1 '2'2'0. Substitution of ACSL
ACSL assertions equivalent rties for Cryptol
to Cryptol properties properties for Lrypto
ones

Frama-C
verification of C
versus ACSL
assertions

Figure 32: Sub-claim C2.1.2.1.2: No Cryptol to C transformation flaws

The next transformation step is from C to equivalent RISC-V code. The C intermediate compilation stage

(LLVM) is verified against the Cryptol model using SAW. The transformation from LLVM to RISC-V instructions

are also demonstrated to be semantically equivalent. The sub-claim expansion is shown in Figure 33 below,
which first uses Block B1.2.3 similarly to A2.1.2.1.2, before using Block B1.1.6 to decompose across the ¢

transformation steps (this time with the property ‘verified’).
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C2.1.21.3
No C to RISC-V
transformation flaws

C2.1.2.1.3.0
Correctly implemented D A2'1'2'.1.'3 b
RISC-V if well defined ecomposition by
attributes

and verified

C2.1.2.1.31
Generated C code
well defined

C2.1.21.3.2
Generated C code
verified with respect
to Cryptol

A2.1.2.1.3.2
Decomposition by stage:
LLVM generation & RISC-V
generation

C2.1.21.3.21

LLVM valid

SAW LLVM
verification
versus Cryptol

Figure 33: Sub-claim C2.1.2.1.3: No C to RISC-V transformation flaws

The final step is from RISC-V instructions to an FPGA containing the RISC-V code and a RISC-V processor.
The NERV RISC processor is formally verified at the VHDL design level, and the RISC-V program has also
been verified. The combined entity is converted to a FPGA bitstream by a COTS tool, and verified using a

C2.1.21.3.2.2
LLVM compilation
correctly converted
to RISC-V

CompCert
formally
verified
compiler

10,000 randomly generated test created from the Cryptol formal model. The sub-claim expansion is shown in
Figure 34 below, using another instance of Block B1.2.3 for A2.1.2.1.4. A claim need not be made about ‘well

defined’ here as with the previous stages — the FPGA represents the final implementation of the logic and

cannot be well defined in the same way as the intermediate stages of the transformation process. Therefore,

the claim structure moves directly to demonstration of verification.
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C21.214
No RISC-V to FPGA
transformation flaws

A2.1.21.4
Decomposition: RISC-V C2.1.214.0
processor design and RISC-V code and
VHDL -> FPGA RISC-V are integrated
transformation in the final FPGA

C2.1.214.2
VHDL correctly
converted to FPGA
bitstream

C2.1.2.1.4.1
RISC-V processor
design correct

NERV RISC-V .

Comprehensive

VHDL fqrmally end-to-end tests
verified

Figure 34: Sub-claim C2.1.2.1.4: No RISC-V to FPGA transformation flaws

D.4.2.2 Claim C2.2: Non-functional requirements are met

In this tutorial example, only one quality property is considered, but as noted in Section D.2 and seen in Table
6, other system properties (such as fail-safety and security) may be required in a full system specification. For
this example, C2.2 is rewritten in Figure 35 as focusing on fault tolerance for clarity of the example.

The RTS fault tolerance requirement is concreted to compliance with the “single failure criterion” for random
hardware components, as shown in Figure 35 below.
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c2.2
RTS system meets its non-

functional requirements (fault

tolerance)

RTS System architecture and
environment

C2.2.0
There are sufficient A2.2
independent divisions to Concretion:
outvote any single random Single failure criterion

hardware failure

Cc2.21
There is no single random
hardware failure that affects
normal operation

C2.2.1.0
Random component failure only A2.2.1
affects components connected calculation

directly to its outputs

T

FMEA analysis of the
RTS architecture

Figure 35: Expansion of C2.2: RTS implements its specified fault tolerance requirement

The evidence is failure mode effect analysis applied to the RTS system architecture (see Figure 22) based on
the formal definition in SYS/ML V2. This analysis is a form of “calculation” (see Block B5.2) demonstrating that
a single random component failure within the redundant architecture is always outvoted.

This analysis can be further expanded to address side-claim C2.2.0 by demonstrating the architecture satisfies
the independence characteristics in the RTS divisions and channels specified in Section D.3.2.3.

In fact, the HARDENS architecture goes even further by defending against CCF risks with diverse
implementations in the four divisions that are provably equivalent to the same top-level specification. But this
aspect will not be elaborated further in this tutorial example.

D.4.3 Claim C3: no uncontrolled hazard in the RTS design

This requires an identification of potential hazards and adequate means of control. The generic structure for
this claim is shown in Figure 36.
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RTS design and
implementation

A3.0
All RTS hazards are
identified

C3
There is no uncontrolled
hazard in the RTS design

A3
Concretion to specific hazards

C3.1
All identified hazards are
controlled

RTS hazard analysis

Figure 36: Concretion of C3: no uncontrolled hazards

There is often an iteration between the identification of design hazards and updated requirements and design

updates. In SAC framework terms, uncontrolled hazards are a cause to raise defeaters (see Appendix C), while
a control would be a counter-defeater that rebuts a defeater. The defeater guidewords in Appendix C (Table 24,
Table 25, Table 26) can be used to identify SAC flaws together with the IAEA prompt tree (Figure 15) to identify
potential implementation hazards that need to be controlled.

Potential hazards in the RTS example that could result in delayed or no trip are listed in Table 33 below.
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Table 33: Example RTS hazards and controls

ID Defeater Details Control
HA1 Incomplete Timing constraints were not specified | None
requirements | in the original RFP, so no specific In a more complete RTS implementation
controls are included in the RTS controls could be based on ’
design. ) ) ] ]

e Asimple cyclic execution design
with a fixed cycle time

e Ahardware watchdog to detect
cycle time overrun

e  Calculation of lags introduced by
software-based input filtering,
data acquisition, and trip
actuation, e.g., using worst case
execution time (WCET analysis).

H2 Incomplete Accuracy requirements were not None
requirements | specified in the original RFP, so no In a more complete RTS implementation
specific controls are included in the controls could be based on: ’
RTS design.

o Worst case accuracy of
algorithms (e.g., of the linear
interpolation algorithm for
saturation margin)

e Design evidence, e.g., specified
analog input accuracy and drift

o Facilities for monitoring, and
adjustment of the gain and offset
of the analog inputs

H3 Incomplete No constraints on operator inputs in None.
requirements | the original RFP. In a more complete RTS implementation,
Trip function setpoints could be controls could be based on:
subject to accidental or malicious o Access controls on the Ul (e.g.
modification that could prevent a trip password protection) ’

e Maodification constraint on the
range of setpoint values

e Procedural check of changes

H4 Incomplete No constraints on operator inputs in None.
requirements | the original RFP. In a more complete RTS implementation,
Bypass mode (no trip state) set in controls could be based on:
multiple divisions could prevent trip o Access controls on the Ul (e.g.
password protection)

e Procedural checks

e Revised actuation unit logic
where excessive bypasses would
initiate a trip
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ID Defeater Details Control
H5 Prompt tree: The three-core RTS implementation Lacks explicit justification evidence.
concurrency / | uses message passing between two In a more complete RTS implementation
deadlock of the cores. The is no verification that | -, t-0is could be based on: ’
data exchange is deadlock free. o
e Formal verification of the data
exchange protocol
H6 Prompt tree: C code is vulnerable to stack Lacks explicit justification evidence.
Resoulrce overflow. In a more complete RTS implementation,
depletion/ controls could be based on:
memory/ ] ] )
stack e Static ana_ly3|s of the binary code
to determine worst case stack
usage, to verify there is always
sufficient stack space.
H7 Argument: Failure independence assumptions Lacks explicit justification evidence that
Assumption between subsystems in the system physical damage cannot spread between
architecture might be invalidated if subsystems.
hardware failure can damage Controls should include:
connected subsystems, e.g., an o )
actuation unit failure might damage all ¢ Electrical isolation between
four divisions it is connected to. independent subsystems (e.g.,
using opto-isolators)
e Physical segregation of divisions
H8 Incomplete The FPGA “platform” (FPGA Controls could include:
evidence hardware and programming tools) is a e Review of known FPGA platform
COTS product that can contain bugs. bugs to determine if they affect
Random test evidence does not the required functional behaviour
guarantee that the FPGA is correctly  Use of failsafe application logic
programmed. design (like coded processing
[D6][D7][D8]) where a trip occurs
if hardware does not conform to
specification
o Diverse FPGA platforms in
different divisions of the system
architecture
D.5 SAC evaluation process

The SAC should be subject to internal review by the applicant as well as by the regulator. In either case, the
review should check that the SAC contains—

1) precise and meaningful claims
2) logically justified argument steps
3) evidence that can support the claims

In addition, the review should include—

4) systematic challenge by potential defeaters (see Appendix C)
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Some of the examples identified in Section D.4.3 are considered by this section in order to demonstrate the use
of defeaters in the RTS SAC.

D.5.1 Defeater of assumption C1.0: valid RFP

As identified in Section D.4.3 there are some omissions in the original RFP, which could have a safety impact,
notably:

1) No response time and accuracy margins are specified.
2) No limitation on the number of divisions that can be bypassed.

These safety concerns be addressed by either:

1) Updating the RFP and RTS design to address these omissions.
2) Updating the RTS “rely conditions” in C0.0 based on an analysis of the current design to include:

o a constraint on the response time and accuracy that can be delivered by the RTS
o an operational constraint on the number of divisions that can be bypassed

The second option for rebutting the defeater is illustrated in Figure 37 below.

C1

NNgsa;‘ﬁtt’EQ:;')ys's RTS requirements are
P validly specified
A1
D1.1 A Ct 'Ot' Concretion:
RFP requirements are RFP Ssump |ont RFP top-level functions protect
incomplete reql\x)gﬁgwen s are against specified NPP design

basis hazards

R1.1
Assumption C.0 valid given
C0.0 update to constrain
operational usage

RA1.1
Decomposition by RFP
omission

RC1.1
Timing constraint
identified

RC1.2
Accuracy constraint
identified

RC1.3
Maximum division bypass
constraint identified

Worst case szfjrgise bypass analysis
timing analysis cy (architecture)
analysis

Figure 37: Defeater example: Challenge of Claim 1 assumptions
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D.5.2 Claim C2.1.2.1.4 Challenge: No RISC-V to FPGA transformation flaws

One challenge relates to the fact the C programs use a stack which is allocated as part of the build process for
the compiled RISC-V program. If the stack allocation is too small, functional behavior can be undefined if the
stack overflows. This issue could be resolved by a binary static analysis to compute the worst-case stack
usage to demonstrate the allocated stack space will never overflow.

Another challenge is that there is no guarantee that the COTS FPGA programming tools and hardware are
defect free, so a correct-by-construction argument will have a gap (unless the FPGA tools and the underlying
FPGA hardware can be demonstrated to be fault free).

D2.1.2.1.4
Stack space omitted - no
evidence that allocated
space is sufficient

C21.214
No RISC-V to FPGA
transformation flaws

A2.1.21.4
Decomposition: RISC-V
processor design and
VHDL -> FPGA
transformation

C2.1.2.1.4.0
RISC-V code and
RISC-V are integrated
in the final FPGA

R2.1.2.1.4
Additional worst case
stack analysis
performed on RISC-V
binary

C2.1.2.1.4.2
VHDL correctly
converted to FPGA
bitstream

D2.1.2.1.4.2
Test do not
guarantee the RTS
FPGA is defect free

C2.1.2.1.41
RISC-V processor
design correct

NERV RISC-V A2.1.2.14.2
VHDL formally Conversion validated
verified by end to end testing
Comprehensive

end-to-end tests

Figure 38: Challenge to claim: No RISC-V to FPGA transformation flaws

D.5.3 Claim 2.2: Challenge to single failure criterion assumption

The single failure criterion in Claim 2.2 relies on an assumption that failures do not affect nominally
independent systems. This assumption can be compromised if subsystem failure can damage adjacent
subsystems. For example, damage propagating back from a failed actuation unit could damage multiple
divisions. This can be represented as a defeater, which can be rebutted if there is evidence that all subsystems
are electrically isolated to prevent such propagation.
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c2.2
RTS system meets its non-

functional requirements (fault

tolerance)

RTS System architecture

C2.2.0
There are sufficient
independent divisions to
outvote any single random
hardware failure

A2.2
Concretion:
Single failure criterion

C2.2.1
There is no single random
hardware failure that affects
normal operation

C2.2.1.0
Random component failure only A2'2'1
affects components connected calculation
directly to its outputs ?
D2.2.1.0 FMEA analysis of the

RTS architecture

Electrical damage might
affect the function of
connected subsystem

R2.2.1.0
Subsystems are electrically
isolated

System design
documentation

Figure 39: Challenge of the independent failure assumption

D.5.4 Observations

Based on the defeaters identified in the example, correct-by-construction provides definitive evidence for some
claims — but not all. SAC arguments can be defeated by:

1) Incomplete user requirements (the RFP in this example)

2) Incorrect assumptions

e Omissions in the formal correctness argument (e.g., no consideration of stack usage or deadlocking)
3) Reliance on non-formally verified tools and hardware (like FPGA programming)

D.6  Evolution of the SAC

The previous sections above describe SAC development and review prior to the deployment of the system on
the plant.

The SAC will require updating throughout its lifecycle to address:

1) Changes to the system design (such as updating the hardware platform).
2) Changes in the operating environment.
3) Changes to the safety functions (like a revised or new trip function in the RTS).

To maintain the SAC, it is necessary that:

1) The SAC is under configuration control.
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2) Allinputs to the SAC (such as system requirements, operating environment, conditions of use, design
documentation, test and analysis evidence) are under configuration control.

3) Any changes to SAC inputs are analyzed for their impact on the SAC.

4) The SAC is revised accordingly (at a minimum all references to modified input documents are
updated).
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APPENDIX E
SAC FRAMEWORK EXTENSION

This work has developed a domain-specific framework for the construction and evaluation of safety assurance
cases for high-criticality DI&C systems (such as reactor trip systems) in US nuclear power plants.

The framework can be extended to apply other high criticality DI&C systems in the same reactor protection
domain (such as post-trip engineered safety actuation (ESFAS) as well as reactor trip). Any such extension
should be aligned with the performance-based approach described in Section 2, where requirements are
assigned to safety-related structures, systems, and components (SSC) to meet facility level safety goals.

For each extension to domain of the reactor protection domain, the following extensions to the framework will
be needed.

Extensions to the ontology:

1) The ontology for the domain extension should build on the current ontology. Many of the generic terms
in like “system”, “division, “subsystem” and “component” (see Appendix B), can still be used for ESFAS
as well as for reactor trip.

2) Pre-existing nuclear safety terms should be used (see Appendix G) if they are applicable in the
extended domain.

3) Pre-existing generic “verbs” like “part_of” “refines” and “implements” should also be re-used if
applicable.

4) New terms should only be introduced when there is no alternative, e.g., terms related to specific plant
items. For example, generic terms can be qualified to make them domain-specific, e.g., “RTS system”,
“RTS vote unit”.

5) In cases where no term is available, new terms can be included, e.g., for ESFAS equipment controlling
decay heat removal.

Extensions to the Building Block library:

1) Extensions variants of the five base argument blocks to incorporate new objects and properties added
to the ontology.

Extensions to defeaters:

1) Generic defeaters related to the base safety assurance case concepts (see Appendix C) should be
used wherever applicable

2) New defeaters should only be introduced if new vulnerabilities are identified in the domain extension,
e.g., related to new terms in the ontology.

23 July, 2025

Page 102/152



APPENDIX F
USE OF TOOL SUPPORT

The process of SAC construction and evaluation can be aided by the use of tools both to construct and
maintain a SAC, as well as assist SAC review and commentary by evaluators, especially in the identification,
tracking and resolution of potential defeaters. Section F.1 will describe the most commonly used notations for

constructing a SAC, with a comparison of differences in F.1.4. Section F.2 contains a summary of tools that
support these notations.

F.1 SAC notations

The most commonly used assurance case notations are listed in Table 34 below.

Table 34: SAC notations

Acronym | Meaning References
GSN Goal Structuring Notation [F1][F2]
CAE Claims Argument Evidence | [F3][F4]
EA Eliminative Argumentation | [F5][F6]

F.1.1  Goal structuring Notation (GSN)

The main elements of the GSN notation are shown in Figure 40 below.

Goal
(Base claim)

Figure 40: GSN notation

In the GSN notation—

1) The open arrows denote “in the context of”, which bounds the scope of the assurance case element to
the specified context.(see F.1.4.1 for a comparison of usage between notations).
2) Assumptions are made explicit (requiring no further expansion).
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¢ Goals, Justifications and Solutions (i.e., evidence) are subject to “challenges” that can defeat an

element of the SAC.

The use of challenges is illustrated in Figure 41 below.

G5

7

_’|_/_

CG4

G7

G8

o

ccG1

G9

Figure 41: GSN challenge examples

In the GSN notation, a challenge is denoted by dashed arrow from a counter claim, and a successful defeat is
denoted by a cross applied to the challenged SAC node. Challenges can themselves be defeated by counter-

counter claims.

In the first challenge example, goal G5 could have been defeated (i.e., crossed out in Figure 41) by counter

evidence CSn2, but this evidence is rebutted by a counter-counter claim CCG1 supported by counter-counter
evidence CCSn2. As a result, the counter-evidence CSn2 is defeated, so the CSn2 node and its link to G5 are

crossed out instead.

In the second example, strategy S2 is defeated by counter-claim CG4 supported by evidence CSn4. In this

case there is no rebuttal of the counter-claim, so S2 is defeated, which potentially invalidates the entire claim
expansion. As a result, strategy S2 would probably need to be revised to address the challenge, e.g., by adding

additional sub-goals to S2 that addressed omissions.
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F.1.2 CAE notation

Top-level claim Context

OTHER

Argument ] Side-claim

SIDE-CLAIM

Addressed
Defeater

DEFEATER

Defeater

Evidence Evidence Defeater

EVIDENCE EVIDENCE

DEFEATER
DEFEATER

Figure 42: CAE notation

The CAE notation consists of the following nodes:

e Claim. Aclaim is a true/false statement about a property of a particular object.

e Argument. An argument is the rationale for justifying the claim by either referencing evidence or
subclaims.

e Side-claim. A side-claim is a claim outlining the reasoning, assumptions, properties of an argument. It
represents an “inference rule” or “warrant” that tells us why a top-level claim can be deduced from its
sub-claims.

e “Assumptions” are represented as side claims with no justification.

o Evidence. Evidence is an artifact that establishes facts that can be trusted and lead directly to a claim.
Evidence serves as the ground and starting point for safety arguments, from which the validity of
claims can be challenged, contextualized and established.

e Other. Often used to provide context information e.g., about the system and its operating environment.

o Defeater. These are potential flaws in the case (see Appendix C). Both case developers and
evaluators will use defeaters to assess and improve the validity of the SAC. Defeaters can be
addressed modifying the structure of the case.

CAE uses a red arrow to denote a defeater challenge and, like GSN, the challenge is a counter claim that can
itself be defeated. CAE uses a small tick to indicate that a defeater has been addressed. By comparison, GSN
displays the converse — it uses crosses to denote parts of the argument that have been defeated, which might
make it easier to see what parts of the case are affected.
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F.1.3 Eliminative argumentation (EA)

The EA notation consists of the following elements:

Claims (C) are statements that must be supported by further argumentation to demonstrate their
validity.

Evidence (E) describes observations, data, or artifacts that support claims.

Strategies (S)° describe the approach used to organize a collection of claims or defeaters. Strategies
are “top-down”, in the sense that they capture an overall approach to supporting a claim.

Inference Rules (IR) describe how to logically combine a collection of one or more claims/defeaters to
support a parent claim. Inference Rules are “bottom-up” and complement strategies. Inference rules
are often obvious and only need to be expressly stated if non-obvious logic is employed, or if there is a
reason to doubt the validity of an inference rule.

Context (X) provides additional information that is not required to create a sound argument, but that is
helpful for orienting the reader.

Assumptions (A) are explicit statements that are assumed to be true as part of an argument. If an
assumption is not satisfied, then the argument would become invalid.

Terminators denote the end of a line of reasoning as either: complete (OK), a source of residual doubt
(Res), or undeveloped (shown as a diamond).

Many of these terms are shared with CAE. The notations are compared in Section F.1.4.

There are three types of defeaters in EA, as summarized in Table 35 below.

Table 35: Eliminative Argumentation — types of defeater

Defeater Attacks Meaning Identification Process
Rebutting (R) | Claim If R is true, the claim is false Look for failure modes or
possible counterexamples

Undermining Evidence If UM is true, the evidence is invalid Look for reasons the evidence
(UM) might be invalid
Undercutting Inference If UC is true, then the truth of the rule’s Look for conditions under which
(Uc) rule premises is insufficient to imply the truth the inference rule is not

or falsity of the rule’s conclusion adequate

CAE and GSN do not distinguish these defeater types explicitly, but they are implied by the type of claim that
the defeater is connected to (in the case of CAE, undermining defeaters attack evidential claims (that is, claims
directly supported by an evidence incorporation argument block and evidence), undercutting defeaters attack
side claims, and rebutting defeaters attack any other claim), or by the crossed-out variants of a particular node
type (in the case of GSN).

The basic idea behind EA is that claims and inferences are qualified by defeaters of the form “unless X”.
Defeaters for evidence are qualified by a “but” that raises doubts about the applicability of the evidence. The
claim is justified once all potential defeaters are addressed, as illustrated in Figure 43 below.

5 Strategy was a new feature added for the Critical Systems Lab implementation of EA.
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Figure 43: EA notation example

F.1.4 Comparison of SAC notations

The original GSN and CAE notations were both enhanced to include defeaters (GSN 3.0 [F2] and CAE 2.0
[F4]) while the EA notation was based on the concept of defeaters from the start. The EA notation has also
been extended (by a tool supplier) to include a Strategy node. As a result, the features provided by the

alternative SAC notations have con

verged.

The notation alternatives are compared in Table 36 below.

Table 36: Comparison of GSN, CAE and EA notations

GSN CAE EA

Goal Claim Claim

Context Other (Information) Context (information)
Strategy Argument Strategy
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GSN

CAE

EA

Justification

Side-claim (warrant)

Inference rule

Assumption

Side-claim (assertion)

Assumption

Solution

Evidence

Evidence

Challenge arrow
+ defeat marker if not rebutted

Defeater node
+ marker if defeater is rebutted

Defeater node
(claim, inference, evidence)

Terminator
(undeveloped)

Terminator
(undeveloped)

Terminators

(undeveloped, OK, Residual doubt)

While the notations look similar, there are some conceptual differences that are discussed below.

F.1.4.1 Context

In GSN, “context” defines the scope of a claim, i.e., the claim may not be valid outside that scope. The EA
definition [F5] of “context” was quite strict — it was regarded as a means for rewriting a claim. This would make
sense in the EA example shown in Figure 43, where “cooling system” has a number of elements (controller,
water valve, water reservoir) which are used identify failures that need to be addressed in the SAC. In the later
variant of EA [F6], “context” is interpreted as background information, i.e., not essential for a sound argument.
CAE does not have an explicit context node, although the “other” node can be used for that purpose. In a more
formal SAC development, “context” could be viewed as a model of a system (and its environment) that would
support the coverage of failure modes of the component parts.

F.1.4.2 Assumption

CAE can represent an assumption as a claim/side-claim without supporting evidence, but there are advantages
in making an assumption a distinct node type. The set of assumptions in the SAC might need to be tracked
during the operational life of the system in order to generate evidence to confirm (or refute) that the

assumptions apply in practice.

F.1.4.3 Terminators

Only EA has terminators that indicate whether the argument chain is sound (OK) or whether there is residual
doubt (RES). Ideally, the SAC terminations should always be OK when submitted to the regulator, but this
notation might be helpful during SAC development and as a means of capturing regulatory assessments. There
are however other ways of capturing SAC review assessments within SAC tools that are more informative (see

Section F.2).
F.2 SAC tools

Tools that support one or more of the SAC notations are listed in Table 37.

Table 37: SAC tools

Tool Description Supplier References

ASCE Assurance and Safety Case Environment Adelard (NCC Group) [F7]

Socrates No acronym Critical Systems Labs [F8]

PREMIS Project Review, Evaluation, Management, and Argvide [F9]
Implementation System
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Tool Description Supplier References
AdvoCATE | Assurance Case Automation Toolset NASA [F10][F11]
The capabilities of each tool are listed in Table 38 below.
Table 38: SAC tool feature summary
Feature ASCE Socrates PREMIS AdvoCATE
Notations GSN, CAE GSN, AE GSN GSN, Bowtie
Glossary of No Yes No Yes
standard terms
Modular case Yes Yes Yes Not known
support
Collaborative No Yes, (web-based) Yes (web- No,
(multi-user) One user at a time Reader. Reviewer based) Standalone
Developer, User_ .
Administrator permissions
Links to Yes, it can obtain Yes, it can link to Yes, No — but links to
external information from Excel, | external data SharePoint, the output of other
repositories Access, Word, DOORS, | sources via a Confluence and | AdvoCATE tools
eCASSANDRA RESTful interface Jira Cloud like hazard analysis
[F12]
Review Yes, including “traffic Yes (with Reader Yes No
support lights”, and “user and Reviewer roles). | Assurance case
views” of SAC subsets | a| gefeater coverage and
generation review metrics
Revision history
and baselines
Safety report Yes (Word) based on Export to Word Export to pdf, Export of diagrams
generator narrative text Word, Excel, as PDF, SVG,
embedded in the case HTML PNG, etc.
Save to XML

Some details taken from their websites are listed below.

F.2.1

ASCE

The Adelard website [F7] describes ASCE version 5.1 as follows:

"Now in its fifth generation, ASCE has full support for GSN Version 3, the latest GSN community standard, and
CAE functionality updates based on a modernized framework, Assurance 2.0 [F4] for system assurance.”

F.2.2 Socrates

The Critical Systems Labs website [F8] describes the Socrates assurance case editor as follows:

“Socrates can be deployed within your organization's IT infrastructure so your data remains entirely under your

control. A web hosted option is also available.
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Socrates supports state of the art assurance techniques and notations including Goal Structured Notation
(GSN) and Eliminative Argumentation (EA). Socrates provides multiple views of your assurance case "

F.2.3 PREMIS
The Argvide website [F9] states that:

“PREMIS is a web application for collaborative assurance case management. The tool implements the
development of modular assurance cases, integration with evidence repositories (e.g. SharePoint, Jira), use of
argument templates, argument assessment, generating reports and XML import/export.

PREMIS maintains full history of argument evolution and enables the use of baselines. Teamworking and
collaboration is supported by a flexible role-based access control (RBAC). The tool can be integrated with other
systems using an RESTful APl interface”

F.2.4 AdvoCATE — Assurance case automation toolset
The NASA website [F11] contains the following description of AdvoCATE:

“AdvoCATE ... allows you to create and edit assurance case documentation, link associated assurance
artifacts, and perform risk analysis in one centralized location.

AdvoCATE'’s growing suite of automated features, such as pattern instantiation and argument verification,
provide traceability and consistency across assurance hazards, requirements, arguments, safety architectures,
and evidence.”
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APPENDIX G

DOMAIN TERMS AND THEIR DEFINITION

project.

This appendix contains an extension to the glossary in Section 8.1 to provide broader context to the work in the

The entries originate from IEEE603 [G1], SRM-SECY-98-144 [G2], the NRC Glossary [G3], NRC 10 CFR 50.2

[G4], IEC 15288 [G5], the IAEA Nuclear Security Series Publications [G6], and from developments in this

research.
G.1  Terms and definitions
Term Definition Source
acceptable Demonstrated to be adequate by the safety analysis of the IEEE603
station.
administrative Rules, orders, instructions, procedures, policies, practices, and IEEEG03

controls

designations of authority and responsibility.

actual
environment

The real operational setting in which a system functions.

ISO/IEC/IEEE 15288

actual operating
environment

The genuine conditions under which a system operates.

ISO/IEC/IEEE 15288

actual reliability

The measured reliability of a system in operation, as compared to
its designed reliability.

ISO/IEC/IEEE 15288

actual resource
usage

The measured consumption of resources by a system during
operation.

ISO/IEC/IEEE 15288

actual threat The measured or assessed level of threat encountered during IAEA Nuclear
level operations. Security Series
Publications
actual timing The observed time response or performance of a system ISO/IEC/IEEE 15288
compared to expected bounds.
advanced Reactors that differ from today's reactors primarily by their use of | NRC Glossary
reactors inert gases, molten salt mixtures, or liquid metals to cool the

reactor core. Advanced reactors can also consider fuel materials
and designs that differ radically from today's enriched-uranium-
dioxide pellets within zirconium cladding.

alternate ac
source

An alternating current (ac) power source that is available to and
located at or nearby a nuclear power plant and meets the
following requirements:

10 CFR 50.2
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Term

Definition

Source

1) Is connectable to but not normally connected to the offsite or
onsite emergency ac power systems;

2) Has minimum potential for common mode failure with offsite
power or the onsite emergency ac power sources;

(3) Is available in a timely manner after the onset of station
blackout; and

(4) Has sufficient capacity and reliability for operation of all
systems required for coping with station blackout and for the time
required to bring and maintain the plant in safe shutdown (non-
design basis accident).

analytical limit

Limit of a measured or calculated variable established by the
safety analysis to ensure that a safety limit is not exceeded.

IEEE603

anticipated
transient without
scram (ATWS)

An ATWS is one of the "worst case" accidents, consideration of
which frequently motivates the NRC to take regulatory action.
Such an accident could happen if the scram system (which
provides a highly reliable means of shutting down the reactor)
fails to work during a reactor event (anticipated transient). The
types of events considered are those used for designing the
plant.

NRC Glossary

applicant

A person or an entity applying for a license, permit, or other form
of Commission permission or approval under this part or part 52
of this chapter.

10 CFR 50.2

argument

An argument provides the chain of reasoning between what is
known or are assumed (the sub-claims, evidence — in general,
the premise) and the claim that is trying to be made.

Developments of
this research

associated
circuits

Non-Class 1E circuits that are not physically separated or are not
electrically isolated from Class 1E circuits by acceptable
separation distance, safety class structures, barriers, or isolation
devices. NOTE—Circuits include the interconnecting cabling and
the connected loads.

IEEE603

auxiliary
building

A building at a nuclear power plant, which is frequently located
adjacent to the reactor containment structure, and houses most
of the auxiliary and safety systems associated with the reactor,
such as radioactive waste systems, chemical and volume control
systems, and emergency cooling water systems.

NRC Glossary

auxiliary
feedwater

Backup water supply used during nuclear plant startup and
shutdown to supply water to the steam generators during
accident conditions for removing decay heat from the reactor.

NRC Glossary
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Term Definition Source

auxiliary Systems or components that provide services (such as cooling, IEEE603

supporting lubrication, and energy supply) required for the safety systems to

features accomplish their safety functions.

available The degree to which a system is operational and accessible ISO/IEC/IEEE 15288

when needed

average planar

The average value of the linear heat generation rate of all the fuel

NRC Glossary

linear heat rods at any given horizontal plane along a fuel assembly (also
generation rate | known as a "fuel bundle" or "fuel element").
(APLGHR)
background The natural radiation that is always present in the environment. It | NRC Glossary
radiation includes cosmic radiation which comes from the sun and stars,
terrestrial radiation which comes from the Earth, and internal
radiation which exists in all living things. The typical average
individual exposure in the United States from natural background
sources is about 300 millirems per year. For additional
information, see Natural Background Sources and Doses in Our
Daily Lives.
basic For the purposes of § 50.55(e) of this chapter: 10 CFR 50.2
component

1) When applied to nuclear power reactors, any plant structure,
system, component, or part thereof necessary to assure

(i) The integrity of the reactor coolant pressure boundary,

(i) The capability to shut down the reactor and maintain it in a
safe shutdown condition, or

(iii) The capability to prevent or mitigate the consequences of
accidents which could result in potential offsite exposures
comparable to those referred to in § 50.34(a)(1), § 50.67(b)(2), or
§ 100.11 of this chapter, as applicable. When applied to other
types of facilities or portions of such facilities for which
construction permits are issued under § 50.23, a component,
structure, system or part thereof that is directly procured by the
construction permit holder for the facility subject to the regulations
of this part and in which a defect or failure to comply with any
applicable regulation in this chapter, order, or license issued by
the Commission could create a substantial safety hazard. In all
cases, basic component includes safety related design, analysis,
inspection, testing, fabrication, replacement parts, or consulting
services that are associated with the component hardware,
whether these services are performed by the component supplier
or other supplier.

beyond design-
basis accidents

This term is used as a technical way to discuss accident
sequences that are possible but were not fully considered in the

NRC Glossary
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Term

Definition

Source

design process because they were judged to be too unlikely. (In
that sense, they are considered beyond the scope of design-
basis accidents that a nuclear facility must be designed and built
to withstand.) As the regulatory process strives to be as thorough
as possible, "beyond design-basis" accident sequences are
analyzed to fully understand the capability of a design.

boiling-water
reactor (BWR)

A nuclear reactor in which water is boiled using heat released
from fission. The steam released by boiling then drives turbines
and generators to produce electrical power. BWRs operate
similarly to electrical plants using fossil fuel, except that the
BWRs are heated by nuclear fission in the reactor core. For
additional detail, see Boiling Water Reactors (BWRs).

NRC Glossary

breeder

A reactor that produces more nuclear fuel than it consumes. A
fertile material, such as uranium-238, when bombarded by
neutrons, is transformed into a fissile material, such as plutonium-
239, which can be used as fuel.

NRC Glossary

building block

A small CAE structure consisting of a top-level claim node, an
argument node, a side claim, and one or more sub-claims (or one
or more evidence nodes).

Developments of
this research

CAE

Claims Arguments Evidence (CAE): CAE is a framework for
reasoning and communicating.

Developments of
this research

calibration

The adjustment, as necessary, of a measuring device such that it
responds within the required range and accuracy to known values
of input.

NRC Glossary

call

Execution of a specific function within software.

NRC Glossary

categories of
special nuclear
material

The NRC groups special nuclear materials and the facilities that
possess them into three categories based upon the materials'
potential for use in nuclear weapons or their "strategic
significance"

Category I: High strategic significance
Category Il: Moderate strategic significance
Category lll: Low strategic significance

The NRC's physical security and safeguards requirements differ
by category, with Category | facilities subject to more stringent
requirements because they pose greater security and safeguards
risks.

NRC Glossary
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Term

Definition

Source

categories of
radioactive
sources

The International Atomic Energy Agency's Code of Conduct on
the Safety and Security of Radioactive Sources defines the five
categories for radiation sources to help ensure that sufficient
controls are being used to achieve safety and security:

Category 1 sources, if not safely or securely managed, would be
likely to cause permanent injury to a person who handled them or
was otherwise in contact with them for more than a few minutes.
It would probably be fatal to be close to this amount of unshielded
material for a period of a few minutes to an hour. These sources
are typically used in radiothermal generators, irradiators, and
radiation teletherapy.

Category 2 sources, if not safely or securely managed, could
cause permanent injury to a person who handled them or was
otherwise in contact with them for a short time (minutes to hours).
It could possibly be fatal to be close to this amount of unshielded
radioactive material for a period of hours to days. These sources
are typically used in industrial gamma radiography, high- and
medium-dose rate brachytherapy, and radiography.

Category 3 sources, if not safely or securely managed, could
cause permanent injury to a person who handled them or was
otherwise in contact with them for hours. It could possibly—
although it is unlikely to—be fatal to be close to this amount of
unshielded radioactive material for a period of days to weeks.
These sources are typically used in fixed industrial gauges such
as level gauges, dredger gauges, conveyor gauges, spinning
pipe gauges, and well-logging gauges.

Category 4 sources, if not safely managed or securely protected,
could possibly cause temporary injury to someone who handled
them or was otherwise in contact with or close to them for a
period of many weeks, though this is unlikely. It is very unlikely
anyone would be permanently injured by this amount of
radioactive material. These sources are typically used in fixed or
portable gauges, static eliminators, or low-dose brachytherapy.

Category 5 sources cannot cause permanent injury. They are
used in x-ray fluorescence devices and electron capture devices.

Only Categories 1 and 2 for radiation sources are defined by
NRC requirements

NRC Glossary

channel

An arrangement of components and modules as required to
generate a single protective action signal when required by a
generating station condition. A channel loses its identity where
single protective action signals are combined.

IEEE603

cladding

The thin-walled metal tube that forms the outer jacket of a nuclear
fuel rod. It prevents corrosion of the fuel by the coolant and the

NRC Glossary
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Definition

Source

release of fission products into the coolant. Aluminum, stainless
steel, and zirconium alloys are common cladding materials.

claim

A claim is a true/false statement about a property of a particular
object.

Developments of
this research

classie

The safety classification of the electric equipment and systems
that are essential to emergency reactor shutdown, containment
isolation, reactor core cooling, and containment and reactor heat
removal, or are otherwise essential in preventing significant
release of radioactive material to the environment. NOTE—Users
of this standard are advised that Class 1E is a functional term.
Equipment and systems are to be classified Class 1E only if they
fulfill the functions listed in the definition. Identification of systems
or equipment as Class 1E based on anything other than their
function is an improper use of the term and should be avoided.

IEEE603

code

A set of written instructions in a programming language that
implements system functionality

ISO/IEC/IEEE 15288

cold shutdown

The term used to define a reactor coolant system at atmospheric
pressure and at a temperature below 200 degrees Fahrenheit
following a reactor cooldown.

NRC Glossary

common cause
failure

Loss of function to multiple structures, systems, or components
due to a shared root cause components.

IEEE603

compliance Adherence to a validated standard or set of requirements ISO/IEC/IEEE 15288
components Discrete items from which a system is assembled. NOTE— IEEE603
Examples of components are: wires, transistors, switches,
motors, relays, solenoids, pipes, fittings, pumps, tanks, valves,
computer programs, computer hardware, or computer firmware.
components Distinct parts or modules that together form the system’s ISO/IEC/IEEE 15288
architecture
condensate Water that has been produced by the cooling of steam in a NRC Glossary
condenser.
condenser A large heat exchanger designed to cool exhaust steam from a NRC Glossary

turbine below the boiling point so that it can be returned to the
heat source as water. In a pressurized-water reactor, the water is
returned to the steam generator. In a boiling-water reactor, it
returns to the reactor core. The heat removed from the steam by
the condenser is transferred to a circulating water system and is
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Definition

Source

exhausted to the environment, either through a cooling tower or
directly into a body of water.

confidentiality

Ensuring that information is accessible only to those with proper
authorization

ISO/IEC/IEEE 15288

constructing/con
struction

For the purposes of § 50.55(e), the analysis, design,
manufacture, fabrication, quality assurance, placement, erection,
installation, modification, inspection, or testing of a facility or
activity which is subject to the regulations in this part and
consulting services related to the facility or activity that are safety
related.

10 CFR 50.2

containment
building

The air-tight building, which houses a nuclear reactor and its
pressurizer, reactor coolant pumps, steam generator, and other
equipment or piping that might otherwise release fission products
to the atmosphere in the event of an accident. Such buildings are
usually made of steel-reinforced concrete.

NRC Glossary

containment
structure

A gas-tight shell or other enclosure around a nuclear reactor to
confine fission products that otherwise might be released to the
atmosphere in the event of an accident. Such enclosures are
usually dome-shaped and made of steel-reinforced concrete.

NRC Glossary

contamination

Undesirable radiological or chemical material (with a potentially
harmful effect) that is either airborne or deposited in (or on the
surface of) structures, objects, soil, water, or living organisms.

NRC Glossary

control rod

Arod, plate, or tube containing a material such as hafnium,
boron, etc., used to control the power of a nuclear reactor. By
absorbing neutrons, a control rod prevents the neutrons from
causing further fissions.

NRC Glossary

control room

The area in a nuclear power plant from which most of the plant's
power production and emergency safety equipment can be
operated by remote control.

NRC Glossary

controlled area

At a nuclear facility, an area outside a restricted area but within
the site boundary, to which the licensee can limit access for any
reason.

NRC Glossary

coolant

A substance circulated through a nuclear reactor to remove or
transfer heat. The most commonly used coolant in the United
States is water. Other coolants include heavy water, air, carbon
dioxide, helium, liquid sodium, and a sodium-potassium alloy.

NRC Glossary
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Definition

Source

cooldown

The gradual decrease in reactor fuel rod temperature caused by
the removal of heat from the reactor coolant system after the
reactor has been shutdown.

NRC Glossary

cooling tower

A heat exchanger designed to aid in the cooling of water that was
used to cool exhaust steam exiting the turbines of a power plant.

Cooling towers transfer exhaust heat into the air instead of into a

body of water.

NRC Glossary

core

The central portion of a nuclear reactor, which contains the fuel
assemblies, moderator, neutron poisons, control rods, and
support structures. The reactor core is where fission takes place.

NRC Glossary

core damage
frequency

CDF is the frequency of the combinations of initiating events,
hardware failures, and human errors leading to core uncovery
with reflooding of the core not imminent.

SRM-SECY-98-144

core damage

An expression of the likelihood that, given the way a reactor is

NRC Glossary

frequency designed and operated, an accident could cause the fuel in the

reactor to be damaged.
correctly Requirements realized in a system’s design and code in an ISO/IEC/IEEE 15288
implemented accurate and verifiable manner

requirements

critical mass

The smallest mass of fissionable material that will support a self-
sustaining chain reaction.

NRC Glossary

critical organ

That part of the body that is most susceptible to radiation damage
under the specific conditions under consideration.

NRC Glossary

criticality

The condition involving fission of nuclear materials when the
number of neutrons produced equals or exceeds the nuclear
containment. During normal reactor operations, nuclear fuel
sustains a fission chain reaction or criticality. A reactor achieves
criticality (and is said to be critical) when each fission event
releases a sufficient number of neutrons to sustain an ongoing
series of reactions.

NRC Glossary

cumulative dose

The total dose that an occupationally exposed worker receives as
a result of repeated exposures to ionizing radiation to to the same
portion of the body, or to the whole body, over time. For additional
detail, see Information for Radiation Workers.

NRC Glossary

decay heat

The heat produced by the decay of radioactive fission products
after a reactor has been shut down.

NRC Glossary
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decay,
radioactive

The spontaneous transformation of one radioisotope into one or
more different isotopes (known as "decay products" or "daughter
products"), accompanied by a decrease in radioactivity
(compared to the parent material). This transformation takes
place over a defined period of time (known as a "half-life"), as a
result of electron capture; fission; or the emission of alpha
particles, beta particles, or photons (gamma radiation or x-rays)
from the nucleus of an unstable atom. Each isotope in the
sequence (known as a "decay chain") decays to the next until it
forms a stable, less energetic end product. In addition,
radioactive decay may refer to gamma-ray and conversion
electron emission, which only reduces the excitation energy of
the nucleus.

NRC Glossary

Decommission-
ing

The process of safely closing a nuclear power plant (or other
facility where nuclear materials are handled) to retire it from
service after its useful life has ended. This process primarily
involves decontaminating the facility to reduce residual
radioactivity and then releasing the property for unrestricted or
(under certain conditions) restricted use. This often includes
dismantling the facility or dedicating it to other purposes. See
SAFSTOR. For additional information, see Decommissioning of
Nuclear Facilities and Find Sites Undergoing Decommissioning.

NRC Glossary

DECON

A phase of reactor decommissioning in which structures,
systems, and components that contain radioactive contamination
are removed from a site and safely disposed of at a commercially
operated low-level waste disposal facility or decontaminated to a
level that permits the site to be released for unrestricted use.

NRC Glossary

decontamination

A process used to reduce, remove, or neutralize radiological or
chemical contamination to reduce the risk of exposure.
Decontamination may be accomplished by cleaning or treating
surfaces to reduce or remove the contamination, filtering
contaminated air or water, or subjecting contamination to
evaporation and precipitation. The process can also simply allow
adequate time for radioactive decay to decrease the radioactivity.

NRC Glossary

deep-dose The external whole-body exposure dose equivalent at a tissue NRC Glossary

equivalent depth of 1 cm (1000 mg/cm2). For further information, see

(DDE) Measuring Radiation.

defeater Potential flaws in the case that can refute or undermine its line of | Developments of
reasoning: it attacks the justification being made by identifying this research
possible problems with the claims, arguments or evidence that
make up the case.

defect For the purposes of § 50.55(e) of this chapter: 10 CFR 50.2
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(1) A deviation in a basic component delivered to a purchaser for
use in a facility or activity subject to a construction permit under
this part, if on the basis of an evaluation, the deviation could
create a substantial safety hazard; or

(2) The installation, use, or operation of a basic component
containing, a defect as defined in paragraph (1) of this definition;
or

(3) A deviation in a portion of a facility subject to the construction
permit of this part provided the deviation could, on the basis of an
evaluation, create a substantial safety hazard.

defense in
depth

An approach to designing and operating nuclear facilities that
prevents and mitigates accidents that release radiation or
hazardous materials. The key is creating multiple independent
and redundant layers of defense to compensate for potential
human and mechanical failures so that no single layer, no matter
how robust, is exclusively relied upon. Defense in depth includes
the use of access controls, physical barriers, redundant and

diverse key safety functions, and emergency response measures.

NRC Glossary

defense-in-
depth

An element of the NRC’s Safety Philosophy that employs
successive compensatory measures to prevent accidents or
mitigate damage if a malfunction, accident, or naturally caused
event occurs at a nuclear facility. The defense-in-depth
philosophy ensures that safety will not be wholly dependent on
any single element of the design, construction, maintenance, or
operation of a nuclear facility. The net effect of incorporating
defense-in-depth into design, construction, maintenance, and
operation is that the facility or system in question tends to be
more tolerant of failures and external challenges.

SRM-SECY-98-144

departure from
nuclear boiling
ratio (DNBR)

The ratio of the heat flux needed to cause departure from
nucleate boiling to the actual local heat flux of a fuel rod.

NRC Glossary

departure from
nucleate boiling
(DNB)

The point at which the heat transfer from a fuel rod rapidly
decreases due to the insulating effect of a steam blanket that
forms on the rod surface when the temperature continues to
increase.

NRC Glossary

dependability

Attributes such as reliability, availability, maintainability, and

ISO/IEC/IEEE 15288

attributes safety that indicate a system’s dependability
depleted Uranium with a percentage of uranium-235 lower than the 0.7 NRC Glossary
uranium percent (by mass) contained in natural uranium. Depleted

uranium is the byproduct of the uranium enrichment process.
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Depleted uranium can be blended with highly enriched uranium,
such as that from weapons, to make reactor fuel.
derived air The concentration of a given radionuclide in air which, if breathed | NRC Glossary
concentration by the reference man for a working year of 2,000 hours under
(DAC) conditions of light work (with an inhalation rate of 1.2 cubic
meters of air per hour), results in an intake of one annual limit on
intake (ALI). Established DAC values are given in Table 1,
Column 3, of Appendix B to Title 10, Part 20, of the Code of
Federal Regulations (10 CFR Part 20), "Standards for Protection
Against Radiation."
derived air The product of the concentration of radioactive material in air NRC Glossary
concentration- (expressed as a fraction or multiple of the derived air
hour (DAC- concentration for each radionuclide) and the time of exposure to
hour) that radionuclide, in hours. A licensee may take 2,000 DAC-hours
to represent one annual limit on intake (ALI), equivalent to a
committed effective dose equivalent of 5 rems (0.05 Sv).
derived Requirements that emerge from the decomposition of higher-level | ISO/IEC/IEEE 15288

requirements

requirements, reflecting design decisions or implementation
details

design bases

That information which identifies the specific functions to be
performed by a structure, system, or component of a facility, and
the specific values or ranges of values chosen for controlling
parameters as reference bounds for design. These values may
be (1) restraints derived from generally accepted "state of the art"
practices for achieving functional goals, or (2) requirements
derived from analysis (based on calculation and/or experiments)
of the effects of a postulated accident for which a structure,
system, or component must meet its functional goals.

10 CFR 50.2

design basis
events

Postulated events used in the design to establish the acceptable
performance requirements for the structures, systems, and
components.

IEEE603

design basis
threat

An assumed level of threat used to design and evaluate security
measures for nuclear or high-risk facilities

IAEA Nuclear
Security Series
Publications

design
certification

Certification and approval by the NRC of a standard nuclear
power plant design independent of a specific site or an
application to construct or operate a plant. A design certification is
valid for 15 years from the date of issuance but can be renewed
for an additional 10 to 15 years.

NRC Glossary
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design-basis A postulated accident that a nuclear facility must be designed and | NRC Glossary
accident built to withstand without loss to the systems, structures, and

components necessary to ensure public health and safety.
design-basis Earthquakes, tornadoes, hurricanes, floods, etc., that a nuclear NRC Glossary
phenomena facility must be designed and built to withstand without loss of

systems, structures, and components necessary to ensure public

health and safety.
design-basis A description of the type, composition, and capabilities of an NRC Glossary
threat (DBT) adversary, against which a security system is designed to protect.

The NRC uses the DBT as a basis for designing safeguards

systems to protect against acts of radiological sabotage and to

prevent the theft of special nuclear material. Certain nuclear

facility licensees are required to defend against the DBT.
detectable Failures that can be identified through periodic testing or that can | IEEE603
failures be revealed by alarm or anomalous indication. Component

failures that are detected at the channel, division, or system level

are detectable failures. NOTE—Identifiable, but nondetectable,

failures are failures identified by analysis that cannot be detected

through periodic testing or revealed by alarm or anomalous

indication. Refer to IEEE Std 379.
detector A material or device that is sensitive to ionizing radiation and can | NRC Glossary

display its characteristics and/or produce a signal suitable for
measurement or analysis. See also radiation detection
instrument.

deterministic
(probabilistic)

Consistent with the principles of "determinism," which hold that
specific causes completely and certainly determine effects of all
sorts. As applied in nuclear technology, it generally deals with
evaluating the safety of a nuclear power plant in terms of the
consequences of a predetermined bounding subset of accident
sequences. The term "probabilistic" is associated with an
evaluation that explicitly accounts for the likelihood and
consequences of possible accident sequences in an integrated
fashion.

NRC Glossary

deterministic
and probabilistic
analyses

All safety regulation ultimately is concerned with risk and
addresses the three questions discussed in "Risk". In practice,
NRC addresses these three questions through the body of
regulations, guidance, and license conditions that it uses to
regulate the many activities under its jurisdiction. The current
body of regulations, guidance and license conditions is based
largely on deterministic analyses and is implemented by
prescriptive requirements.

The deterministic approach to regulation establishes
requirements for engineering margin and for quality assurance in

SRM-SECY-98-144
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design, manufacture, and construction. In addition, it assumes
that adverse conditions can exist and establishes a specific set of
design basis events (i.e., what can go wrong?). The deterministic
approach involves implied, but unquantified, elements of
probability in the selection of the specific accidents to be
analyzed as design basis events. It then requires that the design
include safety systems capable of preventing and/or mitigating
the consequences (i.e., what are the consequences?) of those
design basis events in order to protect public health and safety.
Thus, a deterministic analysis explicitly addresses only two
questions of the risk triplet. In addition, traditional regulatory
analyses do not integrate results in a comprehensive manner to
assess the overall safety impact of postulated initiating events.
PRA and other risk assessment methods considers risk (i.e., all
three questions) in a more coherent, explicit, and quantitative
manner. Risk assessment methodology examines systems and
their interactions in a integrated, comprehensive manner.
Probabilistic analysis explicitly addresses a broad spectrum of
initiating events and their event frequency. It then analyzes the
consequences of those event scenarios and weights the
consequences by the frequency, thus giving a measure of risk.
Since risk assessment methods were first used to gain a better
understanding of the risk associated with some of the activities
and facilities that the NRC regulates, substantial event data and
increased sophistication and experience in the use of certain risk
assessment methods (e.g., Probabilistic Risk Assessment (PRA),
Integrated Safety Assessment (ISA), and Performance
Assessment (PA)) have been acquired. Accordingly, there is now
the opportunity to enhance the traditional approach by more
explicitly addressing risk and incorporating the insights thus
gained. While the traditional deterministic approach to regulation
has been successful in ensuring no undue risk to public health
and safety in the use of nuclear materials, opportunities for
improvement exist. Given the broad spectrum of equipment and
activities covered, the regulations can be strengthened and
resources can be allocated to ensure that they are focused on the
most risk-significant equipment and activities, and to ensure a
consistent and coherent framework for regulatory decision-
making. The different “risk-informed” and/or “performance-based”
approaches to regulation, if properly applied singly or in
combination, would provide such a framework.

deterministic
behavior

Characteristic of a system or component, such that any given
input sequence that is within the specifications of the item always
produces the same outputs.

IEEE603

deterministic
effect

The health effects of radiation, the severity of which varies with
the dose and for which a threshold is believed to exist. Radiation-
induced cataract formation is an example of a deterministic effect
(also called a non-stochastic effect) (see 10 CFR 20.1003).

NRC Glossary
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deterministic
timing

Characteristic of a system or component, such that the time delay
between the stimulus and response has a guaranteed specified
maximum and minimum value.

IEEE603

deuterium

An isotope of hydrogen with one proton and one neutron in the
nucleus.

NRC Glossary

deuteron

The nucleus of deuterium. It contains one proton and one
neutron. See also Heavy water (D20).

NRC Glossary

deviation

for the purposes of § 50.55(e) of this chapter, a departure from
the technical or quality assurance requirements defined in
procurement documents, safety analysis report, construction
permit, or other documents provided for basic components
installed in a facility subject to the regulations of this part.

10 CFR 50.2

differential
pressure (dp or
dP)

The difference in pressure between two points of a system, such
as between the inlet and outlet of a pump.

NRC Glossary

discovery

For the purposes of § 50.55(e) of this chapter, the completion of
the documentation first identifying the existence of a deviation or
failure to comply potentially associated with a substantial safety
hazard within the evaluation procedures discussed in §
50.55(e)(1).

10 CFR 50.2

diversity

A principle in instrumentation systems of sensing different
parameters, using different technologies, using different logic or
algorithms, or using different actuation means to provide several
ways of detecting and responding to a significant event. Diversity
is complementary to the principle of defense-in-depth and
increases the chances that defenses at a particular level or depth
will be actuated when needed.

IEEE603

division

The designation applied to a given system or set of components
that enables the establishment and maintenance of physical,
electrical, and functional independence from other redundant sets
of components. NOTE—A division can have one or more
channels.

IEEE603

doppler
coefficient

Another name used for the "fuel temperature coefficient of
reactivity," or the change in reactivity per degree of change in the
temperature of nuclear fuel. The physical property of fuel pellet
material (uranium-238) that causes the uranium to absorb more
neutrons away from the fission process as fuel pellet temperature
increases. This acts to stabilize power reactor operations.

NRC Glossary
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dose (radiation)

The National Council on Radiation Protection and Measurements
estimates that an average person in the United States receives a
total annual dose of about 0.62 rem (620 millirem or 6.2
millisieverts) from all radiation sources, a level that has not been
shown to cause humans any harm. Of this total, natural
background sources of radiation including radon and thoron gas,
natural radiation from soil and rocks, radiation from space, and
radiation sources that are found naturally within the human body
account for about 50 percent. Medical procedures such as
computed tomography (CT) scans and nuclear medicine account
for about another 48 percent. Other small contributors of
exposure to the U.S. population include consumer products and
activities, industrial and research uses, and occupational tasks.
The maximum permissible yearly dose for a person working with
or around nuclear material is 5 rem (50 millisieverts).

NRC Glossary

dose equivalent

A measure of the biological damage to living tissue as a result of
radiation exposure. Also known as the " biological dose", the
dose equivalent is calculated as the product of absorbed dose in
tissue multiplied by a quality factor and then sometimes multiplied
by other necessary modifying factors at the location of interest.
The dose equivalent is expressed numerically in rems or sieverts
(Sv) (see 10 CFR 20.1003). For additional information, see
Doses in Our Daily Lives and Measuring Radiation.

NRC Glossary

dose rate

The dose of ionizing radiation delivered per unit time. For
example, rems or sieverts (Sv) per hour.

NRC Glossary

dose, absorbed

The amount of energy absorbed by an object or person per unit
mass. Known as the "absorbed dose," this reflects the amount of
energy that ionizing radiation sources deposit in materials
through which they pass, and is measured in units of radiation-
absorbed dose (rad). The related international system unit is the
gray (Gy), where 1 Gy is equivalent to 100 rad. For additional
information, see Doses in Our Daily Lives and Measuring
Radiation.

NRC Glossary

dosimeter

A small portable instrument (such as a film badge,
thermoluminescent dosimeter, or pocket dosimeter) used to
measure and record the total accumulated personal dose of
ionizing radiation. For additional information, see Detecting
Radiation.

NRC Glossary

dosimetry

The theory and application of the principles and techniques
involved in measuring and recording doses of ionizing radiation.

NRC Glossary

dry cask storage

A method for storing spent nuclear fuel in special containers
known as casks. After fuel has been cooled in a spent fuel pool
for at least 1 year, dry cask storage allows spent fuel assemblies

NRC Glossary
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to be sealed in casks or canisters and surrounded by inert gas.
They are welded or bolted closed, and each is surrounded by
steel, concrete, lead, or other material to provide leak-tight
containment and radiation shielding. The casks may store the fuel
horizontally or vertically in concrete vaults or on concrete pads.

drywell

The containment structure enclosing the vessel and recirculation
system of a boiling-water reactor. The drywell provides both a
pressure suppression system and a fission product barrier under
accident conditions. For related information, see Boiling-Water
Reactors.

NRC Glossary

early site permit
(ESP)

A permit granted by the NRC to approve one or more proposed
sites for a nuclear power facility, independent of a specific nuclear
plant design or an application for a construction permit or
combined license. An ESP is valid for 10 to 20 years but can be
renewed for an additional 10 to 20 years.

NRC Glossary

earthquake,
operating basis

An earthquake that could be expected to affect the site of a
nuclear reactor, but for which the plant's power production
equipment is designed to remain functional without undue risk to
public health and safety.

NRC Glossary

effective dose
equivalent

The sum of the products of the dose equivalent to the organ or
tissue (HT) and the weighting factors (WT) applicable to each of
the body organs or tissues that are irradiated (HE = IEWTHT).

NRC Glossary

effective half-life

The time required for the activity of a particular radioisotope
deposited in a living organism, such as a human or an animal, to
be reduced by 50 percent as a result of the combined action of
radioactive decay and biological elimination. Effective half-life is
related to, but different from, the radiological half-life and the
biological half-life.

NRC Glossary

efficiency, plant

The percentage of the total energy content of a power plant's fuel
that is converted into electricity. The remaining energy is lost to
the environment as heat.

NRC Glossary

electric power
grid

A system of synchronized power providers and consumers,
connected by transmission and distribution lines and operated by
one or more control centers. In the continental United States, the
electric power grid consists of three systems: the Eastern
Interconnect, the Western Interconnect, and the Texas
Interconnect. In Alaska and Hawaii, several systems encompass
areas smaller than the State.

NRC Glossary

electric utility

A corporation, agency, authority, person, or other legal entity that
owns and/or operates facilities within the United States, its
territories, or Puerto Rico for the generation, transmission,

NRC Glossary
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distribution, or sale of electric power (primarily for use by the
public). Facilities that qualify as cogenerators or small power
producers under the Public Utility Regulatory Policies Act
(PURPA) are not considered electric utilities.

electric utility

Any entity that generates or distributes electricity and which
recovers the cost of this electricity, either directly or indirectly,
through rates established by the entity itself or by a separate
regulatory authority. Investor-owned utilities, including generation
or distribution subsidiaries, public utility districts, municipalities,
rural electric cooperatives, and State and Federal agencies,
including associations of any of the foregoing, are included within
the meaning of "electric utility."

10 CFR 50.2

electrical
generator

An electromagnetic device that converts mechanical (rotational)
energy into electrical energy. Most large electrical generators are
driven by steam or water turbine systems.

NRC Glossary

electromagnetic
radiation

A traveling wave motion resulting from changing electric or
magnetic fields. Familiar electromagnetic radiation range from x-
rays (and gamma rays) of short wavelength, through the
ultraviolet, visible, and infrared regions, to radar and radio waves
of relatively long wavelength.

NRC Glossary

electron

An elementary particle with a negative charge and a mass 1/1837
that of a proton. Electrons surround the positively charged
nucleus of an atom, and determine its chemical properties.

NRC Glossary

element

One of the 103 known chemical substances that cannot be
broken down further without changing its chemical properties.
Some examples include hydrogen, nitrogen, gold, lead, and
uranium. See the periodic table of elements.

NRC Glossary

emergency
classifications

Sets of plant conditions that indicate various levels of risk to the
public and that might require response by an offsite emergency
response organization to protect citizens near the site. The four
emergency classification levels used for commercial nuclear
power plants, in ascending order of severity, are: Notification of
Unusual Event, Alert, Site Area Emergency, and General
Emergency.

NRC Glossary

emergency core
cooling systems
(ECCS)

Reactor system components (pumps, valves, heat exchangers,
tanks, and piping) that are specifically designed to remove
residual heat from the reactor fuel rods in the event of a failure of
the normal core cooling system (reactor coolant system).

NRC Glossary

emergency
feedwater

Another name for auxiliary feedwater.

NRC Glossary
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emergency Atelephone system used by the NRC to receive natifications of NRC Glossary
notification significant nuclear events with an actual or potential effect on the
system health and safety of the public and the environment. Significant

events are reported to the NRC by licensees, Agreement States,

other Federal agencies, the public, and other countries.
emergency The programs, plans, training, exercises, and resources used to NRC Glossary
preparedness prepare for and rapidly identify, evaluate, and respond to
(EP) emergencies, including those arising from terrorism or natural

events such as hurricanes. EP strives to ensure that operators of

nuclear power plants and certain fuel cycle facilities can

implement measures to protect public health and safety in the

event of a radiological emergency. Licensees that operate certain

nuclear facilities, such as nuclear power plants, must develop and

maintain EP plans that meet NRC requirements. For further

detail, see Emergency Preparedness and

Response and Backgrounder on Emergency Preparedness at

Nuclear Power Plants.
enrichment See Uranium enrichment. NRC Glossary
entomb A method of decommissioning, in which radioactive contaminants | NRC Glossary

are encased in a structurally long-lived material, such as
concrete. The entombed structure is maintained and surveillance
is continued until the entombed radioactive waste decays to a
level permitting termination of the license and unrestricted
release of the property. During the entombment period, the
licensee maintains the license previously issued by the NRC. For
further information, see the Fact Sheet on Decommissioning
Nuclear Power Plants.

environmental

A process for ensuring that equipment will be capable of

NRC Glossary

qualification withstanding the ambient conditions that could exist when the
specific function to be performed by the equipment is actually
called upon to be performed under accident conditions.
epistemic A type of uncertainty that is due to lack of knowledge. NRC Glossary
evaluation For the purposes of § 50.55(e) of this chapter, the process of 10 CFR 50.2
determining whether a particular deviation could create a
substantial safety hazard or determining whether a failure to
comply is associated with a substantial safety hazard.
event An automated event tracking system used internally by the NRC's | NRC Glossary
notification Headquarters Operations Center to track incoming notifications of
system significant nuclear events with an actual or potential effect on the

health and safety of the public and the environment. Significant
events are reported to the Operations Center by the NRC's
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licensees, Agreement States, other Federal agencies, the public,
and other stakeholders.

event tree

An event tree graphically represents the various accident
scenarios that can occur as a result of an initiating event (i.e., a
challenge to plant operation). Toward that end, an event tree
starts with an initiating event and develops scenarios, or
sequences, based on whether a plant system succeeds or fails in
performing its function. The event tree then considers all of the
related systems that could respond to an initiating event, until the
sequence ends in either a safe recovery or reactor core damage.
For additional information, see Probabilistic Risk Assessment.

NRC Glossary

evidence

Artifact that establishes facts that can be trusted and lead directly
to a claim.

Developments of
this research

exclusion area

The area surrounding the reactor where the reactor licensee has
the authority to determine all activities, including exclusion or
removal of personnel and property.

NRC Glossary

exclusion area

That area surrounding the reactor, in which the reactor licensee
has the authority to determine all activities including exclusion or
removal of personnel and property from the area. This area may
be traversed by a highway, railroad, or waterway, provided these
are not so close to the facility as to interfere with normal
operations of the facility and provided appropriate and effective
arrangements are made to control traffic on the highway, railroad,
or waterway, in case of emergency, to protect the public health
and safety. Residence within the exclusion area shall normally be
prohibited. In any event, residents shall be subject to ready
removal in case of necessity. Activities unrelated to operation of
the reactor may be permitted in an exclusion area under
appropriate limitations, provided that no significant hazards to the
public health and safety will result.

10 CFR 50.2

excursion

A sudden, very rapid rise in the power level of a reactor caused
by supercriticality. Excursions are usually quickly suppressed by
the moderator temperature coefficient, the fuel temperature
coefficient, or the void coefficient of reactivity (depending upon
reactor design), or by rapid insertion of control rods.

NRC Glossary

execute
features

The electrical and mechanical equipment and interconnections
that perform a function, associated directly or indirectly with a
safety function, upon receipt of a signal from the sense and
command features. The scope of the execute features extends
from the sense and command features output to and including
the actuated equipment-to-process coupling. NOTE—In some
instances, protective actions may be performed by execute

IEEE603
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features that respond directly to the process conditions (for
example, check valves, self-actuating relief valves).

exposure

Absorption of ionizing radiation or the amount of a hazardous
substance that has been ingested, inhaled, or in contact with the
skin. Acute exposure occurs over a short period of time. Chronic
exposure is exposure received over a long period of time, such
as during a lifetime. See Occupational dose.

NRC Glossary

external
radiation

Exposure to ionizing radiation when the radiation source is
located outside the body.

NRC Glossary

extremities

The hands, forearms, elbows, feet, knees, leg below the knees,
and ankles. Permissible radiation exposures in these regions are
generally greater than those for whole body exposure because
the extremities contain fewer blood-forming organs and have
smaller volumes for energy absorption. (See 10 CFR 20.1003.)

NRC Glossary

fast fission

Fission of a "heavy" atom (such as uranium-238) when it absorbs
a fast (high energy) neutron. All fissionable materials can fission
with fast neutrons. However, some (such as uranium-235 and
Plutonium-239) fission more readily with slow (thermal) neutrons.

NRC Glossary

fast neutron

A neutron with kinetic energy greater than its surroundings when
released during fission.

NRC Glossary

fatigue

A degradation mechanism caused by the simultaneous action of
cyclic, tensile stress. Fatigue may culminate in crack initiation and
growth that may cause fracture after enough cycles.

NRC Glossary

fault tree

A fault tree identifies all of the pathways that lead to a system
failure. Toward that end, the fault tree starts with the top event, as
defined by the event tree, and identifies (using the AND, OR, M
out of N logic connectors) what equipment and operator actions,
if failed, would prevent successful operation of the system. All
components and operator actions that are necessary for system
function are considered. Thus, the fault tree is developed to a
point where data are available for the failure rate of the modeled
component or operator action. For additional information, see
Probabilistic Risk Assessment.

NRC Glossary

feedwater

Water supplied to the reactor pressure vessel in a boiling-water
reactor (BWR) or the steam generator in a pressurized-water
reactor (PWR) that removes heat from the reactor fuel rods by
boiling and becoming steam. The steam becomes the driving
force for the plant's turbine generator.

NRC Glossary
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fertile material

A material, which is not itself fissile (fissionable by thermal
neutrons), that can be converted into a fissile material by
irradiation in a reactor. There are two basic fertile materials:
uranium-238 and thorium-232. When these fertile materials
capture neutrons, they are converted into fissile plutonium-239
and uranium-233, respectively.

NRC Glossary

film badge

Photographic film used to measure exposure to ionizing radiation
for purposes of personnel monitoring. The film badge may
contain two or three films of differing sensitivities, and it may also
contain a filter that shields part of the film from certain types of
radiation.

NRC Glossary

fissile material

A nuclide that is capable of undergoing fission after capturing low-
energy thermal (slow) neutrons. Although sometimes used as a
synonym for fissionable material, this term has acquired its more-
restrictive interpretation with the limitation that the nuclide must
be fissionable by thermal neutrons. With that interpretation, the
three primary fissile materials are uranium-233, uranium-235, and
plutonium-239. This definition excludes natural uranium and
depleted uranium that have not been irradiated, or have only
been irradiated in thermal reactors.

NRC Glossary

fission
(fissioning)

The splitting of an atom, which releases a considerable amount of
energy (usually in the form of heat) that can be used to produce
electricity. Fission may be spontaneous, but is usually caused by
the nucleus of an atom becoming unstable (or "heavy") after
capturing or absorbing a neutron. During fission, the heavy
nucleus splits into roughly equal parts, producing the nuclei of at
least two lighter elements. In addition to energy, this reaction
usually releases gamma radiation and two or more daughter
neutrons.

NRC Glossary

fission gases

Those fission products that exist in the gaseous state. In nuclear
power reactors, this includes primarily the noble gases, such as
krypton and xenon.

NRC Glossary

fission products

The nuclei (fission fragments) formed by the fission of heavy
elements, plus the nuclide formed by the fission fragments'
radioactive decay.

NRC Glossary

fissionable
material

A nuclide that is capable of undergoing fission after capturing
either high-energy (fast) neutrons or low-energy thermal (slow)
neutrons. Although formerly used as a synonym for fissile
material, fissionable materials also include those (such as
uranium-238) that can be fissioned only with high-energy
neutrons. As a result, fissile materials (such as uranium-235) are
a subset of fissionable materials.

NRC Glossary
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Uranium-235 fissions with low-energy thermal neutrons because
the binding energy resulting from the absorption of a neutron is
greater than the critical energy required for fission; therefore
uranium-235 is a fissile material. By contrast, the binding energy
released by uranium-238 absorbing a thermal neutron is less
than the critical energy, so the neutron must possess additional
energy for fission to be possible. Consequently, uranium-238 is a
fissionable material.

fitness-for-
purpose

The degree to which a system is appropriate for its intended
use—ensuring stakeholder needs are met

ISO/IEC/IEEE 15288

flux

A term applied to the amount of some type of particle (neutrons,
alpha particles, etc.) or energy (photons, heat, etc.) crossing a
unit area per unit time. The unit of flux is the number of particles,
energy, etc., per square centimeter per second.

NRC Glossary

formal
requirements

Precisely specified and unambiguously defined functions or
behaviors—often expressed using formal methods—to avoid
misinterpretation

ISO/IEC/IEEE 15288

formula quantity

Strategic Special nuclear material, in any combination, in a
quantity of 5000 grams or more computed by the formula, grams
= (grams contained U-235) + 2.5 (grams U-233 + grams
plutonium). This class of material is sometimes referred to as a
Category | quantity of material (see 10 CFR 70.4).

NRC Glossary

fuel assembly
(fuel bundle,
fuel element)

A structured group of fuel rods (long, slender, metal tubes
containing pellets of fissionable material, which provide fuel for
nuclear reactors). Depending on the design, each reactor core
may have dozens of fuel assemblies (also known as fuel
bundles), each of which contains dozens of fuel rods.

NRC Glossary

fuel cycle

The series of steps involved in supplying fuel for nuclear power
reactors. The uranium fuel cycle includes the following:

uranium recovery to extract and concentrate the uranium
to produce yellowcake

conversion of yellowcake into uranium hexafluoride
(UF6)

enrichment to increase the concentration of uranium in
UF6

fuel fabrication to convert enriched UF6 into fuel for
nuclear reactors

use of the fuel in reactors (nuclear power research or
naval propulsion) interim storage of spent nuclear fuel

NRC Glossary
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reprocessing of spent fuel to recover the fissionable
material remaining in the spent fuel (currently not done in
the United States)

final disposition of high-level radioactive waste (HLW)

transportation of the uranium in all forms, including spent
fuel

The NRC regulates these processes.

The processing of reactor fuel to separate the unused
fissionable material from waste material.

Reprocessing extracts uranium and plutonium from
spent nuclear fuel so they can be used again as reactor
fuel.

Commercial reprocessing is not practiced in the United States,
although it has been in the past. However, DOE operates
reprocessing facilities at Hanford, WA, and Savannah River, SC,
for national defense purposes.

fuel
reprocessing
(recycling)

The processing of reactor fuel to separate the unused fissionable
material from waste material. Reprocessing extracts isotopes
from spent nuclear fuel so they can be used again as reactor fuel.
Commercial reprocessing is not practiced in the U.S., although it
has been practiced in the past. However, the U.S. Department of
Defense oversees reprocessing programs at DOE facilities such
as in Hanford, WA, and Savannah River, SC. These wastes as
well as those wastes at a formerly operating commercial
reprocessing facility at West Valley, NY, are not regulated by the
NRC. For related information, see High-Level Waste and Waste
Incidental to Reprocessing.

NRC Glossary

fuel rod

Along, slender, zirconium metal tube containing pellets of
fissionable material, which provide fuel for nuclear reactors. Fuel
rods are assembled into bundles called fuel assemblies, which
are loaded individually into the reactor core.

NRC Glossary

fuel temperature
coefficient of

The change in reactivity per degree of change in the temperature
of nuclear fuel. The physical property of fuel pellet material

NRC Glossary

reactivity (uranium-238) that causes the uranium to absorb more neutrons
away from the fission process as fuel pellet temperature
increases. This acts to stabilize power reactor operations. This
coefficient is also known as the Doppler coefficient.
full-time A human resources measurement equal to one staff person NRC Glossary
equivalent working full-time for one year.
(FTE)
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functional
requirements

Statements describing the functions or services a system is
required to perform

ISO/IEC/IEEE 15288

fusion reaction

A reaction in which at least one heavier, more stable nucleus is
produced from two lighter, less stable nuclei. Reactions of this
type are responsible for enormous release of energy, such as the
energy given off by stars.

NRC Glossary

future

The anticipated or projected operational condition of the system
as it evolves, as considered in systems engineering lifecycle
planning per ISO/IEC/IEEE 15288

ISO/IEC/IEEE 15288

gamma
radiation

High-energy, short-wavelength, electromagnetic radiation emitted
from the nucleus of an atom. Gamma radiation frequently
accompanies emissions of alpha particles and beta particles, and
always accompanies fission. Gamma rays are similar to x-rays,
but are very penetrating and are best stopped or shielded by
dense materials, such as lead or depleted uranium.

NRC Glossary

gap

The space inside a reactor fuel rod that exists between the fuel
pellet and the fuel rod cladding.

NRC Glossary

gas centrifuge

Uranium enrichment technology that uses many rotating cylinders
that are connected in long lines to increase the concentration of
uranium-235. Gas is placed in the cylinder, which spins at a high
speed, creating a strong centrifugal force. Heavier gas molecules
move to the cylinder wall, while lighter molecules collect near the
center. The stream, slightly enriched, is fed into the next cylinder.
The depleted stream is recycled back into the previous cylinder.
For additional information on facilities that were licensed but not
yet operational, see Gas Centrifuge Enrichment Facility
Licensing. The Fact Sheet on Uranium Enrichment provides
additional information on the process.

NRC Glossary

gas A way of separating chemical substances from a mixed sample NRC Glossary
chromatography | by passing the sample, carried by a moving stream of gas,

through a tube packed with a finely divided solid that may be

coated with a liquid film. Gas chromatography devices are used

to analyze air pollutants, blood alcohol content, essential oils, and

food products.
gas-cooled A nuclear reactor in which the coolant is a gas. NRC Glossary
reactor
gaseous A uranium enrichment process used to prepare uranium for use in | NRC Glossary
diffusion fabricating fuel for nuclear reactors by separating its isotopes (as

gases) based on their slight difference in velocity. (Lighter
isotopes diffuse faster through a porous membrane or vessel
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than do heavier isotopes.) This process involves filtering uranium
hexafluoride (UF6) gas to separate uranium-234 and uranium-
235 from uranium-238, in order to increase the percentage of
uranium-235 from 1 to 3 percent. The only gaseous diffusion
plant in operation in the United States is in Paducah, KY. A similar
plant near Piketon, OH, was closed in March 2001. Both plants
are leased by the United States Enrichment Corporation (USEC)
from the DOE and regulated by the NRC since March 4, 1997.
For additional information, see Gaseous Diffusion.

gaseous
diffusion plant

A facility where uranium hexafluoride gas is filtered. Uranium-235
is separated from uranium-238, increasing the percentage of
uranium-235 from 1 to about 3 percent. The process requires
enormous amounts of electric power. For additional detail, see
Gaseous diffusion.

NRC Glossary

gases

A substance possessing perfect molecular mobility and the
property of indefinite expansion, as opposed to a solid or liquid;
any such fluid or mixture of fluids other than air. Normally, these
formless substances completely fill the space, and take the shape
of, their container.

NRC Glossary

gauging devices

Devices used to measure, monitor, and control the thickness of
sheet metal, textiles, paper napkins, newspaper, plastics,
photographic film, and other products as they are manufactured.
Gauges mounted in fixed locations are designed for measuring or
controlling material density, flow, level, thickness, or weight. The
gauges contain sealed sources that radiate through the
substance being measured to a readout or controlling device.
Portable gauging devices, such as moisture density gauges, are
used at field locations. These gauges contain a gamma-emitting
sealed source, usually cesium-137, or a sealed neutron source,
usually americium-241 or beryllium. For additional detail, see
Gauging Devices.

NRC Glossary

geiger-mueller
counter

A radiation detection and measuring instrument. It consists of a
gas-filled tube containing electrodes, between which there is an
electrical voltage, but no current, flowing. When ionizing radiation
passes through the tube, a short, intense pulse of current passes
from the negative electrode to the positive electrode and is
measured or counted. The number of pulses per second
measures the intensity of the radiation field. It was named for
Hans Geiger and W. Mueller, who invented it in the 1920s. It is
sometimes called simply a Geiger counter or a G-M counter and
is the most commonly used portable radiation instrument. For
related information, see Detecting Radiation.

NRC Glossary

generation
(gross)

The total amount of electric energy produced by a generating
station as measured at the generator terminals.

NRC Glossary
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generation (net)

The gross amount of electric energy produced by a generating
station, minus the amount used to operate the station. Net
generation is usually measured in watthours (Wh).

NRC Glossary

generator The maximum amount of electric energy that a generator can NRC Glossary
capacity produce (from the mechanical energy of the turbine), adjusted for

ambient conditions. Generator capacity is commonly expressed

in megawatts (MW).
generator The maximum amount of electric energy that a generator can NRC Glossary
nameplate produce under specific conditions, as rated by the manufacturer.
capacity Generator nameplate capacity is usually expressed in kilovolt-

amperes (kVA) and kilowatts (kW), as indicated on a nameplate

that is physically attached to the generator.
geological An excavated, underground facility that is designed, constructed, | NRC Glossary
repository and operated for safe and secure permanent disposal of HLW. A

geological repository uses an engineered barrier system and a

portion of the site's natural geology, hydrology, and geochemical

systems to isolate the radioactivity of the waste. For further detail,

see High-Level Waste Disposal.
gigawatt (GW) A unit of power equivalent to one billion watts. NRC Glossary

gigawatthour
(GWh)

One billion watthours.

NRC Glossary

graphite

A form of carbon, similar to that used in pencils, used as a
moderator in some nuclear reactors.

NRC Glossary

gray (Gy)

One of the two units used to measure the amount of radiation
absorbed by an object or person, known as the "absorbed dose",
which reflects the amount of energy that radioactive sources (with
any type of ionizing radiation) deposit in materials (e.g., water,
tissue, air) through which they pass. One gray (Gy) is the
international system of units (Sl) equivalent of 100 rads, which is
equal to an absorbed dose of 1 Joule/kilogram. An absorbed
dose of 0.01 Gy means that 1 gram of material absorbed 100
ergs of energy (a small but measurable amount) as a result of
exposure to radiation. For additional information, see Doses in
Our Daily Lives and Measuring Radiation.

NRC Glossary

grid

See Electric Power Grid.

NRC Glossary

GSN

Goal Structuring Notation (GSN): An alternative SAC notation,
similar to CAE.

Developments of
this research
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half-life The time in which one half of the atoms of a particular radioactive | NRC Glossary
substance disintegrate into another nuclear form. Measured half-

lives vary from millionths of a second to billions of years. Also
called physical or radiological half-life.
half-life The time required for half the atoms of a particular radioisotope to | NRC Glossary

(radiological)

decay into another isotope. A specific half-life is a characteristic
property of each radioisotope. Measured half-lives range from
millionths of a second to billions of years, depending on the
stability of the nucleus. Radiological half-life is related to, but
different from, the biological half-life and the effective half-life.

half-life, The time required for the body to eliminate one half of the NRC Glossary
biological material taken in by natural biological means.

half-life, The time required for the activity of a particular radioisotope NRC Glossary
effective deposited in a living organism, such as a human or an animal, to

be reduced by 50 percent as a result of the combined action of
radioactive decay and biological elimination. Effective half-life is
related to, but different from, the radiological half-life and the
biological half-life.

half-thickness

Any given absorber that will reduce the intensity of an original
beam of ionizing radiation to one-half of its initial value.

NRC Glossary

hazards

Potential sources of harm or adverse effects that could impact
system operation

ISO/IEC/IEEE 15288

head, reactor
vessel

The removable top section of a reactor pressure vessel. It is
bolted in place during power operation and removed during
refueling to permit access of fuel handling equipment to the core.

NRC Glossary

health physics

The science concerned with recognizing and evaluating the
effects of ionizing radiation on the health and safety of people
and the environment, monitoring radiation exposure, and
controlling the associated health risks and environmental hazards
to permit the safe use of technologies that produce ionizing
radiation. For further information, see Frequently Asked
Questions About Health Physics Based on 10 CFR Part 20.

NRC Glossary

heap leach
recovery
process

A method for extracting uranium from ore. The ore is placed in
piles or heaps on top of liners. The liners prevent uranium and
other chemicals from moving into the ground. Sulfuric acid is
dripped onto the heap and dissolves uranium as it moves through
the ore. Uranium solution drains into collection basins, where it is
piped to a processing plant. At the plant, uranium is extracted,
concentrated, and dried to form yellowcake.

NRC Glossary
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highly enriched Fuel in which the weight percent of U-235 in the uranium is 20% 10 CFR 50.2
uranium (HEU) or greater. Target material, special instrumentation, or
fuel experimental devices using HEU are not included.
historical site The identification of potential, likely, or known sources of 10 CFR 50.2
assessment radioactive material and radioactive contamination based on

existing or derived information for the purpose of classifying a

facility or site, or parts thereof, as impacted or non-impacted.
impacted areas | The areas with some reasonable potential for residual 10 CFR 50.2

radioactivity in excess of natural background or fallout levels.

integrity The quality of being whole, undiminished, and accurate, ensuring | ISO/IEC/IEEE 15288
that evidence remains unaltered, as defined in ISO/IEC/IEEE
15288
large early LEREF is the frequency of those accidents leading to significant, SRM-SECY-98-144
release unmitigated releases from containment in a time-frame prior to
frequency effective evacuation of the close-in population such that there is a
potential for early health effects.
license Alicense, including a construction permit or operating license 10 CFR 50.2
under this part, an early site permit, combined license or
manufacturing license under part 52 of this chapter, or a renewed
license issued by the Commission under this part, part 52, or part
54 of this chapter.
licensee A person who is authorized to conduct activities under a license 10 CFR 50.2
issued by the Commission.
low enriched Fuel in which the weight percent of U-235 in the uranium is less 10 CFR 50.2
uranium (LEU) than 20%.
fuel
low population The area immediately surrounding the exclusion area which 10 CFR 50.2

zone

contains residents, the total number and density of which are
such that there is a reasonable probability that appropriate
protective measures could be taken in their behalf in the event of
a serious accident. These guides do not specify a permissible
population density or total population within this zone because
the situation may vary from case to case. Whether a specific
number of people can, for example, be evacuated from a specific
area, or instructed to take shelter, on a timely basis will depend
on many factors such as location, number and size of highways,
scope and extent of advance planning, and actual distribution of
residents within the area.
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maintenance Removal of the capability of a channel, component, or piece of IEEE603
bypass equipment to perform a protective action due to a requirement for

replacement, repair, test, or calibration. NOTE—A maintenance

bypass is not the same as an operating bypass. A maintenance

bypass may reduce the degree of redundancy of equipment, but

it does not result in the loss of a safety function.
major For a nuclear power reactor facility, any activity that results in 10 CFR 50.2
decommissionin | permanent removal of major radioactive components,
g activity permanently modifies the structure of the containment, or results

in dismantling components for shipment containing greater than

class C waste in accordance with § 61.55 of this chapter.
major For a nuclear power reactor facility, the reactor vessel and 10 CFR 50.2
radioactive internals, steam generators, pressurizers, large bore reactor
components coolant system piping, and other large components that are

radioactive to a comparable degree.
meets Satisfies or complies with the stipulated requirements to achieve ISO/IEC/IEEE 15288

intended functionality

model property

An abstract representation of a system’s behavior or
characteristics, used for analysis or design

ISO/IEC/IEEE 15288

module

Any assembly of interconnected components that constitutes an
identifiable device, instrument, or piece of equipment. A module
can be disconnected, removed as a unit, and replaced with a
spare. It has definable performance characteristics that permit it
to be tested as a unit. A module could be a card, a drawout circuit
breaker, or other subassembly of a larger device, provided it
meets the requirements of this definition.

IEEE603

node

An individual atomic element in a safety assurance case diagram.

Developments of
this research

non-impacted The areas with no reasonable potential for residual radioactivity in | 10 CFR 50.2
areas excess of natural background or fallout levels.

non-light-water a nuclear power reactor using a coolant other than light water. 10 CFR 50.2
reactor

non-power S production or utilization facility, licensed under § 50.21(a) or (c), | 10 CFR 50.2

production or
utilization facility

or § 50.22, as applicable, that is not a nuclear power reactor or a
production facility as defined under paragraphs (1) and (2) of the
definition of Production facility in this section.
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non-power A research or test reactor licensed under §§ 50.21(c) or 50.22 of 10 CFR 50.2
reactor this part for research and development.
notification The telephonic communication to the NRC Operations Center or 10 CFR 50.2
written transmittal of information to the NRC Document Control
Desk.
now The current operational condition of the system, as considered in | ISO/IEC/IEEE 15288

lifecycle assessments, as considered in lifecycle assessments
per ISO/IEC/IEEE 15288

nuclear reactor

An apparatus, other than an atomic weapon, designed or used to
sustain nuclear fission in a self-supporting chain reaction.

10 CFR 50.2

ontology

An ontology defines the “grammar” to be used in the SAC. In its
most general form, an ontology is composed of a “knowledge
triple” (subject, verb, object) that can be used in claims. In
practice, the relationships between real-world entities (the verbs)
are difficult to construct, and a more limited, but feasible, ontology
is a definition of terms of the form: term “is-a” definition. These
terms can be used within claims to make them more precise.

Developments of
this research

operating
bypass

Inhibition of the capability to accomplish a safety function that
could otherwise occur in response to a particular set of
generating conditions. NOTE—An operating bypass is not the
same as a maintenance bypass. Different modes of plant
operation may necessitate an automatic or manual bypass of a
safety function. Operating bypasses are used to permit mode
changes (e.g., prevention of initiation of emergency core cooling
during the cold shutdown mode).

IEEE603

performance-
based approach

A regulation can be either prescriptive or performance-based. A
prescriptive requirement specifies particular features, actions, or
programmatic elements to be included in the design or process,
as the means for achieving a desired objective. A performance-
based requirement relies upon measurable (or calculable)
outcomes (i.e., performance results) to be met, but provides more
flexibility to the licensee as to the means of meeting those
outcomes.

A performance-based regulatory approach is one that establishes
performance and results as the primary basis for regulatory
decision-making, and incorporates the following attributes:

(1) measurable (or calculable) parameters (i.e., direct
measurement of the physical parameter of interest or of related
parameters that can be used to calculate the parameter of
interest) exist to monitor system, including facility and licensee,
performance,

SRM-SECY-98-144
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(2) objective criteria to assess performance are established
based on risk insights, deterministic analyses and/or performance
history,

(3) licensees have flexibility to determine how to meet the
established performance criteria in ways that will encourage and
reward improved outcomes; and

(4) a framework exists in which the failure to meet a performance
criterion, while undesirable, will not in and of itself constitute or
result in an immediate safety concern.

The measurable (or calculable) parameters may be included in
the regulation itself or in formal license conditions, including
reference to regulatory guidance adopted by the licensee. This
regulatory approach is not new to the NRC. For instance, the
Commission previously has approved performance-based
approaches in 10 CFR Parts 20, 50 (Option B, Appendix J and
the Maintenance Rule,10 CFR50.65), 60, and 61. In particular,
the Commission weighed the relative merits of prescriptive and
performance-based regulatory approaches in issuing 10 CFR
Part 60.

A performance-based approach can be implemented without the
use of risk insights. Such an approach would require that
objective performance criteria be based on deterministic safety
analysis and performance history. This approach would still
provide flexibility to the licensee in determining how to meet the
performance criteria. Establishing objective performance criteria
for performance monitoring may not be feasible for some
applications and, in such cases, a performance-based approach
would not be feasible.

As applied to inspection, a performance-based approach tends to
emphasize results (e.g., can the pump perform its intended
function?) over process and method (e.g., was the maintenance
technician trained?). Note that a performance-based approach to
inspection does not supplant or displace the need for compliance
with NRC requirements, nor does it displace the need for
enforcement action, as appropriate, when non-compliance
occurs.

Not every aspect of licensed activities can or should be inspected
using this approach. For example, if a licensee is unsuccessful in
meeting the criteria defined by a performance-based regulation,
the inspector should then focus on the licensee’s process and
method, to understand the root cause of the breakdown in
performance, and to understand how future poor performance
may be avoided.

As applied to licensee assessment, a performance-based
approach focuses on a licensee’s actual performance results (i.e.,
desired outcomes), rather than on products (i.e., outputs). In the
broadest sense, the desired outcome of a performance-based
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approach to regulatory oversight will be to focus more attention
and NRC resources on those licensees whose performance is
declining or less than satisfactory.

permanent
cessation of
operation(s)

For a nuclear power reactor facility, a certification by a licensee to
the NRC that it has permanently ceased or will permanently
cease reactor operation(s), or a final legally effective order to
permanently cease operation(s) has come into effect.

10 CFR 50.2

permanent fuel
removal

For a nuclear power reactor facility, a certification by the licensee
to the NRC that it has permanently removed all fuel assemblies
from the reactor vessel.

10 CFR 50.2

person

(1) any individual, corporation, partnership, firm, association,
trust, estate, public or private institution, group, government
agency other than the Commission or the Department, except
that the Department shall be considered a person to the extent
that its facilities are subject to the licensing and related regulatory
authority of the Commission pursuant to section 202 of the
Energy Reorganization Act of 1974, any State or any political
subdivision of, or any political entity within a State, any foreign
government or nation or any political subdivision of any such
government or nation, or other entity; and (2) any legal
successor, representative, agent, or agency of the foregoing.

10 CFR 50.2

power sources

The electrical and mechanical equipment and their
interconnections necessary to generate or convert power.

IEEE603

procurement
document

For the purposes of § 50.55(e) of this chapter, a contract that
defines the requirements which facilities or basic components
must meet in order to be considered acceptable by the purchaser.

10 CFR 50.2

produce

When used in relation to special nuclear material:

(1) to manufacture, make, produce, or refine special nuclear
material;

(2) to separate special nuclear material from other substances in
which such material may be contained; or

(3) to make or to produce new special nuclear material.

10 CFR 50.2

production
facility

(1) Any nuclear reactor designed or used primarily for the
formation of plutonium or uranium-233; or

(2) Any facility designed or used for the separation of the isotopes
of plutonium, except laboratory scale facilities designed or used
for experimental or analytical purposes only; or

(3) Any facility designed or used for the processing of irradiated
materials containing special nuclear material, except (i) laboratory

10 CFR 50.2
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scale facilities designed or used for experimental or analytical
purposes, (ii) facilities in which the only special nuclear materials
contained in the irradiated material to be processed are uranium
enriched in the isotope U-235 and plutonium produced by the
irradiation, if the material processed contains not more than 10*-6
grams of plutonium per gram of U-235 and has fission product
activity not in excess of 0.25 millicuries of fission products per
gram of U-235, and (iii) facilities in which processing is conducted
pursuant to a license issued under parts 30 and 70 of this
chapter, or equivalent regulations of an Agreement State, for the
receipt, possession, use, and transfer of irradiated special
nuclear material, which authorizes the processing of the
irradiated material on a batch basis for the separation of selected
fission products and limits the process batch to not more than
100 grams of uranium enriched in the isotope 235 and not more
than 15 grams of any other special nuclear material.

protection
system

The part of the sense and command features involved in
generating those signals used for the reactor trip system and
engineered safety features.

IEEE603

protective action

The initiation of a signal within the sense and command features
or the operation of equipment within the execute features for the
purpose of accomplishing a safety function.

IEEE603

prototype plant

A nuclear reactor that is used to test design features, such as the
testing required under § 50.43(e). The prototype plant is similar to
a first-of-a-kind or standard plant design in all features and size,
but may include additional safety features to protect the public
and the plant staff from the possible consequences of accidents
during the testing period.

10 CFR 50.2

Quality
Attributes

Non-functional characteristics of a system—such as
performance, reliability, and usability—that affect its operation, as
defined in ISO/IEC/IEEE 15288

ISO/IEC/IEEE 15288

reactor coolant
pressure
boundary

All those pressure-containing components of boiling and
pressurized water-cooled nuclear power reactors, such as
pressure vessels, piping, pumps, and valves, which are:

(1) Part of the reactor coolant system, or

(2) Connected to the reactor coolant system, up to and including
any and all of the following:

(i) The outermost containment isolation valve in system piping
which penetrates primary reactor containment,

10 CFR 50.2
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(i) The second of two valves normally closed during normal
reactor operation in system piping which does not penetrate
primary reactor containment,

(iii) The reactor coolant system safety and relief valves.

For nuclear power reactors of the direct cycle boiling water type,
the reactor coolant system extends to and includes the outermost
containment isolation valve in the main steam and feedwater

piping.

redundant
equipment or
system

A piece of equipment or a system that duplicates the function of
another piece of equipment or system to the extent that either
may perform the required function, regardless of the state of
operation or failure of the other.

IEEE603

reliability

The probability that a system will perform its intended function
without failure over a specified period

ISO/IEC/IEEE 15288

Requirements

Conditions or capabilities that must be met by a system to satisfy
stakeholder needs

ISO/IEC/IEEE 15288

research and
development

(1) theoretical analysis, exploration, or experimentation; or (2) the
extension of investigative findings and theories of a scientific or
technical nature into practical application for experimental and
demonstration purposes, including the experimental production
and testing of models, devices, equipment, materials, and
processes.

10 CFR 50.2

risk

This paper defines risk in terms that can be applied to the entire
range of activities involving NRC licensed use of AEA materials.
The risk definition takes the view that when one asks, “What is
the risk?” one is really asking three questions: “What can go
wrong?” “How likely is it?” and “What are the consequences?”
These three questions can be referred to as the “risk triplet.” The
traditional definition of risk, that is, probability times
consequences, is fully embraced by the “triplet” definition of risk.
The first question, “What can go wrong?” is usually answered in
the form of a “scenario” (a combination of events and/or
conditions that could occur) or a set of scenarios. The second
question, “How likely is it?” can be answered in terms of the
available evidence and the processing of that evidence to
quantify the probability and the uncertainties involved. In some
situations, data may exist on the frequency of a particular type of
occurrence or failure mode (e.g., accidental overexposures). In
other situations, there may be little or no data (e.g., core damage
in a reactor) and a predictive approach for analyzing probability
and uncertainty will be required. The third question, “What are the
consequences?” can be answered for each scenario by
assessing the probable range of outcomes (e.g., dose to the
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public) given the uncertainties. The outcomes or consequences
are the “end states” of the analyses. The choice of consequence
measures can be whatever seems appropriate for reasonable
decision-making in a particular regulated activity and could
involve combinations of end states. A risk assessment is a
systematic method for addressing the risk triplet as it relates to
the performance of a particular system (which may include a
human component) to understand likely outcomes, sensitivities,
areas of importance, system interactions and areas of
uncertainty. From this assessment the important scenarios can
be identified.

risk assessment

A systematic method for addressing the risk triplet as it relates to
the performance of a particular system (which may include a
human component) to understand likely outcomes, sensitivities,
areas of importance, system interactions and areas of
uncertainty. From this assessment the important scenarios can
be identified.

SRM-SECY-98-144

risk curves

Estimates of the probability that a given consequence will be
exceeded (also known as Complementary Cumulative
Distribution Functions (CCDFs) or Farmer curves).

SRM-SECY-98-144

risk insights

The term “risk insights”, as used here, refers to the results and
findings that come from risk assessments. The end results of
such assessments may relate directly to public health effects as
in the Commission’s Safety Goals for the Operations of Nuclear
Power Plants. For specific applications the results and findings
may take other forms. For example, for reactors these include
such things as identification of dominant accident sequences,
estimates of core damage frequency (CDF) and large early
release frequency (LERF) , and importance measures of
structures, systems, and components. On the other hand, in other
areas of NRC regulation, findings and results include risk curves
for disposal facilities for radioactive wastes, frequency of and
costs associated with accidental smelting of sealed sources at
steel mills, frequency of occupational exposures, predicted dose
from decommissioned sites and many others. Risk insights have
already been incorporated successfully into numerous regulatory
activities, and have proven to be a valuable complement to
traditional deterministic approaches. Given the current maturity of
some risk assessment methodologies and the current body of
event data, risk insights can be incorporated more explicitly into
the regulatory process in a manner that will improve both the
efficiency and effectiveness of current regulatory requirements.

SRM-SECY-98-144

risk-based
approach

Regulatory decision-making is required in both the development
of regulations and guidance and the determination of compliance
with those regulations and guidance. A “risk-based” approach to
regulatory decision-making is one in which such decision-making
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is solely based on the numerical results of a risk assessment.
This places heavier reliance on risk assessment results than is
currently practicable for reactors due to uncertainties in PRA such
as completeness. Note that the Commission does not endorse an
approach that is “risk-based”; however, this does not invalidate
the use of probabilistic calculations to demonstrate compliance
with certain criteria, such as dose limits.

risk-informed
approach

A “risk-informed” approach to regulatory decision-making
represents a philosophy whereby risk insights are considered
together with other factors to establish requirements that better
focus licensee and regulatory attention on design and operational
issues commensurate with their importance to public health and
safety. A “risk-informed” approach enhances the deterministic
approach by: (a) allowing explicit consideration of a broader set
of potential challenges to safety, (b) providing a logical means for
prioritizing these challenges based on risk significance, operating
experience, and/or engineering judgment, (c) facilitating
consideration of a broader set of resources to defend against
these challenges, (d) explicitly identifying and quantifying sources
of uncertainty in the analysis (although such analyses do not
necessarily reflect all important sources of uncertainty), and (e)
leading to better decision-making by providing a means to test
the sensitivity of the results to key assumptions. Where
appropriate, a risk-informed regulatory approach can also be
used to reduce unnecessary conservatism in purely deterministic
approaches, or can be used to identify areas with insufficient
conservatism in deterministic analyses and provide the bases for
additional requirements or regulatory actions. “Risk-informed”
approaches lie between the “riskbased” and purely deterministic
approaches. The details of the regulatory issue under
consideration will determine where the risk-informed decision falls
within the spectrum.

SRM-SECY-98-144

risk-informed
approach and
defense-in-
depth

The concept of defense-in depth has always been and will
continue to be a fundamental tenet of regulatory practice in the
nuclear field, particularly regarding nuclear facilities. Risk insights
can make the elements of defense-in-depth more clear by
quantifying them to the extent practicable. Although the
uncertainties associated with the importance of some elements of
defense may be substantial, the fact that these elements and
uncertainties have been quantified can aid in determining how
much defense makes regulatory sense. Decisions on the
adequacy of or the necessity for elements of defense should
reflect risk insights gained through identification of the individual
performance of each defense system in relation to overall
performance.
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risk-informed,
performance-
based approach

A risk-informed, performance-based approach to regulatory
decision-making combines the “risk-informed” and “performance
based” elements discussed in Items "risk-informed" and
"performance-based", and applies these concepts to NRC
rulemaking, licensing, inspection, assessment, enforcement, and
other decision- making. Stated succinctly, a risk-informed,
performance-based regulation is an approach in which risk
insights, engineering analysis and judgment including the
principle of defense-in-depth and the incorporation of safety
margins, and performance history are used, to (1) focus attention
on the most important activities, (2) establish objective criteria for
evaluating performance, (3) develop measurable or calculable
parameters for monitoring system and licensee performance, (4)
provide flexibility to determine how to meet the established
performance criteria in a way that will encourage and reward
improved outcomes, and (5) focus on the results as the primary
basis for regulatory decision-making.

SRM-SECY-98-144

safe shutdown Bringing the nuclear generating station to controlled stable IEEE603
shutdown conditions specified in licensing basis documentation.
safe Bringing the plant to those shutdown conditions specified in plant | 10 CFR 50.2
shutdown (non- | technical specifications as Hot Standby or Hot Shutdown, as
design basis appropriate (plants have the option of maintaining the RCS at
accident (non- normal operating temperatures or at reduced temperatures).
DBA)) for
station blackout
safety function One of the processes or conditions (for example, emergency IEEE603
negative reactivity insertion, post-accident heat removal,
emergency core cooling, post-accident radioactivity removal, and
containment isolation) essential to maintain plant parameters
within acceptable limits established for a design basis event.
NOTE—A safety function is achieved by the completion of all
required protective actions by the reactor trip system or the
engineered safety features concurrent with the completion of all
required actions by the auxiliary supporting features, or both.
(See Annex A for an illustrative example)
safety group A given minimal set of interconnected components, modules, and | IEEE603
equipment that can accomplish a safety function. NOTE—A
safety group includes one or more divisions. (See Annex A for an
illustrative example.)
safety system A system that is relied upon to remain functional during and IEEE603

following design basis events to assure one of the following: a)
The integrity of the reactor coolant pressure boundary b) The
capability to shut down the reactor and maintain it in a safe
shutdown condition c) The capability to prevent or mitigate the
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consequences of accidents that could result in potential offsite
exposures comparable to regulatory guidelines.

safety-related
structures,
systems and
components

Those structures, systems and components that are relied upon
to remain functional during and following design basis events to
assure:

(1) The integrity of the reactor coolant pressure boundary

(2) The capability to shut down the reactor and maintain it in a
safe shutdown condition; or

(3) The capability to prevent or mitigate the consequences of
accidents which could result in potential offsite exposures
comparable to the applicable guideline exposures set forth in §
50.34(a)(1) or § 100.11 of this chapter, as applicable.

10 CFR 50.2

satisfaction of
requirements

The degree to which a system fulfills its specified requirements

ISO/IEC/IEEE 15288

sense and The electrical and mechanical components and interconnections IEEE603

command involved in generating those signals associated directly or

features indirectly with the safety functions. The scope of the sense and
command features extends from the measured process variables
to the execute features’ input terminals.

sensor The portion of a channel that responds to changes in a plant IEEE603
variable or condition and converts the measured process variable
into a signal suitable for use in the remainder of the channel.

side-claim A claim outlining the reasoning and/or assumptions (i.e., the Developments of
‘warrant’) of an argument. A side-claim captures why a top-level this research
claim can be deduced from its sub-claims.

simulated A modeled or virtual setting used to emulate real-world operating | ISO/IEC/IEEE 15288

environment

conditions

small modular A power reactor, which may be of modular design as definedin § | 10 CFR 50.2
reactor 52.1 of this chapter, licensed under § 50.21 or § 50.22 to produce
heat energy up to 1,000 megawatts thermal per module.
source material | Source material as defined in subsection 11z. of the Act and in 10 CFR 50.2
the regulations contained in part 40 of this chapter.
source term The magnitude and mix of the radionuclides released from the 10 CFR 50.2

fuel, expressed as fractions of the fission product inventory in the
fuel, as well as their physical and chemical form, and the timing of
their release.
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special nuclear (1) plutonium, uranium-233, uranium enriched in the isotope-233 | 10 CFR 50.2
material or in the isotope-235, and any other material which the

Commission, pursuant to the provisions of section 51 of the act,

determines to be special nuclear material, but does not include

source material; or (2) any material artificially enriched by any of

the foregoing, but does not include source material.
station blackout | The complete loss of alternating current (ac) electric power to the | 10 CFR 50.2

essential and nonessential switchgear buses in a nuclear power
plant (i.e., loss of offsite electric power system concurrent with
turbine trip and unavailability of the onsite emergency ac power
system). Station blackout does not include the loss of available
ac power to buses fed by station batteries through inverters or by
alternate ac sources as defined in this section, nor does it
assume a concurrent single failure or design basis accident. At
single unit sites, any emergency ac power source(s) in excess of
the number required to meet minimum redundancy requirements
(i.e., single failure) for safe shutdown (non-DBA) is assumed to
be available and may be designated as an alternate power
source(s) provided the applicable requirements are met. At multi-
unit sites, where the combination of emergency ac power sources
exceeds the minimum redundancy requirements for safe
shutdown (non-DBA) of all units, the remaining emergency ac
power sources may be used as alternate ac power sources
provided they meet the applicable requirements. If these criteria
are not met, station blackout must be assumed on all the units.

sub-claim A claim which supports, on its own or along with other sub-claims, | Developments of
an upper-level claim. this research
substantial For the purposes of § 50.55(e) of this chapter, a loss of safety 10 CFR 50.2

safety hazard

function to the extent that there is a major reduction in the degree
of protection provided to public health and safety for any facility or
activity authorized by the construction permit issued under this
part.

system An organized set of interrelated components working together to ISO/IEC/IEEE 15288
achieve defined objectives
test A controlled setting in which a system is evaluated ISO/IEC/IEEE 15288

environment

testing facility

A nuclear reactor which is of a type described in § 50.21(c) of this
part and for which an application has been filed for a license
authorizing operation at:

(1) A thermal power level in excess of 10 megawatts; or

10 CFR 50.2
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(2) A thermal power level in excess of 1 megawatt, if the reactor
is to contain:
(i) A circulating loop through the core in which the applicant
proposes to conduct fuel experiments; or
(i) A liquid fuel loading; or
(iii) An experimental facility in the core in excess of 16 square
inches in cross-section.
tests Systematic procedures used to evaluate whether a system meets | ISO/IEC/IEEE 15288

its specified requirements

total effective
dose equivalent
(TEDE)

The sum of the effective dose equivalent (for external exposures)
and the committed effective dose equivalent (for internal
exposures).

10 CFR 50.2

traces

The relationships linking system requirements to their
corresponding design, implementation, and testing artifacts

ISO/IEC/IEEE 15288

transliterates

Transforms or maps functional requirements into an equivalent
implementation in code, ensuring fidelity to the original
specification

ISO/IEC/IEEE 15288

unique purpose

A project, program, or commercial activity which cannot
reasonably be accomplished without the use of HEU fuel, and
may include: (1) A specific experiment, program, or commercial
activity (typically long-term) that significantly serves the U.S.
national interest and cannot be accomplished without the use of
HEU fuel; (2) Reactor physics or reactor development based
explicitly on the use of HEU fuel; (3) Research projects based on
neutron flux levels or spectra attainable only with HEU fuel; or (4)
A reactor core of special design that could not perform its
intended function without using HEU fuel.

10 CFR 50.2

utilization facility

(1) Any nuclear reactor other than one designed or used primarily
for the formation of plutonium or U-233; or

(2) An accelerator-driven subcritical operating assembly used for
the irradiation of materials containing special nuclear material and
described in the application assigned docket number 50-608.

10 CFR 50.2

valid Being correct, complete, and unambiguous—so that ISO/IEC/IEEE 15288
requirements are well-founded
warrant A general term for the reasoning or assumption that is required to | Developments of

infer a claim from a set of inputs (either sub-claim(s) or evidence,
with an argument).

this research
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