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ABSTRACT 
Weld residual stress (WRS) is a major driver of primary 

water stress corrosion cracking (PWSCC) in safety critical 
components of nuclear power plants. Accurate understanding of 
WRS is thus crucial for reliable prediction of safety performance 
of component design throughout the life of the plant. However, 
measurement uncertainty in WRS is significant, driven by the 
method and the indirect nature in which WRS must be measured. 
Likewise, model predictions of WRS vary due to uncertainty 
induced by individual modeling choices. The uncertainty in 
WRS measurements and modeling predictions is difficult to 
quantify and complicates the use of WRS measurements in 
validating WRS predictions for future use in safety evaluations. 
This paper describes a methodology for quantifying WRS 
uncertainty that facilitates the comparison of predictions and 
measurements and informs design safety evaluations. 

WRS is considered as a function through the depth of the 
weld. To quantify its uncertainty, functional data analysis 
techniques are utilized to account for the two types of variation 
observed in functional data: phase and amplitude. Phase 
variability, also known as horizontal variability, describes the 
variability in the horizontal direction (i.e., through the depth of 
the weld). Amplitude variability, also known as vertical 
variability, describes the variation in the vertical direction (i.e., 
magnitude of stresses). The uncertainty in both components of 
variability is quantified using statistical models in principal 
component space. Statistical confidence/tolerance bounds are 

constructed using statistical bootstrap (i.e., resampling) 
techniques applied to these models. These bounds offer a 
succinct quantification of the uncertainty in both the predictions 
and measurements as well as a method to quantitatively compare 
the two. Major findings show that the level of uncertainty among 
measurements is comparable to that among predictions and 
further experimental work is recommended to inform a 
validation effort for prediction models. 
 
INTRODUCTION 

WRS is an important driver of PWSCC in safety critical pipe 
welds of nuclear power plants [1]. Hence, understanding WRS is 
critical in evaluating the safety performance of a design. 
However, uncertainty in both experimental measurements and 
theoretical predictions of WRS is relatively large [2], 
highlighting the need to understand and quantify this uncertainty. 
Experimental measurements of WRS involve taking 
displacement measurements by releasing strain from a specimen. 
These are converted to stresses through a mathematical model 
relating strain release to stress. In this sense, the experimental 
measurements of WRS are part measurement and part model. 
Sources of uncertainty in this process include: the strain relief 
techniques, the precision and accuracy of displacement 
measurements, the density of displacement measurements, and 
the modeling steps used to calculate stresses from strains [3, 4]. 
Uncertainty in the predictions include modeler-to-modeler 
variation in the interpretation of modeling guidance, hardening 
assumptions, and modeling techniques [2].  

To help assess the current capability of using WRS 
predictions to reliably evaluate design safety, this work seeks to 
quantify uncertainty in WRS measurements and predictions and 
use this as a basis for comparing the two. To quantify uncertainty 
in WRS as a function of depth, functional data analysis 
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techniques are utilized (e.g., [5]). Functional data, such as WRS, 
often exhibits two types of variability: amplitude and phase. 
Amplitude variability is the variation observed in the vertical 
direction. In the context of WRS, this is the variation in the 
magnitude of the stresses observed between a set of 
measurements (or predictions). Phase, or horizontal, variability 
is the variability in the horizontal direction. This can be thought 
of, in the context of WRS, as the variation in depths at which 
certain features (such as local extrema) of stress occur. Both 
types of variability are accounted for by utilizing the model in 
[6] and applying the elastic functional data analysis methods of 
[7, 8] to separate the phase and amplitude variability in WRS. 
The term ‘elastic’ in this context refers to using metrics that 
measure distances between functions in terms of the amount of 
bending and stretching needed to map the functions into each 
other. Statistical bootstrapping techniques [9] resample from this 
model to construct statistical bounds on the measurements and 
predictions separately, as well as bounds comparing the means 
of the two groups. The former set of bounds provides a succinct 
assessment of the sampling uncertainty (due to finite sample 
size) in the measurements and predictions individually. The latter 
set of bounds provides an assessment of the level of agreement 
between the measurements and predictions. 
 The method was developed for a set of predictions and 
measurements of the WRS for a dissimilar metal weld in a 
pressurizer surge nozzle. All the data was collected as part of a 
double-blind round robin study conducted jointly by the U.S. 
Nuclear Regulatory Commission (NRC) and the Electric Power 
Research Institute (EPRI) that included separate prediction and 
measurement efforts for the same specimen [1]. Two 
measurement vendors independently measured the WRS in the 
weld; one vendor used the deep hole drilling (DHD) method and 
one used the contour method. For detailed descriptions of the 
DHD and the contour methods, see [3] and [4], respectively. 
Independently of the measurement effort, ten organizations were 
provided with material and thermal input decks, modeling 
guidance, and a description of the geometry of the weld and were 
tasked with modeling the WRS through the depth at the weld 
centerline. Of these predictions, seven were deemed acceptable 
for this analysis based upon adequate adherence to the modeling 
guidance [10]. The predictions were provided for axial and hoop 
WRS under two different material hardening assumptions: 
kinematic (KIN) and isotropic (ISO). Additionally, the raw 
average (AVE) of the KIN and ISO predictions is considered as 
a third set of predictions, as proposed in [11]. 

The article is organized as follows. The methods section 
describes the statistical bounds used to quantify uncertainty, the 
overall modeling framework separating phase and amplitude 
variability, and then details the steps for fitting the models. The 
section concludes with a description of how the models are used 
to construct statistical bounds quantifying sampling uncertainty 
in measurements, predictions, and the mean difference between 
the two. The results section summarizes results for the DHD 
measurements and comparisons between DHD measurements 
and predictions in the axial direction. The final section discusses 

the implications of this analysis on WRS prediction model 
validation efforts and further research. 

METHODS 
This section describes the functional data analysis methods 

used to model WRS and how this model is used to construct 
statistical bounds quantifying uncertainty.  Complete details of 
the model are found in [6]. Statistical bounds are simply 
statistical intervals (e.g., confidence intervals) extended to the 
functional space. Since these bounds are directly used by the 
decision maker to assess the uncertainty in WRS measurements, 
predictions, and the comparison of the two, a brief review of 
them is given first. This is followed by a description of the 
statistical model and the bootstrapping techniques used to 
construct the statistical bounds.  

Statistical Bounds 
Statistical bounds (i.e. statistical intervals for functional 

data) are used to quantify the sampling uncertainty (induced by 
finite sample sizes) in measurements, predictions, and the 
differences between the measurements and predictions. Two 
types of bounds are utilized here: 1) confidence bounds and 2) 
tolerance bounds. For technical definitions of both, see [12]. 
Here, it suffices to give a high-level description in the context of 
WRS uncertainty. Both types of bounds are constructed using a 
finite number of available WRS measurements (or predictions) 
thought to be taken (randomly) from an infinite population of 
possible unobserved measurements (or predictions).  

Confidence bounds on the mean WRS measurement (or 
prediction) represent bounds in which it is inferred, with a certain 
level of statistical confidence, that the true population mean of 
WRS lies. The confidence bound is a function of the data being 
analyzed: given the data, the confidence bound is determined by 
the procedure to convert the data into the bounds. If this 
procedure were repeated many times using different (random) 
data sets, the proportion of resulting confidence bounds 
containing the true population mean is exactly the statistical 
confidence. The statistical confidence is often denoted by 1-𝛼 
where 𝛼 represents the probability of a Type I error in hypothesis 
testing [13]. Common values are 0.9 and 0.95 because a high 
degree of confidence is often desired. Confidence bounds on the 
mean are used to quantify uncertainty in the average WRS 
measurement. Confidence bounds on the difference in means 
between measurements and predictions are used to assess the 
level of agreement between the two. 

Tolerance bounds on WRS are bounds that contain, with a 
stated statistical confidence, a certain proportion of the infinite 
population of WRS profiles. The proportion the tolerance bound 
purports to contain is called the coverage level and 0.95 is used 
throughout this article. Tolerance bounds are simply confidence 
bounds on quantiles of the population (rather than the mean). 
Using a 0.95 coverage level and assuming ‘equal-tailed’ bounds, 
95% of the population lies between the 0.025 and 0.975 quantile 
of the population [12]. The lower tolerance bound is a lower 
confidence bound on the 0.025 quantile. Likewise, the upper 
tolerance bound is an upper confidence bound on the 0.975 
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quantile. The statistical confidence level is the proportion of 
tolerance bounds that will, under repeated sampling, contain the 
stated quantiles of the population. This article uses tolerance 
bounds with 0.95 coverage and 0.95 confidence level and are 
referred to as 0.95/0.95 tolerance bounds.  

 In this article, both types of bounds are constructed 
pointwise at each depth 𝑑. This means that the confidence 
bounds have the interpretation, ‘At each depth, 𝑑, there is 95% 
statistical confidence that the mean WRS measurement (or 
prediction) lies between the given bounds.’ Likewise, the 
tolerance bounds have the interpretation, ‘At each depth, 𝑑, there 
is 95% statistical confidence that at least 95% of all possible 
WRS measurements (or predictions) lie between the given 
bounds.’  

Modeling the Two Types of Variation 
To construct these bounds, a statistical bootstrap [9] 

extension of the functional data modeling method described in 
[6] is developed. The method accounts for both the amplitude 
(vertical) and phase (horizontal) variability. To facilitate the 
description of the statistical model, first consider the seven 
accepted predictions of WRS from the round-robin study 
assuming isotropic hardening in Figure 1 (normalized to the 
depth interval [0,1]). WRS (MPa) is predicted at a discrete set of 
depths (mm) from the inner diameter (ID) of the weld. Though 
predictions are provided at discrete depths, which vary by 
participant, WRS profiles are theoretically continuous functions 
through the depth of the weld. Based on this assumption, the raw 
data is smoothed using penalized cubic smoothing splines [5, 14] 
and the analysis is applied to the smoothed data to obtain finer 
resolution on a common partition of depth. Example results of 
the smoothing appear in Figure 1 as dashed lines overlaid on the 
raw data. Numerous smoothing techniques could be applied here 
[5] and the amount of uncertainty introduced by the smoothing 
should be assessed on a case-by-case basis. While smoothing 
uncertainty is not accounted for in the current work, a method 
for including it is outlined in the conclusion.   

Figure 1 shows that the WRS functions have considerable 
variation in the vertical direction at any given depth, indicating 
amplitude variability. Similarly, the phase variation between the 
locations of the local minima and maxima is present. To 
characterize uncertainty, both components of variability are 
accounted for by separating them using elastic analysis 
techniques and applying a probability model to each component 
[6]. Heuristically, elastic analysis techniques measure the 
amount of bending and stretching needed to map functions into 
each other. This process leads to a separation of the amplitude 
and phase components of variability.  The models from the 
separate components are combined into a model on the original 
space of WRS functions. A sample of size 100 from this 
probability model fit to the predictions in Figure 1 appears in 
Figure 2. These samples (gray) represent the variability expected 
in the population of WRS given the finite number of observations 
(black). Note, the axial WRS samples are not constrained to 
satisfy axisymmetric properties. A study in [15] evaluates the 
properties of the sampled curves and indicates refinements to 

include this constraint may have merit. However, the current 
model is still viewed as a useful approximation.  

Resampling from the model, using the statistical bootstrap 
[9, 16] is applied to quantify uncertainty in the cross-sectional 
mean (confidence bounds) and percentiles (tolerance bounds). 
The steps for performing such an analysis are:  

1. Register (i.e., align horizontally) the smoothed WRS 
profiles. This results in two sets of functions: aligned 
functions and warping functions. The former represents 
the vertical variability and the latter represents the 
horizontal variability. Registration separates the two 
types of variability into these two sets of functions.  

2. Model the vertical variability in the aligned functions 
with a functional principal component analysis (fPCA).  

3. Model the horizontal variability with the warping 
functions similarly using fPCA. 

4. Combine the two models to construct a model on the 
original scale of the functions. 

5. Apply statistical bootstrapping to the combined model 
to construct confidence and tolerance bounds for 
uncertainty characterization. 

The following sections discuss the details of steps 1-5.  

 
Figure 1. Raw WRS predictions in the axial direction assuming isotropic 

hardening (solid) along with the smoothing (dashed) of the raw data. 

 
Figure 2. 100 samples of WRS functions (gray) from the probability 
model fit using the seven predictions in the axial direction assuming 

isotropic hardening (black and in Figure 1). 

Registration (Step 1) 
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Registration (also called alignment) is a process involving 
transformations of the domain of the functions to align certain 
features such as local extrema [5]. Heuristically, local extrema 
are horizontally aligned leaving only vertical variability in the 
aligned functions. The transformations of the domain used in the 
alignment are called warping functions and quantify the 
horizontal variability.  

 
Figure 3. Example of the Karcher mean compared to the cross-

sectional mean. When significant horizontal (phase) variability exists, 
the cross-sectional mean can be a poor representation of the average 

shape of the functions. The Karcher mean considers horizontal 
variability and is a better representation of the average shape. 

For a mathematical description of the alignment process 
used here, let 𝑓$(𝑑) represent the 𝑖th WRS profile (measurement 
or prediction) as a function of the depth 𝑑 where 𝑖 = 1, 2, … , 𝑛. 
Assume that each 𝑓$ is absolutely continuous on the interval [0,1] 
(the depths have been normalized to the interval 0,1  to satisfy 
this assumption and this is not a restriction). A set of optimal 
(defined below) warping functions, {𝛾$ 𝑑 }$234 	, is desired to 
align the set of transformed functions 𝑓$ ∶= 𝑓$ ∘ 𝛾$ ∶= 𝑓$ 𝛾$ 𝑑 . 
The warping functions are restricted to be boundary preserving 
diffeomorphisms on [0,1]. This (essentially) means that each 𝛾$ 
is one-to-one and onto, 𝛾$ 0 = 0, 𝛾$ 1 = 1, both 𝛾$ and 𝛾$83 
are differentiable, and 𝑓$ =𝑓9 ∘ 𝛾$83. This last property allows for 
sampling from the probability model applied to the 𝑓$. Let 𝛤 
denote the set of boundary preserving diffeomorphisms. 

The approach to define optimal warping functions taken 
here involves identifying the set {𝛾$ 𝑑 }$234  that minimizes the 
distance between the functions and a mean function called the 
Karcher mean. As with any mean (or average), the Karcher mean  
is defined as a minimizer of a distance metric (see Equation (4)). 
The metric described in [6] to define this mean is a proper metric, 
allowing for coherent statistical modeling to be applied to the 
registered functions. The Karcher mean accounts for both types 
of variability and is typically a better representation of the 
‘average’ function than the cross-sectional mean when 
significant phase variability exists. A notional example of ten 
sinusoidal curves (gray) with their Karcher mean (red) and cross-
sectional mean (blue) are plotted in Figure 3. As the 
misalignment increases for higher 𝑥-values, the cross-sectional 
mean and the Karcher mean deviate. The Karcher mean better 
maintains the overall shape of the curves.  

In the elastic shape analysis approach taken here, a novel 
transformation, called the square root slope function (SRSF), is 
used to define the proper distance metric. Reasons for its use to 
align functions are summarized below and further detail is 
provided in [6] and [7]. Let ℱ be the set of absolutely continuous 
functions on the domain [0,1]. The SRSF of any 𝑓 ∈ ℱ is defined 
by: 

𝑞 𝑑 = sign 𝑓C 𝑑 𝑓C 𝑑  (1) 

where 𝑓C 𝑑  is the first derivative of 𝑓.	It can be shown that 𝑞 is 
square integrable (i.e., it is in 𝕃F) and 𝑓 can be reconstructed 
from 𝑞: 

𝑓 𝑑 = 𝑓 0 + 𝑞 𝑠 |𝑞(𝑠)|
J

K
	𝑑𝑠 (2) 

with knowledge of the initial condition 𝑓 0  [17]. An important 
property of the SRSF is that if 𝑓 is warped by a function 𝛾 ∈ 𝛤, 
the SRSF of 𝑓 ∘ 𝛾 is 𝑞 = (𝑞 ∘ 𝛾) 𝛾C. This leads to the following 
definition of distance between two functions. Let 𝑓3, 𝑓F ∈ ℱ with 
corresponding SRSFs 𝑞3, 𝑞F ∈ 𝕃F, then the vertical distance 
between 𝑓3and  𝑓F is 

𝐷(𝑓3, 𝑓F) = inf
N∈O

||𝑞3 − (𝑞F ∘ 𝛾) 𝛾C|| (3) 

where || ⋅ || is the 𝕃F-norm and 𝛤 is the set of boundary 
preserving diffeomorphisms. In words, the distance in Eqn. (3) 
finds the warping function 𝛾	that aligns 𝑞F to 𝑞3 horizonally. Due 
to the property of SRSFs mentioned above, this same 𝛾	also 
aligns 𝑓3 to 𝑓F. The advantage of taking this somewhat 
roundabout approach is that the distance in Eqn. (3) is a proper 
metric, satisfying positive definiteness, symmetry, and the 
triangle inequality; these properties are not satisfied when 
working in ℱ directly.  The definition of the Karcher mean is 
then:  

𝜇S = argmin
S∈ℱ

𝐷 𝑓, 𝑓$ F
4

$23

. (4) 

The set of 𝛾$’s that minimizes the sum in Eqn. (4) is determined 
using an iterative procedure (see [6]) and the 𝑓 at which the sum 
is the smallest is the Karcher mean. In summary, the registration 
process provides three quantities:  

1. The Karcher mean 𝜇S. 
2. The set of optimal warping functions 𝛾$ $23

4  . 
3. The set of aligned functions 𝑓$ = 𝑓$ ∘ 𝛾$ $23

4
 . 

Computationally, the registration process is implemented in 
R using the time_warping function in the fdasrvf package [18, 
19]. Example results of the optimization in Eqn. (4) applied to 
the smoothed ISO predictions can be seen in Figure 4 which 
displays 𝜇S and 𝑓$  and Figure 5 which displays the 𝛾$. Notice the 
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local extrema of 𝑓$ are well aligned and the phase variability has 
been removed leaving only amplitude variability. 

 
Figure 4. Aligned 𝑓9 of the axial predictions assuming isotropic 

hardening. The black dashed line is the Karcher mean and the seven 
colored lines are the aligned predictions. 

 
Figure 5. Warping functions 𝛾$ of the axial predictions assuming 
isotropic hardening. The black dashed line is the identity function 

which results in no transformation. 

Modeling Amplitude and Phase Variability (Steps 2-4) 
After the alignment process, the amplitude variability in the 

𝑓$  is captured in the 𝑓$ and the phase variability is captured by 
the 𝛾$. To model the sampling uncertainty in the original 𝑓$,  the 
two types of variability are modeled separately, resulting in one 
probability model for the aligned functions and one for the 
warping functions. These two models induce a combined 
probability model on the original WRS functions. That is, a 
sampled aligned function 𝑓 and warping function 𝛾 from their 
respective models produces a sampled function 𝑓 = 𝑓 ∘ 𝛾83 
from the combined model. Modeling the amplitude variability is 
discussed first, followed by a description of the model for the 
phase variability. 

To model amplitude variability, the SRSFs of the 𝑓9 are 
utilized, which are 𝑞$ = (𝑞$ ∘ 𝛾$) 𝛾$C.  Since the metric defined 
in this space is proper in 𝕃F, standard functional data analysis 
techniques can be applied to model the variability in the 𝑞$. 
Perhaps the most widely known is functional principal 
components or fPCA [5] and is used here as in [6]. fPCA is a 

dimension reduction technique that, in practice, is standard 
principal component analysis (PCA) [20, 21] performed on a 
discretized version of the continuous functions.  Letting each 
𝑞$	be represented on a discrete partition of the domain at 𝐿 points, 
PCA is performed on the 𝑛×(𝐿 + 1) matrix 𝐻 with 𝑖Z[ row equal 
to (𝑓$ 0 , 𝑞$). The inclusion of 𝑓$ 0  in the analysis is needed to 
convert the model back to 𝑓$ via Eqn. (2). Dropping all but the 
first 𝑘] eigenvectors of the PCA capturing most of the variation 
in 𝐻 results in a set of principal component scores (also called 
coefficients) 𝑐$ = 𝑐$3, 𝑐$F, … , 𝑐$_`

a
. The vectors 𝑐$, 𝑖 =

1, … , 𝑛	are modeled using a multivariate Gaussian probability 
distribution with zero mean and covariance Σ]. Notationally,  

𝑐3, 𝑐F, … , 𝑐4~𝑁_`(0, Σ]) (5) 

 By construction of the principal component scores, the 
mean vector is zero and the covariance is a 𝑘]×𝑘] diagonal. The 
diagonal elements of the covariance are estimated directly from 
the principal component scores using the sample variance of 
{𝑐$e, 𝑖 = 1, 2, … , 𝑛} for 𝑗 = 1, … , 𝑘].   

The model on the PCA scores induces a probability model 
on (𝑓 0 , 𝑞) and hence on 𝑓 in the aligned function space. That 
is, a sampled 𝑘]-dimensional vector 𝑐 from the model in Eqn. (5) 
is mapped to a sample (𝑓 0 , 𝑞) via inversion of the PCA. 
Finally, this is mapped to  𝑓 via Eqn. (2) to produce the sample 
in the aligned function space. The induced model on 𝑓 models 
the amplitude variability in the WRS functions.  

A similar type of fPCA model is applied the warping 
functions to model the phase variability. fPCA cannot be 
performed directly on the warping functions because the set 𝛤 is 
not a linear space. Instead, a specific invertible 
transformation,	𝜙(𝛾$), is applied to the warping functions to map 
them into a space with geometrical structure and fPCA is applied 
in this new space (see [6]). PCA is performed on a discretized 
version of the 𝜙(𝛾$) (like the PCA on 𝐻 above) and a 
multivariate Gaussian is used to model the scores as in Eqn. (5). 
Again, this induces a model on the warping functions. That is, a 
score vector sampled from the fitted Gaussian distribution is first 
mapped back to a sampled	𝜙(𝛾). This is inverted to obtain the 
sampled 𝛾. 

To summarize, the two models provide a means of sampling 
an aligned function, 𝑓, and a warping function, 𝛾 , describing the 
amplitude and phase variability, respectively. A sampled function 
from the original space (e.g., Figure 2) is 𝑓 = 𝑓 ∘ 𝛾83. Samples 
of 𝑓 are used to construct the uncertainty bounds using the 
statistical bootstrap as described next.  

Confidence Bounds constructed using the statistical 
bootstrap (step 5) 

Statistical bounds are constructed using bootstrapping from 
the model described in the previous section and provide a means 
of characterizing the sampling uncertainty in the WRS functions. 
Bootstrapping in this context refers to repeated sampling from 
the model and the process can be used to construct confidence 
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bounds for essentially any quantity of interest. This article 
concentrates on constructing bounds on means, differences in 
means (confidence bounds), and quantiles (tolerance bounds). 
Descriptions of how to construct the bounds applied to a single 
data set (confidence bounds on the mean and quantiles) are 
followed by a description on how to construct a confidence 
bound for the difference in means between two data sets.  

Bootstrap Confidence Bounds on the Mean  
The steps to construct confidence bounds on the mean are as 

follows: 
1. Sample 𝑛 WRS functions using the fitted model on a 

fine grid of 𝐾 values of 𝑑: 𝑑_: 𝑘 = 1, 2, … , 𝐾 . This 
results in samples:  

𝑓$j 𝑑_ , 𝑘 = 1,2, … , 𝐾 and 𝑖 = 1, 2, … , 𝑛 (6) 

where the superscript 𝑠 implies 𝑓 is a randomly sampled 
WRS profile from the model. 

2. Compute the mean WRS profile denoted by 𝑓j =
(𝑓j 𝑑3 , 𝑓j 𝑑F , … , 𝑓j 𝑑k ) where 

𝑓j 𝑑_ =
1
𝑛

𝑓$j(𝑑_)
4

$23

 (7) 

3. Repeat steps 1 and 2 𝑆 times for large S (e.g., 𝑆 =
1000). This results in the collection 𝑓j 𝑑_ , 𝑠 =
1, 2, … , 𝑆, for each 𝑘. 

4. For each 𝑘, compute the (1 − 𝛼/2) and 𝛼/2 quantiles 
of the sample mean WRS values 𝑓j 𝑑_  over the 𝑆 
samples. These quantiles form a pointwise 100 1 −
𝛼 % bootstrap confidence bound for the population 
mean function. 

In Step 1, new functions are sampled from the fitted model. 
This is known as a parametric bootstrap [9] and differs from a 
traditional bootstrap which resamples from the original data. 
Since we are characterizing sampling (i.e., finite sample size) 
uncertainty in the mean, only 𝑛 samples are drawn at this step. 
The variation in means computed in step 2 is an estimate of the 
amount of variation that would be observed in means computed 
from repeated collections of observations of size 𝑛. Though we 
could sample more curves from the model, doing so would result 
in an artificially small estimate of sampling uncertainty. The 
same reasoning is used when constructing bootstrap confidence 
bounds for quantiles and differences in mean.  As an example, 
the above steps are applied to construct a confidence bound for 
the mean of the axial predictions assuming isotropic hardening 
in Figure 6 (red dashed lines). Here and for the remaining 
analyses, 𝐾 = 100 and 𝑆 = 1000, and 1 − 𝛼 = 0.95. In the 
context of Figure 6, at each depth, we have 95%	 confidence that 
the true mean axial WRS prediction with isotropic hardening lies 
between the red dashed curves. Wider bounds indicate higher 
uncertainty in the mean, whereas narrow bounds indicate lower 
uncertainty in the mean. The confidence bounds in Figure 6 
range between 100 and 200 MPa wide. 

Bootstrap Confidence Bounds on Quantiles  
 A similar process can be used to calculate tolerance 
bounds. Recall, tolerance bounds are bounds that contain a 
certain portion of the population with a specified level of 
confidence [12]. For two-sided tolerance bounds there is both an 
upper and a lower bound. The upper tolerance bound is an upper 
confidence bound on an upper population quantile. Likewise, the 
lower tolerance bound is a lower confidence bound on a lower 
population quantile. In this sense, tolerance bounds are simply 
confidence bounds on population quantiles. A 1 − 𝛼 100% 
confident tolerance bound with 1 − 𝑞 100% coverage has the 
following interpretation: ‘we are 1 − 𝛼 100% confident that 
1 − 𝑞 100% of the population will fall between the given 

bounds.’  

 
Figure 6. Pointwise 95% bootstrap confidence bounds for the mean 

(red dashed lines) and 95/95 tolerance bounds (blue dashed lines) for 
the WRS predictions in the axial direction. The gray lines are the 

original (smoothed) data. 

Construction of equal-tailed tolerance bounds using the 
same bootstrap approach is described as follows:  

1. Sample 𝑛 WRS functions using the generative models 
as described in Step 1 of confidence bound construction 
and Eqn. (5).  

2. Estimate the 𝑝Z[ quantile of the WRS profile denoted 
by 𝑓rj = (𝑓rj 𝑑3 , 𝑓rj 𝑑F , … , 𝑓rj 𝑑k ) for 𝑝 = 𝑞/2 and 
for 𝑝 = 1 − 𝑞/2 where 𝑓rj 𝑑_  is the 𝑝Z[ quantile of 
𝑓$j 𝑑_ $23

4 . There are many ways to estimate quantiles 
(e.g., [22]) but with limited data (small 𝑛) a parametric 
assumption is made to obtain lower variance quantile 
estimates. For each 𝑘, the collection of 𝑓$j 𝑑_ $23

4  is 
assumed to follow a Gaussian distribution resulting in 
the quantile estimate 

𝑓rj 𝑑_ = 𝑓j 𝑑_ + 𝑧r𝑠_/ 𝑛, (8) 

where 𝑓j(𝑑_) and 𝑠_ are the sample mean and standard 
deviation of 𝑓$j 𝑑_ $23

4 , respectively, and 𝑧r is the 𝑝Z[ 
quantile of the standard normal distribution. 

3. Repeat steps 1 and 2 𝑆 times for large 𝑆 (e.g., 𝑆 =
1000).	This results in the collection 𝑓rj 𝑑_ , 𝑠 =
1, 2, … , 𝑆 for  𝑝 = 𝑞/2, 1 − 𝑞/2 and each 𝑘. 
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4. For each 𝑘,	compute the (1 − 𝛼/2)-quantile of the 
collection of 𝑓38t/Fj 𝑑_  and the 𝛼/2-quantile of the 
collection of 𝑓t/Fj 𝑑_  of the 𝑆 samples. These quantiles 
form a pointwise 1 − 𝛼 100% bootstrap tolerance 
bound with 1 − 𝑞 100% coverage. 

As an example, the above steps are applied to construct a 
tolerance bound for the population of axial predictions assuming 
isotropic hardening. The pointwise 0.025 and 0.975 quantiles 
(𝑞 = .05) of the 𝑆 = 1000 bootstrapped quantiles (as computed 
in Step 3) are displayed as thick dashed blue lines in Figure 6. 
These bands represent 95% coverage 95% pointwise tolerance 
bounds. 

 
Bootstrap Confidence bounds on the Difference in 
Means: Comparing Measurements and Predictions 

To compare measurements and predictions, pointwise 
confidence bounds on the difference between the mean 
measurement and mean prediction are constructed. The 
methodology for constructing these bounds is the same as that 
described to create confidence bounds around the mean 
prediction or the mean measurement, except that the quantity 
computed during each iteration of the bootstrap (e.g., Eqn. (7)) 
is the difference of means. Let 𝑔 denote a function from the 
statistical model used to quantify uncertainty in the experimental 
WRS measurements, with 𝑛v denoting the number of observed 
experimental measurements. Similarly, let 𝑓 denote the function 
from the statistical model used to quantify uncertainty in the 
WRS predictions, with 𝑛r denoting the number of predictions 
available. The steps to construct confidence bounds on the mean 
difference are as follows:  

1. Sample 𝑛v WRS functions from the model used for 
uncertainty quantification of the experimental 
measurements and 𝑛r WRS functions from the model 
used for uncertainty quantification of the predictions on 
a fine grid of 𝐾 values of 𝑑: {𝑑_: 𝑘 = 1,2, … , 𝐾}:  

𝑔$j 𝑑_ , 𝑘 = 1,2, … , 𝐾 and 𝑖 = 1, 2, … , 𝑛v 
(9) 

𝑓$j 𝑑_ , 𝑘 = 1,2, … , 𝐾 and 𝑖 = 1, 2, … , 𝑛r 

where a superscript 𝑠 implies the function is a sample 
from the corresponding model. 

2. Compute ℎj = 	 (ℎj 𝑑3 , ℎj 𝑑F , … , ℎj(𝑑k)) where  

ℎj 𝑑_ = 	
1
𝑛v

𝑔$j(𝑑_)
4x

$23

−
1
𝑛r

𝑓$j 𝑑_ .
4x

$23

 (10) 

3. Repeat steps 1 and 2 𝑆 times for large S (e.g., 𝑆 =
1000). This results in the collection ℎj 𝑑_ , 𝑠 =
1,2, … , 𝑆 for each 𝑘. 

4. For each 𝑘, compute the pointwise (1 − 𝛼/2) and 𝛼/2 
quantiles of ℎrj 𝑑_  over the 𝑆. These quantiles form a 
pointwise 1 − 𝛼 100% bootstrap confidence bound 
for the population difference of means function. 

An example is plotted in Figure 7, which compares the axial 
WRS predictions assuming isotropic hardening to the DHD axial 
WRS measurements. The confidence interval (dashed lines), was 
calculated with 𝐾 = 100 depths and 𝑆 = 1000. These bands 
represent 95% pointwise confidence bounds on the difference 
between mean ISO axial predictions and mean DHD axial 
measurements. Recall, the uncertainty in the smoothing of the 
DHD measurements was found to be unacceptably large after a 
depth of 𝑑 = 0.6 due to the coarseness of the grid on which the 
measurements were taken. Plots involving DHD measurements 
indicate 𝑑 = 0.6 with a vertical line as a reminder that results are 
suspect in this region due to the smoothing.  

Visual inspection of the these bounds is informative but 
makes it difficult to compare the predictions from different 
hardening assumptions (KIN, ISO, AVE). One metric for this is 
the root mean squared error (RMSE) of the difference between 
mean prediction and mean measurement. The difference in 
means, ℎ(𝑑), is observed on a grid of depth value 𝑑 = 𝑑3, … , 𝑑k 
and the RMSE is defined is  

1
𝐾

ℎ 𝑑_ F

k

_23

 (11) 

The RMSE is calculated for each of the 𝑆 = 1000 bootstrap 
differences. The mean of these is the estimated RMSE and the 
2.5 and 97.5 percentiles form a 95% bootstrap confidence 
interval for the RMSE. For the difference in axial ISO 
predictions and DHD measurements, the estimated RMSE is 
64.6 with 95% CI (37.5,90.8). 

 
Figure 7. 95% confidence interval on the mean difference between the 
axial DHD measurements and the axial predictions assuming isotropic 
hardening. A vertical line at normalized ID depth 𝑑 = 0.6 appears as a 
reminder that the smoothing error in the DHD measurements is large 

for 𝑑 > 0.6. 

RESULTS 
The complete analysis consists of four components: 1) 

uncertainty quantification of the DHD and contour 
measurements in the hoop and axial directions, 2) uncertainty 
quantification of the ISO, KIN, and AVE predictions in the hoop 
and axial directions, 3) comparison of predictions (ISO, KIN, 
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and AVE) and measurements (DHD and contour), and 4) 
comparison of the DHD and contour measurements to each 
other. The complete set of results is provided in [15] with only a 
subset presented in the following sections.  

Uncertainty Quantification of the Axial DHD 
Measurements 

For uncertainty quantification of the axial DHD 
measurements, confidence bounds for the mean as well as 
tolerance bounds are constructed using the statistical model 
combined with the bootstrap method discussed above. A 
confidence level of 1 − 𝛼 = 0.95 was used. For the tolerance 
bounds, a coverage level of 0.95 was used, resulting in the 
construction of 95/95 tolerance bounds. 

The 95% confidence bounds on the mean DHD axial WRS 
measurements are plotted with the data in Figure 8 (red dashed 
lines). The width of the confidence bounds is less than 100 MPa 
through the weld depth except near the OD. This indicates 95% 
confidence that the true mean axial WRS measurements lies 
within that range. The 95/95 tolerance bounds and the data are 
also plotted in Figure 8 (blue dashed lines). These bounds 
describe the region at each depth in which it is expected that, 
with 95% confidence, 95% of the axial WRS measurements will 
fall. Near the ID, the tolerance bounds suggest a range of about 
200 MPa would be expected to contain 95% of all axial WRS 
measurements. As expected, due to the low resolution of 
measurements, the tolerance bounds at the OD are somewhat 
wider with a width of about 300 MPa.  

 
Figure 8. Pointwise 95% bootstrap confidence bounds for the mean 

(red dashed lines) and 95/95 tolerance bounds (blue dashed lines) for 
the DHD axial measurements. The gray lines are the original 

(smoothed) data.  

Comparison of Measurements to Predictions 
 The 95% confidence bounds on the mean difference 

between the axial DHD measurements and the ISO, KIN, and 
AVE predictions are plotted in Figure 7 and Figure 9. The bounds 
suggest that the isotropic hardening assumption tends to lead to 
under-predictions of the mean measurement through most of the 
weld depth (except near the OD, where the smoothing introduces 
further uncertainty), though this result is not statistically 
significant through the entire weld depth. The KIN predictions 
(Figure 9, top) alternate in over- and under- predicting 

throughout the depth of the weld, with confidence bounds 
containing differences up to 200 MPa in magnitude. The AVE 
prediction (Figure 9, bottom) under-predicts the mean 
measurement for depths near the ID where both the KIN and ISO 
predictions also under-predict, but over-predicts away from the 
ID where the over-prediction of the KIN assumptions dominates 
the under-prediction of the ISO assumptions.  

Table 1 summarizes the RMSE of the difference in means 
between DHD measurements and predictions (both axial and 
hoop). There is a trend that the predictions using the average of 
the individual isotropic and kinematic hardening assumption 
predictions result in better predictions, on average, than 
individual predictions. However, the confidence intervals 
overlap and there is no physical interpretation for this average. 
There is also a suggestion that the isotropic assumption performs 
better than the kinematic assumption.  

 
Figure 9. 95% confidence interval on the mean difference between the 

axial DHD measurements and KIN (top) and AVE (bottom) 
predictions. A vertical line at normalized ID depth 𝑑 = 0.6 appears as 

a reminder that the smoothing error for the DHD measurements is 
large for 𝑑 > 0.6. 

 
Table 1. RMSE (95% CI) of the difference in means between 

DHD measurements and predictions. Due to the increased uncertainty 
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of the DHD measurements after normalized ID depth of 0.6, this value 
is the upper bound for computing the MSE. 

Similarly, the results for comparisons of contour 
measurements and predictions are detailed in [15] and 
summarized in Table 2. As with the DHD measurements, the 
RMSE suggests that the average of the isotropic and kinematic 
predictions performs better than predictions assuming just 
isotropic or just kinematic hardening. More on this is provided 
in the Conclusions section and reference [15]. 

 
Table 2. RMSE (95% CI) of the difference in means between contour 

measurements and predictions. 

CONCLUSIONS 
This paper extended the methods of [6] with the statistical 

bootstrap to construct statistical bounds on functional data with 
the specific goal of quantifying uncertainty in both WRS 
measurements and predictions as well as making comparisons 
between the two.  

There are several uncertainties in the available data used in 
this analysis that either could not be or were not accounted for. 
First, only one prediction per modeler (per hardening 
assumption) was provided. While the variation between the 
predictions can be used to understand uncertainty due to 
modeler-to-modeler differences (as was done here), there is 
nothing available to include within-modeler uncertainty. That is, 
the prediction was treated as the modeler’s best estimate and any 
uncertainty in this estimate (e.g. model input uncertainty) could 
not be accounted for with the available information. On the 
measurement side, data was provided from only a single pipe 
mock-up. This means that unit-to-unit variation cannot be 
estimated. Like the predictions, input uncertainty in the models 
used to convert the raw displacement measurements to WRS is 
also unknown. Finally, uncertainty introduced by smoothing the 
original WRS data was not accounted for. A more complete 
quantification of uncertainty would attempt to account for the 
uncertainties discussed here. For instance, smoothing 
techniques, like smoothing splines, estimate parameters 
constituting the form of the smoothing. These parameters have 
associated uncertainties which can often be approximated using 
asymptotic distributions [5]. One could add the sampling of these 
parameters to the bootstrap procedure by iteratively sampling 
smoothed curves, performing the elastic analysis, and finally 
sampling new bootstrap samples.   

A final type of uncertainty not accounted for is statistical 
model form uncertainty. The samples of new curves in the 
bootstrap approach depend on the parametric Gaussian 
assumption for the principal component scores. With such sparse 
data, it is difficult to assess this assumption and it is indeed 
debatable if the samples displayed in Figure 2, for instance, 
represent the original data well. Further research is warranted to 

study the effects of this assumption and the use of different 
distributional assumptions on the principal component scores.  

While not all uncertainties were (or could be) accounted for, 
several observations resulting from the analysis were made. For 
both the measurements and model predictions, the resulting 
tolerance intervals can inform best practices for crack 
simulation. For example, if a single model predicts a large 
compressive stress at the ID of a weld, a simulation using this 
value may be unlikely to result in the formation of cracks. 
However, a simulation that considers values within the range of 
the tolerance interval estimating uncertainty due to modeler-to-
modeler variability may predict the formation of cracks, 
particularly if the tolerance interval around a compressive 
estimate contains tensile values. Also, the confidence and 
tolerance bounds indicate there is enough   uncertainty present in 
many of the measurements and predictions to affect the 
prediction of crack formation and growth in welds. This can be 
handled by either accepting the resulting uncertainty in 
predicting crack formation or by allocating resources to reduce 
the uncertainty in WRS.  

In comparing the predictions to the measurements, the 
RMSE metric suggests that averaging the kinematic and 
isotropic predictions appears to match the mean measurements 
(both DHD and contour) better in both directions than the 
individual predictions. However, it is not clear whether this is an 
artifact of averaging out an over- and under- prediction, rather 
than an indication that the average is more representative of the 
physical reality. The ordering of predictive ability of the 
individual isotropic and kinematic assumptions is not clear. The 
kinematic assumption appears to predict the contour data better 
in the axial direction but does worse overall when comparing to 
the DHD data; the assessment of hardening law depends on 
which set of measurement data is used for comparison. Thus, one 
cannot be certain if a single type of prediction will consistently 
outperform others. These comparisons suggest that a more robust 
model for material hardening could improve prediction 
performance. 

The results of this study suggest that uncertainty in 
measurements or predictions of WRS should be considered when 
predicting crack formation and growth due to PWSCC. To 
improve the accuracy of crack predictions, further study should 
focus on identifying (and potentially reducing) the greatest 
sources of uncertainty. For example, modeler-to-modeler 
variation in the predictions is generally large and suggests 
working towards a better consensus on modeling strategies. 
Additionally, the types of comparisons between models and 
measurements made in the analysis require further justification 
of a benchmark choice to use for validation. Both the DHD and 
contour measurements of WRS exhibit uncertainty and do not 
necessarily agree with each other. Hence, it is unclear if either of 
these measurements, represent a reliable baseline from which to 
compare model predictions. Without more experimental data, 
any determination of a baseline is ultimately a question of expert 
opinion. Experimental efforts to better understand these 
measurements could provide valuable insight for validation of 
prediction models. If a reliable baseline measurement method 
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can be determined, validation of a model could be made by using 
the methods for constructing confidence bounds of the difference 
in means between measurements and predictions. Ultimately, the 
acceptance criterion would depend on the magnitude of the 
estimated mean difference between prediction and measurement, 
with associated uncertainty. The acceptable magnitude must be 
determined by subject matter experts, perhaps by appealing to 
sensitivity studies on crack initiation, and could depend on the 
relative depths in the weld considered the most important. 
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