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Response to Request for Additional Information 
Specific to the Electric Power Research Institute Report 1022909, 

"Benchmarks for Quantifying Fuel Reactivity Depletion Uncertainty" 
 
 

NRC Questions and Responses: 
 
 

1. Provide Studsvik Report, SSP-11/409-C Rev. 0 for review. 

Response: 
 
The Studsvik Scandpower Report SSP-11/409-C Rev. 0 is nearly identical to the EPRI report 
submitted to the NRC (EPRI Document 1022909, Final Report, August 2011). The Studsvik 
report has Studsvik’s formatting, and boilerplate proprietary disclaimers, but the contents are 
identical to EPRI’s published document. Studsvik will provide a copy should the NRC desire this 
document. 

 
2. A more rigorous statistical analysis of variance may provide 

estimates for the various sources of variability (i.e. reaction rate measurement 
uncertainties, modeling approximations, and uncertainties in assembly reactivities as 
listed at the bottom of page 1-2) in the differences between predicted and measured 
assembly reactivities.  Why wasn’t rigorous statistical analysis of variance used to 
further explore the listed sources of variability? 

Response: 
 
The RAI appears to imply that the data of Report Fig. 1-2 (and all similar figures) should be 
treated as simple experimentally measured reactivity decrement errors (in pcm) for many 
different fuel burnups (in GWd/T) without regard for how the “experiments” were performed and 
then to apply a variety of “rigorous” statistical analysis methods to understand the variance of 
the data.   
 
This approach was not taken because each data point is not independent of every other data 
point. For instance, the measured reactivity decrement errors for a given fuel sub-batch are 
highly correlated between successive flux maps in any given cycle (about one month apart in 
time). The degree of correlation (data covariance) is extraordinarily difficult to compute and 
would require the ability to compute the sensitivity of core-wide detector fission rate distributions 
to fuel depletion in each fuel assembly of the core – coupled nonlinearly to the local and global 
thermal-hydraulic conditions of the reactor core. Such covariance calculations have never been 
performed for actual LWRs, and determination of such complex covariances remain mostly an 
academic research topic.  
  
The reaction rate measurement uncertainties cannot be easily determined directly from the data 
by statistical methods because these uncertainties consist of both a random (measurement 
statistics) uncertainty and numerous systematic uncertainties (e.g., detector mass differences, 
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geometrical deviations of detector tubes, etc.) that make statistical analysis problematic.   
However, reproducibility tests and comparisons of detector signals at symmetric core positions 
have been used in other work to deduce that the axially-integrated reaction rate uncertainties 
are less than 0.5% for any measured signal, and as such, reaction rate measurement 
uncertainties cannot contribute significantly to the overall reactivity decrement uncertainty. In 
addition, the methods used in this report treated all measurement uncertainties as if they are 
errors in computed sub-batch reactivities, and this increases the magnitudes of uncertainty 
attributed to the reactivity decrement errors, which is a very conservative approach. 
 
The fact that the sub-batch exposures are not known precisely only changes the horizontal-axis 
positioning of the individual reactivity decrement errors in Report Fig. 1-2, and thus there is a 
small impact on the results of this study only if such miss-positioning of data points affects the 
non-linear regression fit to the data. It is intuitively clear that even a +/- 5% burnup error would 
have little impact on the regression because the shape of the reactivity decrement errors is so 
flat with burnup, as can be seen from the quadratic fit of Report Fig. 1-2. 
 
 

 
 
Modeling approximations in the nodal simulator are nearly impossible to separate from other 
sources of error by statistical means. However, these approximations have been tested directly 
by Gunow’s independent analysis (Ref. 1) in which the nodal method was replaced by full core 
2D CASMO heterogeneous multi-group transport calculations. For the 18 points evaluated in 
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that study (2 cycles, 3 points per depletion cycle, 3 fuel sub-batches), the standard deviation of 
the differences between the SIMULATE nodal and full-core CASMO reactivity decrement errors 
was only 78 pcm, as displayed in Table 5-1 of Gunow’s report (reproduced below). Gunow’s 
study revealed that the magnitude of error in reactivity decrement that arose from the nodal 
method (the +/- one-sigma of 78 pcm) is very small. As such, the nodal method error would 
reposition the vertical-axis position of each data point of Report Fig. 1-2 only a small amount 
relative to the overall spread of the data. Thus, the nodal method uncertainty has been 
addressed, albeit by a direct method rather than by statistical methods. 
 

 
 

3. In addition to the operating conditions, two differences between core and spent fuel 
pool (SFP) reactivity analyses are: 1) SFPs are commonly filled with regions of highly 
burned fuel assemblies that were in low power regions of the core during their last 
cycle (and thus in low importance areas of the core), and 2) the reactivity of the SFP 
is often dominated by the reactivity at the axial ends of the assembly (low burnup 
rates and lower importance to the overall core reactivity than the core center). 
Provide additional information to assure that using all of the sub-batch reactivity 
decrements does not dilute or dominate the bias and or bias uncertainty of the in-
core assembly locations that are important to SFP criticality safety analyses.  The 
following examples highlight portions of the document where this question is 
relevant. 

  
a. Assembly ends may have power/burnup that is approximately 20% of the core 
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average (approximately 10 gigawatt-days per metric ton of uranium (GWd/MTU)).  
These areas are of lower interest for core licensing analyses, therefore, a higher 
level of uncertainty or error may be accepted by operations.  

Response: 
 

It has been recognized for many years that the assembly ends have lower power and burnup 
than the assembly average. One extreme case for assembly ends being significantly lower in 
burnup than the assembly average burnup occurs at the end of first cycle cores with axially 
homogeneous fuel. Here the textbook chopped-cosine axial power distribution is observed in 
nearly all fuel assemblies at the beginning of cycle 1 (BOC-1). The first panel of Figure RAI-3a 
below displays the core average axial power shapes observed for the BEAVRS core (MIT 
CRPG web site http: //crpg.mit.edu/pub/beavrs), as computed with CASMO-5/SIMULATE-3; it 
can be seen that the power [e.g., Relative Power Fraction (RPF)] in the top 6-inch node (node 
24) is 20% of the average – as stated in the question.   

The second panel of Figure RAI-3a displays the same information at the end of cycle 1 
(EOC-1).  Here the top node has 63.7% of the average power and 40% of the average burnup 
(EXPO, 5.56 GWd/T vs. 13.72 GWd/T). The third panel of Figure RAI-3a displays the same 
information for EOC-1 computed at cold conditions. In cold conditions, the flux (power) shifts to 
the top of the core (axial offset, the integrated flux in the top half of the fuel minus the integrated 
flux in the bottom half of the fuel divided by the total integrated flux, is 86%) and the flux peaks 
in the third node from the top – just as it does in the SFP. However, the burnup at the peak flux 
position at cold-conditions is 80% of the average burnup (10.98 GWd/T vs. 13.72 GWd/T).  
Moreover, the flux-adjoint-weighted burnup at the cold condition is 87% the average burnup 
(11.98 GWd/T vs. 13.72 GWd/T) (Note the adjoint and real flux shapes are approximated for 
this edit in SIMULATE-3 as the power shape – which implicitly assumes a one-group adjoint flux 
shape).   

This means that for cold conditions, core reactivity is driven by the 3rd and 4th nodes (of 24) from 
the top of the core, and the burnup of these regions is not dramatically less than the core 
average. Moreover, in reload cores, the core depletion power shape will be even flatter than in 
the cycle 1 case demonstrated here, because depleted fuel remaining in the core pushes the 
hot full power (HFP) power shape towards the top of the core (as in the cold conditions) and 
reload cores have flatter axial power and burnup shapes even in the fresh feed fuel assemblies 
over the whole cycle. 

Since a similar peaked axial flux shape will exist in SFPs, we should not expect that end effects 
are as significant as one might anticipate from the observation that BOC-1 powers at the upper 
part of the assembly are only 20% of the average. The assembly ends are only marginally lower 
in importance-weighted burnup than the assembly average, and therefore the assembly ends 
remain important in reactor power operations as well as for spent fuel pools.  
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Figure RAI-3a 

 

 

i. Core measurements are used to verify that the reactor is operating within 
its limits, thus the measurements can have a conservative bias with 
respect to reactor operations but not with respect to SFP criticality safety 
analyses.  Provide additional information for not applying regional 
weighting of reactivity decrement error based on regional importance in 
SFP criticality analyses as a function of burnup. 

Response: 
 

As explained in the response to the previous part of this question, the importance-weighted 
burnup (and implicitly the importance-weighted reactivity and reactivity decrement) is not very 
different from the assembly average burnup. In addition to the information provided above, it is 
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observed that the calculations and measurements of BWR shutdown margins are performed in 
exactly this very axially-peaked condition, where end-effects are very important, and one-sigma 
calculational uncertainties using the same CASMO/SIMULATE lattice and nodal core models 
using modern data libraries are typically 200-300 pcm (Ref. 2) for shutdown margin predictions. 
If the reactivity in these axial regions were not being properly predicted by the lattice physics 
methods, this should be observed in BWR cold shutdown margin criticals predictions that are 
performed each cycle prior to BWR power operation. Therefore, there is no indication for 
needing to apply regional weighting of the reactivity decrement error. 

 

ii. Since Table 5-7 only gives mean nodal root mean squared (r.m.s.) 
differences, provide a histogram of calculated minus experimental values 
over the entire spatial domain sampled. What locations correspond to the 
histogram tails? Explain the source(s) causing disagreement at the 
histogram tails.  
 

Response: 
 

Direct numerical evaluation of the detailed distributions of reaction rate errors for the Duke 
reactor flux maps would require re-analysis of all the 700+ flux maps used in the analysis of 
record, and is not readily achieved. However, the disagreements between computed and 
measured fission rates are observed to have the following trends: 

 
1) Errors in calculated fission rates in the low power top and bottom 2 nodes (30 cm total) are 
typically 2.0 - 2.5 times larger than the 3D nodal r.m.s error (e.g., 4.0 - 5.0 % errors). 

2) Errors in calculated fission rates in low power (twice burned fuel) assemblies at the core 
periphery are typically 2.0 - 2.5 times larger than the 2D radial r.m.s error (e.g., 2.5 – 3.5% 
errors). 

3) Away from these two areas, there are no easily discernable trends in errors with respect to 
core location. 

These larger errors at the core periphery arise in part because nodal methods make many 
approximations (pseudo 1-D models) for the radial baffle/barrel/reflector and for the axial 
assembly nozzles, plenums, springs, end plugs, core support structures, etc. Consequently, the 
errors relative to measured fission rates are expected to increase at the core peripheries.  
However, the absolute error in flux tends to be much more constant. This naturally means that 
the percentage errors in local flux and burnup increment are inversely proportional to the local 
flux (or power level). At the same time, the increment of burnup for peripheral assemblies is very 
low (typically 35% of the average assembly burnup) during the last cycle where the assemblies 
are located on the periphery of a modern low-leakage core design. 

Thus, the increment of burnup for an 18-month cycle would be approximately 6 GWd/T in the 
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last cycle and a 5% error translates to about 0.3 GWd/T in burnup increment. An error of 0.3 
GWd/T on assembly burnup translates to approximately 250 pcm.   

It is important to remember that fuel sub-batches on the core periphery in their last cycle have 
been located in higher flux regions near the core center at the end of the previous cycle, and 
thus measured reactivity decrement error has been extracted for fuel sub-batch burnups that 
are only slightly less than the ultimate core discharge burnups. 

b. In Section 7.2 it is stated that the “sensitivity filter” does not largely change the 
“data shape”.  A more quantitative assessment is requested as to why the use of 
the “sensitivity filter” does not affect reactivity decrement error bias and bias 
uncertainty results. Furthermore, in Section 7.2, it is stated that reduction of data 
scatter is the primary motivation for applying sensitivity screening. Reduction of 
scatter is not a valid argument for discarding data. If sensitivity screening is to be 
used, provide appropriate justification for discarding data. 

Response: 
 
The reduction in the scatter of inferred reactivity decrements should not be a motivating factor in 
selecting the Sensitivity Filter value. What is important is that there be some minimum filter 
value that screens out sub-batches with almost no sensitivity. The Sensitivity Filter is clearly 
needed because there are cases (usually for small peripherally located sub-batches) where the 
computed fission rate distribution is almost totally insensitive to the reactivity of the sub-batch. If 
such cases were used, the deduced error in sub-batch reactivity would be very large for that 
sub-batch/cycle. However, the actual selection of the Sensitivity Filter value of 0.9% used for the 
final analysis did not materially alter the distribution of inferred reactivity decrements, as can be 
seen by examining Report Figures 7-2 and 7-4. If the smaller sensitivity filter had been used, the 
bias and uncertainty of reactivity decrements would not have changed appreciably, as can be 
seen in the data of these figures. The sensitivity of regression fits to Sensitivity Filters is 
expanded below in the Responses to RAI Questions 3d and 3e. While it is clear that many high-
burnup peripheral sub-batches are eliminated in the screening process, what it most important 
is that some high-burnup sub-batches remain after the screening process, so that the reactivity 
decrement data can populate the high burnup areas of the data that remains for fitting of the 
shape of the reactivity decrement bias at high burnups.  The Sensitivity Filter value selected 
does permit sufficient numbers of high-burnup fuel to remain in the database used for 
regression fitting of the data.  
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c. Section 7.2 states that “reaction rate sensitivities to sub-batch burnups be 
sufficiently large to overcome measurement uncertainties – or the signals used to 
deduce sub-batch reactivity errors will not be meaningful.”  Given that assemblies 
stored in the SFP will likely be discharged from these low sensitivity locations, 
provide additional discussion as to why the burnup characteristics and bias and 
bias uncertainty in these low power regions are expected to be bounded by the 
bias and bias uncertainty based on average sub-batch burnups.  

Response: 
 
It is true that the SFP will contain assemblies discharged from the low sensitivity (low power) 
regions of the core. For the very same reasons discussed in the previous two Reponses, what is 
important is that the data be able to quantify the bias and uncertainty for fuel at very high 
burnups and that has been shown to exist within the remaining screened data. For those sub-
batches in the very low power regions that have been screened out, the only effect that has not 
been treated is any change in bias (or uncertainty) that would come from the increment of 
burnup in the last cycle where the sub-batch has been in a low sensitivity region. As explained 
earlier, for peripheral assemblies in an 18-month cycle, this would be approximately 6 GWd/T 
burnup increment in the last cycle, and a 5% error translates to about 0.3 GWd/T in burnup 
increment. An error of 0.3 GWd/T on assembly burnup translates to approximately 250 pcm 
reactivity, and this would have little impact on either the bias or the uncertainty of reactivity 
decrement for the high burnup fuel.  

Also, one should note that many of the difficulties that lattice and nodal methods have in 
predicting fluxes at peripheral locations were investigated in the recent work by Geoff Gunow at 
MIT (Ref. 1) where full-core heterogeneous transport methods were used to replace lattice and 
nodal models using direct full-core CASMO calculations. This work showed that inferred 
reactivity decrements were almost identical when lattice and nodal methods were replaced by 
high-order multigroup transport calculations. This work demonstrated that nodal model 
approximations, which might introduce some fortuitous cancelation of errors in the EPRI 
analysis, had no such effect on the inferred reactivity decrements of the BEAVRS reactor flux 
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maps, and this work served as a further demonstration of the validity of the EPRI study.  

 
d. Section 6.3 states that cases with low sub-batch sensitivity are removed from the 

analysis.  Later in the document (pg. 8-14) it is concluded that, “the post-
minimization screening has not impacted the regression results – within the 
uncertainty estimates.” Provide additional discussion on this conclusion 
explaining why the excluded data is not applicable to the benchmark analyses 
and provide the impact to the bias and bias uncertainty. 

Response: 
 
This issue of the Screening Filter value has been addressed qualitatively in the previous two 
questions; referring to the data in Report Figures 7-2 and 7-4, the impact of the Screening Filter 
can be seen qualitatively to be very minimal on the mean value of the inferred reactivity 
decrement data.    

Table RAI-3 provides details for the sensitivity of the regression fits to numerous regression 
assumptions. In Cases 1 to 4, the sensitivity of the CASMO-5 regression fits to the Sensitivity 
Filter is presented for four filter values (0.3%, 1.0%, 2.5% and 5.5%). It is clear that the 
regression is not sensitive (i.e., changes are less than ~100 pcm) to the filter employed until 
filter values becomes so large (i.e., 5.5%) that the number of remaining data points becomes 
very small.   

 

   **Cases 1-10 utilized in RAI-3, Cases 11-12 utilized in RAI-13, and Cases 13-16 utilized in RAI-14 

 

The discussion of selecting only sub-batches with 12 or more assemblies was motivated by the 
need to have more than 1 assembly in each octant of the core so that the fission rate 
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distribution in the core will not be sensitive to a single core location (assuming octant symmetry 
of the loading). The impact of using a filter of 12 to 32 assemblies in a sub-batch is presented in 
Cases 5 to 10 of Table RAI-3. It can be seen that there is little impact on the regression fit for 
the reactivity decrement bias. This lends credibility to the argument that the sub-batch size 
criteria did not have a significant impact on the reactivity decrement data that was used in the 
subsequent regression analysis. 

 
e. Explain the cause(s) of the reactivity decrement errors near the red “5% 

Decrement” curves in Figure 8-4 and Figure 8-5? 
 

Response: 
 
Individual data points in Report Figures 8-4 and 8-5 that lie near the red curves (widest 
dispersion) are caused in large part because, without sufficient screening, many of the very low 
sensitivity sub-batches remain in the data. As explained earlier, the lower the sensitivity, the 
more likely it is that reactivity decrements errors will be inferred to have values much larger than 
observed for higher sensitivity sub-batches. This is because it takes a large change in sub-batch 
reactivity to include a shift in the computed core fission rate distribution when the sensitivity is 
small. This can be seen by comparing Report Figures 8-5 and 8-3, where filtering clearly is 
observed to remove many of the largest reactivity decrement error points. 

However, the points removed by sensitivity screening tend to be both positive and negative in 
reactivity decrement errors. Consequently, the impact of screening out low sensitivity data 
points has minimal impact on the regression fit for the decrement bias and its burnup 
dependence. That is, the mean bias (and shape) of reactivity decrement error was not sensitive 
to the screening process other than needing some minimum screening to eliminate extremely 
low sensitivity sub-batches. 
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It is also very clear from the data that the sub-batches that have the largest errors in reactivity 
decrement are often cases that occur at the beginning of a new cycle and for which sensitivities 
are very low. The very same fuel sub-batch often has an end-of-previous cycle reactivity 
decrement error that is much smaller. This is a clear indication that the large deviations are 
actually an artifact of the methods used to infer the reactivity decrement error, because it is 
clear physically that the true sub-batch decrement error cannot change between the end of one 
cycle and the start of the next cycle. In fact, any error in number density or cross section must 
have a smooth continuous impact on reactivity decrement error. Consequently many of the data 
points with large decrement errors displayed in Report Fig. 1-2 are certainly not true errors.  
Nevertheless, these points have been included in both the regression fits and the plotted 
dispersion curves. 

This point can be understood more clearly by examining the data and regression fits when the 
Sensitivity Screening Filter is varied over a large range. In the following four sub-figures of 
Figure RAI-3e, the Sensitivity Screening Filter has been varied between 0.3 and 5.5%, (e.g., 
Cases 1 to 4 in Table RAI-3). As the filter is increased (more discriminating), the spread of data 
is continually reduced and the prediction interval for the reactivity decrement error becomes 
increasingly narrow, while the regression fit remains largely unchanged. This is caused by the 
fact that the process used to reduce the experimental data does not accurately determine the 
reactivity decrements for low sensitivity points. This implies that these low sensitivity points have 
dramatically larger “measurement uncertainties” than the high sensitivity data points.  This is not 
surprising, and this effect could be treated statistically if we could quantify the uncertainty for 
individual data points. However, there is no clear method to determine these uncertainties, and 
the EPRI study has chosen to simply treat all data points as having uncertainties that are 
independent of their sensitivities. This assumption naturally leads to conservatively larger 
prediction intervals. For instance, using the filter of 1.0%, the 95% prediction interval is 
approximately +/- 800 pcm at 45.0 GWd/T, while with a screening parameter of 5.5% the 
prediction interval is less than +/- 300 pcm. Such studies provide significant evidence that the 
data points that lie near the “Kopp bounds” are in fact points that have very large measurement 
uncertainties, and as such there is no specific significance to those individual points. The facts 
that the prediction intervals display narrowing trend for the more discriminating filters reinforces 
the contention that the regression fit is the relevant parameter, not the widths of prediction 
intervals. The EPRI report simply chooses to include unrealistically large prediction intervals 
because there is little influence on the regression fits, which are of most interest in this study.  
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Figure RAI-3e 

 

4. Nodal methods with homogenized assembly approximations generally have 
difficulties with streaming effects at the assembly ends.  To what distance from the 
assembly ends do the non-homogeneous streaming effects propagate into the active 
core region?  Is there a resultant restriction on the applicability of the benchmark 
near the assembly ends or is there a different bias and bias uncertainty that would be 
applicable for calculations at the assembly ends? 

Response: 
 
It is recognized that nodal methods are only approximately correct where streaming and fuel 
assembly end-effects occur. As explained in the Response to RAI Question 3a(ii), such errors in 
local fission rate are still typically less than 5%. Because the errors in computed axial fission 
rates are restricted to the uppermost and lowermost two nodes (30 cm) in the 24-node models 
used here, it is very clear that the lattice spectrum has become asymptotic and the nodal lattice 
approximations are not significant past this distance. In fact, it only takes about 10 cm from the 
ends of the fuel for the spectrum to become asymptotic, but errors introduced by the first 10 cm 
produce a tilted error in the axial flux and because of spatial neutron coupling, this error 
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penetrates farther into the assembly, producing errors over much of the first 30 cm into the fuel 
assembly. As demonstrated in the Responses to earlier questions, it is the 3rd and 4th nodes (30 
to 60 cm from the reflector) that dominate the cold reactivity in the SFP, and hence the steaming 
and end-effects are not very important this far into the fuel assembly. Thus the fact that we have 
not tried to deduce the bias in reactivity decrement for the specific end-regions of the fuel 
assembly should have a very minimal impact on the overall reactivity decrement in SFP racks. 

 
5. The basic approach in this report entails extrapolation of a core’s hot full power 

(HFP) calculations/measurements to SFP conditions.  In addition to temperature 
(addressed in Section 8) summarize the parameters considered in this extrapolation 
(e.g., absence of short lived fission products and neutron spectral changes) and their 
individual impact on the bias and uncertainty applicable to SFP conditions.  

 
Response: 
 
One reason that the EPRI approach for inferring the biases in calculated reactivity decrements 
from HFP measurements is well founded is due to the fact that almost all actinides (other than 
Pu-241 and Am-241) are essentially stable in the time period of interest in SFP racks.  
Consequently, fuel assembly actinides number densities and stable fission product number 
densities are almost completely determined by the HFP reactor depletion. 

To address possible differences in spectrum between the SFP geometries from that in the 
power reactor core, the TSUNAMI correlation coefficients were calculated and displayed in 
Report Table 8-4 to demonstrate that the HFP core conditions are very similar to those in the 
spent fuel pool. For all lattices of the EPRI study, the correlation coefficients between the in-core 
conditions and the SFP rack geometry are greater than 0.95. This demonstrates that the 
reactivity sensitivity to isotopic inventory of the fuel is very similar in both the core and SFP.  
This is because at hot conditions the neutron spectrum is hardened by the low water density, 
core soluble boron, and Xenon/Samarium absorbers - just as the SFP neutron spectrum is 
hardened the presence of absorber panels. Thus, even though the SFP has a much higher 
water density than the PWR core, the spectral softening of the water is offset by other hardening 
phenomenon to make the energy spectrum and reactivity sensitivities very similar to those in the 
reactor core. 
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The decay of short-term fission products in the SFP is one difference between the core and the 
SFP. The very short-term (<1 year) fission product decay in the SFP is not significantly different 
from that in cores that are restarted after long reactor outages, and there exist lots of examples 
for which lattice/nodal methods very accurately predict the reactivity of the core as it goes 
critical at very low power. Such reactivity data verify that changes in fission products over the 
first year of cooling are well treated by lattice methods and cross section data. 

Reactor data has not produced much useful data to confirm prediction for the long-term fission 
product decay (>1 year), with the rare exception of the TMI restart after many years (a core for 
which criticality was accurately predicted upon restart). However, the change in reactivity with 
cooling time is dominated by the Pu-241 to Am-241 alpha decay with the Pu-241 content being 
very dependent on fuel burnup. If one compares the reactivity decrements at 100 hours of 
cooling vs. 5-year cooling in Report Tables C-3 and C-4, one can see that at a burnup of 10 
GWd/T, the entire cooling effect on reactivity decrement is predicted to be less than 400 pcm 
and the fission product contributions to the change in decrement with cooling are not large. For 
fuel depleted to 60 GWd/T, the change in reactivity decrement with cooling is about 4000 pcm, 
and this is dominated by the contributions of Pu-241 beta decay to Am-241 (~14-year half life) 
and the Eu-155 beta decay to Gd-155 (~5-year half life). Chemical assays of spent fuel rods 
provides a large data base that quantifies the uncertainty in lattice physics predictions of the 
inventories of these four isotopes as a function of burnup, and there is ample evidence (Ref. 3) 
that associated uncertainties of the lattice physics predictions of these four isotopes’ number 
densities are small compared to the final quoted EPRI uncertainties on measured reactivity 



Attachment 1 
 

Page 15 of 31 
 

decrements.   

For these reasons, it is reasonable to expect any bias in HFP reactivity decrements to be very 
similar to the bias for SFP reactivity decrements. The uncertainty of the reactivity decrement at 
cold conditions, however, is influenced by the lack of precise knowledge of nuclear cross 
sections. That is to say, even if the isotopic inventory of the fuel were known exactly, there 
might be a different error in predicted reactivity between HFP and SFP conditions. Here is 
where the TSUNAMI uncertainty propagation capability was used to compute the added cross 
section uncertainty of going from HFP to cold conditions. This 452-pcm uncertainty (see Report 
Table 8-10) is the largest single identified contributor to the overall uncertainty in cold measured 
reactivity decrement. This uncertainty is so large that other possible sources of uncertainty (that 
have not been directly treated in the EPRI report) need not be studied in detail when these 
contributions are small compared to the hot-to-cold cross-section uncertainty. 
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6. The best fit for the reactivity decrement error versus sub-batch burnup will have 

uncertainty in fit due to internal sub-batch variation between fuel assemblies 
(especially when “super-batches” are formed).  Section 3.6 concludes that residual 
r.m.s. differences are caused by factors other than sub-batch reactivity.  How has the 
internal variability within each of the sub-batches and super-batches been included in 
the uncertainty of the reactivity decrement error data?   

 

Response: 
 
The fundamental premise of the EPRI methodology for inferring reactivity decrement biases is 
that errors from lattice physics (used to predict isotopic number densities) or from fundamental 
cross section uncertainties must necessarily change smoothly with burnup. This premise, 
together with the fact that the slope of assembly reactivity with burnup is a very slowly changing 
function of burnup (as depicted in Report Figure 1-1 for an assembly without burnable 
absorbers) means that the sub-batch burnup variation can only introduce appreciable additional 
uncertainty if the variation in burnup is sufficiently large so that the variation in slope of reactivity 
is large. Since sub-batches (and even super-batches) have variations in burnup induced only 
from non-uniform batch depletion (e.g., spatial variations in power), such variations are usually 
only a small fraction of the burnup accumulated in one cycle. If a sub-batch in an 18-month 
cycle had two assemblies, one with 20% more than average power and one with 20% less than 
average power, the total accumulated burnup difference from the sub-batch average burnup at 
the end of cycle would be 20% of 20 GWd/T or 4 GWd/T.  As one can see from the slope of the 
curve in Report Figure 1-1, the sub-batch averaged burnup slope would be in error for either 
extreme assembly by about 10%. This would mean that the error in the converged search sub-
batch reactivity would be wrong for each assembly by +/- 10% of the reactivity decrement error.  
As can be seen from Report Figure 8.3, this error would 10% of 1500 pcm or 150 pcm for a sub-
batch with the largest observed error, which would represent a small addition relative to the total 
quoted uncertainty at HFP conditions of 250 pcm (noting that when a 150-pcm additional 
uncertainty is combined statistically with the 250-pcm HFP uncertainty, the total uncertainty 
would only increase to 291 pcm.) 

However, this example is extreme in its assumption that the high and low power assemblies in 
the sub-batch persist in mismatched powers for the whole cycle. In reality, high power 
assemblies with depletion are reduced in power by end of cycle and the reverse is true for low 
power assemblies. Also maintaining mismatched sub-batch powers across multiple cycles is 
unlikely, and the net effect is that the sub-batch variations in burnup are not particularly 
important – especially for high burnup assemblies. 

For these reasons, this study has included no additional uncertainties to account for variations 
within sub-batch burnups. 
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7. The bias and bias uncertainty have been developed for an agglomerated dataset 

over the area of applicability.  The benchmarks generated isolate some area of 
applicability parameters (e.g., pin size, burnable absorber and power density). 
Consider the following regarding data applicability. 

 
a. Section 2.3 states, “one way of viewing reactor data is that they provide a great 

many instances of the ‘depleted fuel criticals’ that we desire.”  
 
Clearly define the area of applicability for these “depleted fuel criticals”. As stated 
in NUREG/CR-6698, “Guide for Validation of Nuclear Criticality Safety 
Calculational Methodology,” “the purpose of defining the area of applicability is to 
verify that the neutron physics will not be unduly affected by parameters not 
accounted for in experiments.” The guidance provided in Section 2.5 of 
NUREG/CR-6698 identifies important considerations for formally defining the 
area of applicability.  

Response: 
 
These benchmarks are designed to validate the change in fuel assembly reactivity with burnup 
and are not designed for general criticality validation.  Fresh fuel critical experiments are 
typically used for validation of criticality including fuel geometric features.  Thus the area of 
applicability for these benchmarks is defined by the neutron physics of depletion.  The change in 
reactivity with burnup is sensitive to the amount of fuel burnup, the initial fuel enrichment, the 
neutron spectrum during depletion, the neutron spectrum in the application, and the decay of 
isotopes (related to specific power and cooling time). The range of burnup is 10 to 55 GWd/T.  
The range of enrichments is between 3.4 and 4.95 wt% 235U.  The range of spectrum is covered 
in the companion document providing the responses to the RAIs on the Utilization Report (Ref. 
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4), and more specifically in the responses to the Utilization Report RAI Questions 1 and 13.  The 
range of the Energy of Average Lethargy of neutrons causing Fission (EALF) during depletion is 
from 0.60 to 1.4 eV.  The range of EALF for the criticality condition is 0.18 to 0.55 eV.  (The 
criticality condition is supported by sensitivity analysis rather than direct measurement.)  The 
range of specific power is from 38 to 55 W/g U.  The measurements were performed at full 
power and a range of cooling times from 0 to 15 years is supported by calculations.   

The area of applicability has also been evaluated using TSUNAMI and similarity tests.  The 
TSUNAMI analysis is provided in the section entitled “General Response” in the companion 
document responding to the Utilization Report RAIs.  From that analysis, the area of applicability 
is all current PWR fuel assembly designs for applications with most rack designs (see the 
responses to the Utilization Report RAIs). 

 
b. Section 2.3 states that the benchmark study is based on “44 cycles of measured 

reactor data from four Duke Energy PWRs [pressurized water reactors].” What 
percentage of all PWR reactor-years does this data cover and how 
representative is this data of all PWR fuel operation considering different fuel 
design types and operational characteristics? Discuss any operational outliers 
(i.e. operational characteristics that might be considered atypical or unexpected) 
and provide the corresponding reactivity decrement errors for these outliers and 
the relative magnitude of the errors as a function of burnup relative to the overall 
data. 
 

Response: 
 
The 44 Duke reactor cycles used in this study (approximately 65 reactor-years) are a small 
percentage (<1%) of the many thousands of PWR reactor-years of operation that have 
occurred. However, many PWRs have been operated with fuel and operational strategies that 
are very similar to those of the Duke reactors, and as such, the fuel used in this report is 
representative of the majority of the discharged fuel in spent fuel pools in the US. 

While fuel in the Duke reactors was 17x17 fuel, there also exist 14x14, 15x15, and 16x16 fuel in 
US spent fuel pools. All of these other fuel types are depleted in reactors with very similar fuel-
to-coolant ratios, operational power densities, fuel temperatures, and soluble boron 
concentrations. Thus, we expect that reactivity decrement biases and uncertainties would be 
very similar for these other fuels. 

This issue can be more appropriately addressed in the context of the entire methodology for 
performing spent fuel criticality calculations, which is the subject of NEI 12-16 (Ref. 5).  

 
 

c. Section 7.5 lists formal statistical conditions on the data that are not satisfied.  
Provide an assessment of the significance of not meeting these conditions and 
why alternate statistical methods that account for this type of data were not used. 
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Such analyses could be used to develop the importance, trends, and bias and 
bias uncertainty for the parameters in the area of applicability.  Specifically 
address the potential impacts and/or limitations on bias and bias uncertainty for 
the benchmarks generated.  Alternatively, provide additional justification for the 
general applicability of the bias and bias uncertainty summarized in Table 7-1 by 
performing parameter-specific trending analysis for each parameter in the area of 
applicability.  

Response: 
 
The Response to RAI Question 2 details many of the technical reasons why alternate statistical 
methods were not used for the data analysis in this report. However, the impact of many of the 
formal statistical conditions listed in Section 7.5 can still be assessed.  

The fact that the sub-batch exposures are not known precisely only changes the horizontal-axis 
positioning of the individual reactivity decrement errors in Report Fig. 1-2, and thus there is only 
a small potential impact on the results of this study only if miss-positioning of data points affects 
the non-linear regression fit to the data. It is intuitively clear that even a +/- 5% burnup error 
would have little impact on the regression because the shape of the reactivity decrement errors 
is so flat with burnup. The fact that this statistical condition cannot be formally met does not 
significantly impact the biases or uncertainties. 

The reactivity decrement errors are such that there are no two identical burnup points in the 
database. So formally, the data cannot be normally distributed at each burnup point.  However, 
if one considers the data to be representative of bins of burnup (as in Report Table 7-1 that 
uses bins of 10.0 GWd/T) then there are sufficient numbers of points such that the data is nearly 
normally distributed within each bin. As such, it is anticipated that even though the statistical 
condition of normality at all burnup points cannot be formally met, this does not significantly 
impact the derived biases or uncertainties. 

Linear burnup dependence of the variance of reactivity decrement errors has been assumed 
when the nonlinear regression was performed. While this assumption is reasonable, it cannot be 
proven to be correct. However, the regression was also performed assuming that variances are 
independent of burnup, and the changes in regression curve fit were only a very small fraction 
(<10%) of the assigned uncertainty, so it is reasonable to conclude that the biases do not 
depend in any significant way on the assumption of the linear burnup dependence of the 
variance. Further quantification of the impact of the assumption of linear variation of variance 
with burnup is contained in the response to RAI Question 13 below. 

As stated previously in the Response to RAI Question 2, there appears to be no direct method 
by which we can easily assess the impact of the fact that each measured reactivity decrement 
error point is not independent of every other measured reactivity decrement error point. 

 

d. In Section 7.5, the CASMO-SIMULATE reactivity decrement calculations were 
identified as not being sensitive (less than 200 pcm) to soluble boron, fuel 
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enrichment, and burnable absorbers. 
 

i. Given that the resulting uncertainty in the decrement error is on the order 
of 300-500 pcm, explain why calculation sensitivities of this magnitude 
were dismissed. 

Response: 
 
The statement in Section 7.5 stated that “Calculations show that the sensitivity of reactivity 
decrement curve versus enrichment, burnable absorber, and boron concentration is small – on 
the order of 200 pcm.” This statement is in reference to computing the “Kopp 5% decrement” 
red curves for the plots. This 200 pcm is not related to any of the reduced data, biases, or 
uncertainties used in the Report. It is simply a statement that the Kopp curves are not precise 
and should only be used as eye guides for the data spread. All experimental data points and 
subsequent reactivity decrement regression curves used in the analysis are computed for the 
precise enrichment and burnable absorbers of each sub-batch. 
 
 

ii. What is the basis for using quadratic data fits versus linear data fits? 

Response: 
 
The quadratic was selected based on the physics that any bias in reactivity decrement will in all 
likelihood not be linear because there are exponentially growing higher actinides being 
produced in the fuel and uncertainties must grow with burnup. Higher-than-quadratic fitting was 
discarded because high-order fits are not appropriate for data with the degree of observed 
spread. Further quantification of the impact of the assumption regarding the order of the 
regression fits is contained in the response to RAI Question 14 below. 

 

iii. Discuss the statistical process used to show that reactivity decrement 
sensitivity to the studied parameters is less than 200 pcm. 

Response: 
 
As discussed in Response to RAI Question 7d(i), the reactivity decrement sensitivity of 200 pcm 
is not relevant to the data used to form either the bias or uncertainty of the measured reactivity 
decrement. As such, no formal statistics were performed to arrive at the 200-pcm values; it was 
simply based on observing the approximate spread in reactivity slope versus individual 
parameters for the post-b.p. lattice depletion curves. 

iv. In Section 7.7, what is the basis for the assumed boron error, in units of 
parts per million (ppm), to percent millirho (pcm) conversion constant of 9 
pcm/ppm? 

Response: 
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Since the observed biases in BOC to EOC reactivity swing in Section 7.7 are used simply to 
confirm consistency with the flux-map-deduced reactivity decrements, the accuracy of this ppm-
to-pcm conversion is not important, and using a large value for the conversion makes the 
agreement look worse than it actually is. The 9.0 pcm/ppm was selected to be at the high end of 
observed HFP, 18-month cycle, PWR boron coefficients, so that the conversion of boron bias to 
pcm bias would be as large as reasonable.  

This conversion factor and its application have no impact on the results of the EPRI Report. 

 
8. Section 3.2 discusses flux map measurements. How are flux measurement errors 

accounted for in this work? 

Response: 
 
The flux map measurement errors from reproducibility tests and symmetry measurements are 
generally observed to be about 0.5% for any individual radial flux map position (thimble). Since 
the observed deviation between computed and measured fission rates (see Report Table 5-7) 
has an average r.m.s. difference of 1.2%, the 0.5% “uncertainty” from the measurement is so 
small that there is no need to consider it as a separate source of uncertainty. As such, the 
results of this study are penalized by including reactivity decrement errors that may in fact be 
attributed to measurement uncertainties. By so doing, the results of this study have 
uncertainties that are made artificially larger by treating measurement uncertainties and other 
random errors as computational modeling uncertainties. 

 
9. Section 3.3 explains how reactivity decrement errors are captured by attempting to 

separate the spatially-dependent reactivity decrement errors (characterized in this 
work as the depletion uncertainty) from the spatially-independent reactivity errors. 
This benchmark work seems to focus only on capturing the spatially-dependent 
component of the reactivity error while neglecting the spatially-independent 
component, further evidenced by the fact that the r.m.s. errors are minimized, but 
non-zero. In addition to not accounting for flux map measurement error, not 
accounting for these “residual biases” seems to result in only a partial benchmarking 
of the CASMO/SIMULATE tools. Explain how these residual biases have been 
accounted for or explain why it is appropriate to ignore them? 

Response: 
 
The EPRI methodology was not anticipated to drive r.m.s. errors to zero for many different 
reasons. The primary reason is associated with the basic reactor measurement uncertainty.  
The r.m.s. errors can only be expected to be driven towards the level of uncertainty in the flux 
map measurement system, which is of the order of 0.5%. In addition, errors in the nodal reactor 
analysis tools cannot be independently deduced using the methodology employed in this report 
and it is anticipated that the residual r.m.s. errors will remain larger that the measurement 
uncertainty. However, Gunow’s independent analysis (Ref. 1) using full-core multigroup 
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transport methods shows that the nodal methods themselves do not introduce significant 
additional errors into the measured reactivity decrements of this study. 

The premise of the EPRI methodology for inferring reactivity decrement errors is that errors in 
core reactivity that are independent of depletion will be addressed as a separate item (normally 
in the comparisons to cold criticals benchmarks) by applicants on a case-specific basis. Such 
analysis will be dependent on the code system and options chosen by the licensee and cannot 
be addressed directly by this work.   

However, it is clear that criticals benchmarking is required for codes systems, such as 
CASMO-5, which has cold criticals biases and uncertainties on the order of 100 pcm (Ref. 6) 
that are small compared to the 576-pcm uncertainty of cold reactivity decrement assigned in this 
work. Consequently, it is anticipated that the spatially-independent reactivity errors will not make 
any significant contribution to the overall cold reactivity decrement uncertainty. 

10. Regarding Figure 3-4 and all other figures like it, do the curves correspond to the left 
y-axis and the points correspond to the right y-axis? It is confusing to have the 
curves on the plots if they aren't numerically tied to one of the y-axes. Why don’t the 
curve minima correspond to the points? 

Response: 
 
The left y-axis should be labeled as corresponding to the curve (3D RMS) and the right y-axis 
corresponds to the points (Burnup Multiplier). The minimum point of the curves (3D RMS) 
corresponds to the Burnup Multiplier that produces the minimum 3D RMS deviation between 
computed and measured fission rates for that flux map.   

The burnup multiplier has been plotted against the computed sub-batch-average burnup (not 
including the multiplier), so the points are misaligned. This is intentional because the sub-batch 
burnup is being modified in an artificial manner to adjust sub-batch reactivity, and it does not 
imply that the sub-batch burnup is incorrectly computed. 

 
11. The iteration implementation discussed in Section 6.4, Step 6.b. describes setting 

the burnup multiplier to a value of 1.0 if the number of assemblies in the sub-batch is 
less than 12. At this point, have the “super-batches” discussed in Section 6.1 already 
been defined? It would seem that this check is unnecessary if the super-batches 
were already created since there wouldn't be any sub-batches that exist with less 
than 12 assemblies. Is this implying that not all sub-batches with less than 12 
assemblies are used to create a super-batch? If data is being excluded, it should be 
explicitly stated and characterized. 

 
Response: 
 
The primary reason for setting the burnup multiplier to 1.0 is driven by those sub-batches with 
very small sensitivities and not by the number of assemblies in a sub-batch, as stated in the 
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question. The super batches have been confirmed to have 12 or more fuel assemblies. This 
check was introduced only to eliminate sub-batches that have less than 12 assemblies and 
could not be lumped together with other identical enrichment (and fuel delivery sub-batches) 
assemblies to form a super-batch. There are very few sub-batches that fall into this category, 
and they occur mostly as thrice-burned assemblies in which some of the sub-batch assemblies 
have not been reloaded into the core. 

 
12. In Section 7.1, the following statements are made: 
 

…no attempt will be made to quantify the reactivity decrement biases or 
uncertainties for burnups less than 10 GWd/MTU. One should note that since 
reactivity decrement biases and uncertainties at zero burnup are by definition 
zero, it should be easy to estimate reactivity decrement biases and uncertainties 
in this range. 

 
If there is no attempt to quantify reactivity decrement biases or uncertainties for burnups 
less than 10 GWd/MTU, this implies the validation study is limited to burnup credit of 
greater than 10 GWd/MTU. Is this the intent of the statement quoted above? If not, 
provide clarification for the applicable burnup range and justification for the entire range 
based on the data that was used in the validation study. 

Response: 
 
Yes, as stated in the question, this study makes no attempt to provide reactivity decrement 
biases and uncertainties for fuel with less than 10 GWd/T burnup. However, it seems very 
reasonable to argue that biases and uncertainties for burnup less than 10 GWd/T should be less 
than those at 10 GWd/T.  

Nevertheless, this study leaves it up to the applicant to make any choice of biases or 
uncertainties for burnups less than 10 GWd/T. 

 

13. In Section 7.5, the reactivity decrement error data shows an increase in error with 
batch exposure.  What type of regression algorithm was used to incorporate the 
assumed linear change of variance of the reactivity decrement errors with respect to 
batch burnup and what is the basis for assuming that the variance grows linearly with 
burnup? 

Response: 
 
All of the nonlinear regressions used in the report relied on MATLAB’s internal nonlinear 
regression using the nlinfit function to perform the fits and the nlpredci function to generate the 
confidence intervals (only used as an eye-guide). 

Linear burnup dependence of the variance of reactivity decrement errors has been assumed 
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when the nonlinear regression was performed. While this assumption cannot be proven to be 
correct, it is reasonable to assume that errors in reactivity burnup decrement that arise from 
nuclear data uncertainties will increase as the higher actinides become more important 
contributors to fuel assembly reactivity at increased burnups. However, the nonlinear regression 
was also performed assuming that variances are independent of burnup, as displayed in Cases 
11 to 12 of Table RAI-3. Then difference in the regression curve fits (independent vs. linear 
change in variance with sub-batch burnup) was only a very small fraction (<10%) of the 
assigned uncertainty, so it is reasonable to assume that reactivity decrement biases do not 
depend, in a significant way, on the regression assumption for the burnup dependence of 
variance. 

 

14. In Section 7.5, it does not seem appropriate to force the regression fit to go through 
zero pcm at zero burnup. Theoretically, the uncertainty due to depletion should be 
zero at zero burnup, but if the data doesn't support this, it might be indicative of an 
inherent bias in the code that should be accounted for. Part of code validation is 
determining the ability of the code (and associated data libraries) to predict reality, 
which in this case, would include any inherent code bias (and bias uncertainty) at 
zero burnup (especially considering this work does not benchmark the ability of 
CASMO/SIMULATE to explicitly calculate isotopic number densities but instead 
attempts to infer only the reactivity associated with isotopic number density 
uncertainties). Provide appropriate justification for forcing the regression fit to pass 
through zero pcm at zero burnup. 

Response: 
 
The intent of this project is to identify the bias and uncertainty in depletion reactivity decrement, 
not to identify the bias and uncertainty of CASMO and/or SIMULATE for zero fuel burnup.  
Thus, the choice of forcing the regression to have zero value for the reactivity decrement at zero 
burnup is motivated by the fact that it should theoretically be 0.0 at zero burnup. The data at low 
burnup does indeed support this contention, as can be seen from Report Figure 7-27, as the 
spread in reactivity decrement errors clearly becomes much smaller for low burnup. This 
contention is further substantiated by the data presented in Report Figure 7-1 that contains 
many more low-burnup points without application of the low burnup and sensitivity screening 
criteria. This data clearly shows that the error in reactivity decrement is dramatically reduced at 
low burnups. 

The quadratic nonlinear regressions have also been performed without assuming that the 
regression fit goes through zero, as displayed in Case 13 of Table RAI-3. This fit displays 
approximately a 300-pcm reactivity decrement bias at zero burnup and approximately a 100-
pcm reactivity decrement error change at 10 GWd/T. At larger burnups, there was almost no 
change in the reactivity decrement bias of the fit. Since this report does not attempt to assign 
biases below 10.0 GWd/T and because the difference of 100 pcm at 10.0 GWd/t is small 
relative to the 250-pcm assigned uncertainty, there is little impact from using the regression fit 
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that assumes zero bias at 0.0 GWd/T. 

It also should be noted that the regression fit reactivity decrement error of 300 pcm at 0.0 
GWd/T is an artifact resulting from: 1) the use of a quadratic regression fit, and 2) fitting data 
that has had all low burnup data points screened out by the default Sensitivity Filter.  Case 14 of 
Table RAI-3 demonstrates that using an unconstrained linear rather than a quadratic fit 
produces a regression fit reactivity decrement error of only 22.8 pcm at 0.0 GWd/T burnup.  
Similarly, if the Sensitivity Filter is relaxed to a value of 0.3%, (Cases 15 and 16 of Table RAI-3), 
both the linear and quadratic fits produce very small reactivity decrement errors at 0.0 GWd/T 
burnup. This further substantiates the assumption that constraining the regression to 0.0 
reactivity decrement error at zero burnup has almost no impact on the biases from regression 
fitting of the data. 

It should also be recognized that Applicants will also establish an independent cold reactivity 
uncertainty at zero burnup from many cold criticals evaluations and those biases/uncertainties 
will be included in the final rack-up of uncertainties. 

  

 

 
15. Regarding Section 7.5, it is not acceptable to claim that “the true uncertainty of the 

regression fit lies between the confidence and prediction intervals,” since those 
intervals seem to be based on the assumptions in the bulleted list on page 7-15, 
which have not been met. Since the necessary conditions have not been met, 
conclusions that depend on those conditions being met cannot be formed. 
Furthermore, other statistical methods may indicate that the “true uncertainty of the 
regression fit” is greater than the prediction intervals presented in the regression 
analysis figures shown in Section 7.5. Provide appropriate justification for the last 
sentence in Section 7.5 or revise the sentence accordingly. 
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Response: 
 
Responses to RAI Questions 1 and 7 have already addressed many points that are also 
contained in this question. In addition, the Response to RAI Question 3e details reasons why 
the prediction intervals themselves are conservatively broad. Namely, there was no attempt to 
treat the large measurement uncertainties for the low sensitivity data points. Thus, the prediction 
intervals themselves (as presented in plots of the EPRI study) are very likely much broader that 
the true prediction intervals. 

The contention that the true uncertainty is smaller than that of the prediction intervals is based in 
part on the observation that more than 95% of the points can be observed to fall within the 
prediction interval curves. However, given that all of the formal statistical requirements to 
guarantee that the prediction intervals are strictly valid cannot be met, the last sentence of 
Section 7.5 will be revised to read: 

However, it is quite likely that the true uncertainty of the regression fit lies within the 
prediction intervals, and one method for evaluating that uncertainty is presented in the 
following section. 

 
 
16. Calculation of the “error of the regression fit”, as described in Section 7.6, is 

essentially based on introducing a significant “known deficiency” and then comparing 
the regression fit of the deficient reactivity decrement data to a “known deficiency” as 
a function of burnup. It is then inferred that the reactivity decrement error uncertainty 
sensitivity to any large error in the code will always result in small regression fit 
uncertainty changes that are “far less than the prediction interval.” However, this 
conclusion is based on a single “known deficiency” for a single fuel type depleted 
with soluble boron at a specific concentration. There are theoretically many 
deficiencies that are unknown, so how does analyzing a single case give confidence 
that the regression fit uncertainty will always be bounded by a value of 250 pcm, 
which is independent of burnup? Since determining the regression fit uncertainty 
based on a single scenario is questionable and does not provide reasonable 
assurance that the regression fit uncertainty will be bounded with 95% probability, at 
a 95% confidence level consistent with the requirements of 10 CFR 50.68, revise the 
discussion on regression fit uncertainty accordingly. As mentioned in RAI-3.e., the 
NRC staff is concerned with accounting for the reactivity decrement data furthest 
away from the regression fit, not with how well the mean behavior is characterized. 
 

Response: 
 
The stated question is correct that only one cross section library with a “known deficiency” was 
evaluated to provide a basis for the uncertainty in inferred reactivity decrement errors.  
However, the stated contention that final uncertainty conclusion “is based on a single known 
deficiency for a single fuel type depleted with soluble boron at a specific concentration.” is not 
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correct. All fuel types for all four reactors were depleted with multiple historical boron 
concentrations, as this is the standard data library generation procedure used for all 
CASMO/SIMULATE analysis. 

It is true that only one “deficient library” was used to form the conclusion that the regression fit 
uncertainty is small compared to the prediction intervals and the Kopp bounds. This 
consideration was driven mostly by the practical considerations of needing to generate millions 
of additional SIMULATE calculations to check other potential deficiencies. No matter how many 
deficiency scenarios are examined, it will always be possible to postulate other potential 
scenarios because we cannot, by definition, know the exact sources of isotopic number density 
or cross section uncertainties. 

The main point however, is not how the scenario is generated, but rather that the sub-batch 
reactivity errors can be successfully inferred from the fission rate maps, regardless of the source 
of the errors. The hypothesis is that the error in fuel assembly reactivity (expressed as k-infinity 
of the lattice) drives the error of fission rate distributions. Limited cases for other reactivity 
perturbations (other than fuel burnup), such as perturbations of the fuel temperature have also 
been used to determine errors in lattice reactivity decrement. Even though in such cases, one 
adjusts the fuel temperature through a range of temperatures far outside that of the physical fuel 
temperature, the impacts on fission rate distributions are essentially the same (per unit k-infinity 
change) as that obtained by altering fuel burnup (as used in this report) to change fuel assembly 
reactivity. For these reasons, it is reasonable to assume that many methods that alter fuel sub-
batch reactivity (k-infinity) will lead to similar inferred reactivity decrement errors.  This 
contention is also supported by the fact that many successful nodal reactor simulators have 
used one-group formulations in which the only fuel-assembly-dependent parameters are 
k-infinity and M2 (e.g., see Ref. 7). 

 
17. Are the Table 8-7 and Table 8-8 uncertainty values taken directly from TSUNAMI-IP 

output files? 

Response: 
 
The data in Table 8-7 and Table 8-8 are not taken directly from TSUNAMI outputs, but rather 
they are based on the eigenvalue and uncertainty calculated by TSUNAMI at Hot Full Power 
(HFP) and cold conditions. The state or condition eigenvalue and uncertainty are taken directly 
from the TSUNAMI output files. In order to obtain the 2-sigma uncertainties in Report Tables 8-7 
and 8-8, the variance of the reactivity is obtained by computing the relative variance of the 
eigenvalue difference [see Eq. (41) in Ref. 8]. The relative standard deviation of the hot-to-cold 
reactivity is obtained from the following equation, which is based on Eq. (41) of the referenced 
paper after some manipulations,  
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where k  and kσ  are the eigenvalue and standard deviation, respectively, ,h cC  is the correlation 

coefficient, and h cρ →  is the reactivity, defined as follows 

1 1
h c

h ck k
ρ → = −  

Finally, the absolute two-sigma uncertainties are obtained by multiplying the relative standard 
deviation by the hot-to-cold reactivity and accounting for the fact that two standard deviations 
account for 95.45 % of values around a mean. (see 
http://en.wikipedia.org/wiki/68%E2%80%9395%E2%80%9399.7_rule) 

 
18. In Section 8.6, it is assumed “that the HFP-to-cold uncertainty changes are equally 

applicable to CASMO-4, CASMO-5, and SCALE 6 data. Why is this an appropriate 
assumption? 

Response: 
 
The hot-to-cold uncertainty is dependent on the cross section uncertainties and not on the 
predictions of isotopic inventories. These uncertainties are due to fundamental uncertainties in 
the basic neutron cross-section data. As such, the SCALE 6 and CASMO-5 cross section 
libraries are both based on the ENDF/B-VII library, and they share the same cross section 
uncertainties. 

The statement that CASMO-4 uncertainties are similar is actually not correct, and this will be 
removed from the Report. However, all benchmarks derived in this report are ultimately based 
on the CASMO-5 biases and uncertainties, so the results of the report remain valid as stated. 

 
19. Regarding Appendix B reactivity benchmark specification descriptions (pp. B-3 to B-

14): 
 

a. Revise the descriptions to include units for all specifications. 

Response: 
 
Appendix B will be updated to add the few missing units where needed. All temperatures are in 
degrees K and all number densities are in atoms/cc. 

 
b. Some descriptions contain missing sections (e.g. “Structural Material Description” 

and “Coolant Description” for Section B.2); revise the descriptions accordingly so 
that each description stands alone. 

 

http://en.wikipedia.org/wiki/68%E2%80%9395%E2%80%9399.7_rule
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Response: 
 
Appendix B structural material descriptions for Case 1 are common for all other cases and they 
have simply been restated for Case 5 (the small diameter fuel pin case) where the physical 
geometry has been altered from the other cases. 

The Coolant Description for Depletion is the same for all cases except for Case 8 (the high 
boron depletion case where the boron number density in the coolant has been stated explicitly). 

The Coolant Description, Cold for Case 9 corresponds to 150°F (338.7K) rather than 293K used 
for all the other cases. The Coolant Description, Cold for Case 10 (branch to high rack boron) 
corresponds to the higher boron number density. 

If these explanations are deemed to be insufficient, the Report can be updated to explicitly state 
the conditions for each case separately. 

c. The title for Case 9 in Section B.10 is ambiguous. For clarity, include a more 
complete description explaining the purpose of each benchmark. Also, explain 
why the eleven benchmarks proposed provide sufficient coverage to validate all 
PWR depletion analyses  

Response: 
 
Case 9 is the same depletion as Case 3, but it has been branched to 150°F (338.7K) rather than 
293K used for all the other cases. A more accurate title for this case would be ‘Nominal Case 
Branch to SFP Hot Isothermal Temperatures = 150°F”, as there is no rack geometry for this 
case. This case was added to represent the hottest anticipated temperatures in a SFP rack.  

A more accurate title for Case 10 would be “Nominal Case Branched to SFP High Boron 
Concentration = 1500 ppm”, as there is no rack geometry for this case. This case was added to 
represent a high boron concentration in a SFP rack.   

The intention of Table B-1 is to convey a range of enrichment, pin diameters, burnable 
absorbers, depletion boron concentration, depletion power density, SFP coolant density and 
boron concentrations.   
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This original Table B-1 will be updated to reflect the alternate titles for Case 9 and Case 10. 

 

 

With respect to the last part of this question, no arguments are made in this Report for validating 
all PWR depletion analyses. Rather, such validation is left to applicants who might have lattices 
with different geometries or conditions than those used in the four Duke reactors utilized in this 
study. Some validation issues related to different geometries and/or conditions are discussed in 
EPRI Utilization Report (Ref. 4).  
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